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Abstract

is also the first open standard to provide portability and
efficiency across various GPUs.

OpenCL standard gains popularity, yet there is no GCC
support for OpenCL code generation at the moment.
This paper suggests generating OpenCL code from
parallelizable loops using GRAPHITE infrastructure.
When a parallelizable loop nest is found (currently, only
loops without cross-iteration dependencies are handled),
it is turned into an OpenCL kernel, and all necessary
OpenCL calls for creating and compiling kernels and
copying the needed memory to/from the device are automatically generated. The resulting binary program can
be run on a multicore CPU or a GPU provided that there
is an OpenCL runtime.
We provide the description of OpenCL code generation
framework and heuristics used to avoid parallelizing
non-profitable loops. The code that is used for OpenCL
code generation from a given loop nest can be used independently from the parallelizing code. Our current
experimental results on Polykernels, Polyhedron 2005,
and SPEC CPU 2000 tests show some speedups, however, the overhead of running OpenCL kernels might be
substantial, so the most benefit will be shown on computational programs where most of the time is spent inside
parallelizable loop nests.

1

Introduction

Until recently, the major development of computer technology was to increase the efficiency of a single processor. Then, difficulties with increasing of clock speed
lead to the creation of multicore architectures. OpenMP
standard is successfully used for manual parallelism extraction on those using shared memory model. However, its current version is not yet suited for programming more complex heterogeneous platforms consisting
of multicore CPUs and accelerators like GPUs. OpenCL
(Open Computing Language) was developed to allow a
programmer to write parallel code for such platforms. It

This paper introduces our work aimed at generation of
OpenCL code from parallelizable loops in GCC, making it possible to automatically transform some loops
to OpenCL kernels during compilation. In our point of
view, this contribution is important in two ways. First,
at least for some cases it allows extracting parallelism
for free and thus using resources (that are often waisted
otherwise) of common CPU/GPU systems. Second, its
OpenCL code generation part may ease later efforts of
supporting OpenCL in GCC. We describe the implementation in the following chapters, focusing on the organization of memory transfers and the cost model for
determining loop nests that are profitable to parallelize.
We also provide some experimental results on a multicore system and a GPU.

2

OpenCL

OpenCL programming model [4, 1, 6] allows a programmer to define special functions, called kernels,
which can be executed in parallel on an OpenCL device. Kernels can be created, compiled and executed
from a host program using the runtime API provided by
the OpenCL library. Thus, a program utilizing OpenCL
consists of a sequential code, which runs on a host
machine, and parallel kernels that are executed on an
OpenCL device. In order to achieve portability, kernels’
source code is stored (or generated) in a host program
and must be compiled any time this program executed.
Due to this feature, a host program doesn’t depend on
any specific OpenCL device.
Program source code can include one or more kernel
sources. A kernel can be obtained from compiled program by its name. To execute a kernel, its arguments
and total number of executions must be specified. Since
the host memory and the device memory may be separated, kernels can access only device buffers, which can
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be created, read and written from a host machine by the
corresponding OpenCL calls.

3

3.2

Generating kernel code

After determining which nests will be transformed to
kernels, we must generate correct kernel code for these
nests. This problem can be divided into three subproblems:

Graphite-OpenCL
GIMPLE

1. Generating OpenCL code for the main program;
GRAPHITE

2. Generating definitions of types and variables for
the kernel code;

CLAST

GLooG

3. Generating statements for the kernel code.
OpenCL

GIMPLE

Figure 1: Code transformation scheme
Our general transformation scheme is presented in Figure 1. First, SCoPs are extracted from GIMPLE. Each
SCoP represents a single entry-single exit region, keeping information about its parameters, data references
and loop iteration domains. GRAPHITE transforms
SCoPs, making loops more parallelizable. Its result can
be obtained in the form of CLAST, a data structure that
stores a SCoP as a set of loops, conditional operators
and basic blocks. Some loops from this structure will be
replaced by OpenCL kernels’ launches, others will be
restored as regular GIMPLE loops.
3.1

Selecting eligible loop nests

First of all, we should define the loop nests which will
be transformed to OpenCL kernels. These loop nests
must meet a number of requirements divided into correctness and performance requirements. Correctness
requirements include absence of cross-iteration dependencies and host-device memory buffers synchronization. The performance requirement means that the overhead for an OpenCL kernel launch must be less than
the speedup gained from its parallel execution. In order
to check dependencies between loop iterations, all data
references in its body are analyzed except ones to privatized variables. If there are dependencies in the loop, it
must be executed on the host, but its body can contain
other parallelizable loops.

All generated instructions can be divided into two
classes: instructions that are generated from CLAST
structures and from basic blocks. The first class includes for and if operators, the second class contains
all other instructions [7, 2]. All names that are referenced in a kernel code must be defined as either local
variables or kernel arguments. The first group includes
1. All variables defined inside the loop nest in the
original code;
2. Loop iterators;
3. Variables generated by GIMPLE;
4. Some auxiliary variables specific for OpenCL kernels.
Consider an example of loop nest (listing 1) and the kernel source code generated from this nest (listing 2).
for (scat_1 = 0; scat_1 <= 99; scat_1++)
for (scat_3 = 0; scat_3 <= 99; scat_3++)
some_code (scat_1, scat_3);

Listing 1: Original loop nest
In an OpenCL kernel generated from a loop nest we
need to be able to obtain values of original loops’ iterators. In given example, scat_1 and scat_3 must
be obtained from the kernel thread’s global id by the
get_global_id OpenCL call [6].
Current OpenCL implementation forbids multidimensional arrays declarations [4], so we have to generate required types definitions with pointers and the typedef
keyword. Consider an example loop nest in listing 3 and
the corresponding kernel code in listing 4.
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__kernel void opencl_auto_function_0
(int ocl_mod_0, int ocl_first_0,
int ocl_mod_1, int ocl_first_1,
int ocl_base_1, int ocl_base_0)
{
size_t opencl_global_id = get_global_id (0);
int scat_1 = ((opencl_global_id / opencl_base_0)
% opencl_mod_0) * 1 + opencl_first_0;
int scat_3 = ((opencl_global_id / opencl_base_1)
% opencl_mod_1) * 1 + opencl_first_1;
some_host_code (scat_1, scat_3);
}

Listing 2: Kernel source code
float A[100][100];
float B[100][100];
float C[100][100];
int foo5 ()
{
int i,j,k;
for (i = 0; i <= 99; i ++)
for (j = 0; j <= 99; j ++)
{
float sum = 0.0;
for (k = 0; k <= 99; k++)
sum += A[i][k] * B[k][j];
C[i][j] = sum;
}
}

__kernel void
opencl_auto_function_0 (...
__global float *oclFTmpArg0,
__global float *oclFTmpArg1,
__global float *oclFTmpArg2)
{
typedef __global float oclFTmpType0[100];
oclFTmpType0 *C = (oclFTmpType0*)oclFTmpArg0;
typedef __global float oclFTmpType1[100];
oclFTmpType1 *A = (oclFTmpType1*)oclFTmpArg1;
typedef __global float oclFTmpType2[100];
oclFTmpType2 *B = (oclFTmpType2*)oclFTmpArg2;
/*code*/
}

Listing 4: Types definitions for multidimensional arrays

Listing 3: Sample function with multidimensional arrays
cl_context __ocl_hContext = 0;

3.3

Managing OpenCL context and command
queue

Valid OpenCL context and command queue must be created before any other OpenCL calls [1]. Additionally,
we require that they have been created only once during program execution. Context and command queue
values are stored in global variables, which can be accessed from any part of the program. At the beginning
of any function with OpenCL calls the values of these
variables are tested. If context is NULL, new context
and command queue must be created and stored in appropriate variables. This code can bee seen in listing
5.

if (__ocl_hContext == 0)
{
__ocl_hContext = clCreateContextFromType
(0, CL_DEVICE_TYPE_GPU,
0, 0, 0);
clGetContextInfo (__ocl_hContext,
CL_CONTEXT_DEVICES, 0, 0,
&nContextDescriptorSize);
cl_device_id * aDevices
= malloc (nContextDescriptorSize);
clGetContextInfo (__ocl_hContext,
CL_CONTEXT_DEVICES,
nContextDescriptorSize,
aDevices, 0);
__ocl_hCmdQueue
= clCreateCommandQueue (__ocl_hContext,
aDevices[0], 0, 0);
}

3.4

Managing memory transfers

In order to preserve semantics of the original program
we must ensure that all device memory buffers accessed
by an OpenCL kernel are correct before the kernel’s execution, and all host memory accessed in a basic block
is correct before this block’s execution.

Listing 5: Context initialization at the beginning of the
function
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Memory buffers
initialization
__ocl_hContext == 0
SCoP-2
true
false
SCoP code
Context and command
queue creation

SCoP-3

Memory buffers
release
__ocl_hProgram == 0
SCoP-4
true
false

OpenCL program
creation and compilation

SCoP-n

SCoP-1

Figure 2: Structure of code generated from CLAST
A device memory buffer is correct in a given point of a
program iff it contains the same data as the corresponding host memory in the original program. A host memory buffer is correct in a given point of a program iff
it contains the same data as this memory object in the
original program. The simplest way to meet these requirements is to copy all required buffers from the host
to the device just before any kernel’s execution and back
from the device to the host right after the execution. The
main problem with this approach is that those memory
transfers can be quite expensive. So it’s important to
minimize their number. For this purpose we store information about correctness of each memory buffer (either
on the host or on the device) during the SCoP analysis
and use it to reduce the number of transfers.

3.4.1

Performing memory initialization

A device memory buffer must be allocated for each array or pointer used on the device in the current SCoP at
the beginning of this SCoP. For some buffers their size
can be calculated only at the beginning of the SCoP, so
they must be allocated in each SCoP with OpenCL calls.
One of the most important problems in this part is
to determine correct base object and buffer’s size.
The base object for an array reference is an array,
while for pointer references the base object can be either an array, if it can be determined, or a pointer.
Current GRAPHITE-OpenCL implementation supports
only one-level pointers. The buffer size is calculated as
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the maximal offset from the base object in data references plus one. All created buffers are initialized with
the data from corresponding host memory.

3.4.2

Managing memory transfer during program
execution

During program execution some calculations are performed on the host and some on the device. In order
to get a correct result we must ensure that all required
device buffers contain correct data before the kernel execution and all host memory buffers contain correct data
before the host loop nest execution.

Selecting operations, that require memory transfer
The correctness information about the state of each
buffer changes according to the following rules:
1. At the beginning all buffers on host and device are
correct.
2. If there is a write reference in the kernel to some
buffer on the device, then the corresponding buffer
on the host is marked as incorrect.
3. If there is a write reference in the host program
to some buffer on the host, then the corresponding
buffer on the device is marked as incorrect.
4. If there is a memory copy from a host buffer to the
corresponding device buffer, then this device buffer
is marked as correct.
5. If there is a memory copy from a device buffer to
the corresponding host buffer, then this host buffer
is marked as correct.
And these rules ensure that all computations are performed on correct data:
1. Before the kernel execution all device buffers referenced in this kernel must be correct.
2. Before the host code execution all host buffers referenced in this part of code must be correct.
3. Before copying memory from a host buffer to the
device this host buffer must be correct.

4. Before copying memory from a device buffer to the
host this device buffer must be correct.

In order to calculate the correct placement for memory
transfers, let us examine a loop nest as a tree. Each loop
is represented as a tree node, and its body is divided into
inner loops and basic blocks and is represented as child
nodes and leaf nodes respectively.
Also, let us define three sets for each tree node B –
last(B), pred(B) and modify(B), which can be calculated by the algorithm in listing 6. So, last(B) is the last
leaf in subtree B (or B itself, if B is a leaf), modify(B)
includes all memory buffers modified in a loop or a basic block corresponding to B, and pred(B) includes all
leaf trees corresponding to basic blocks which preceed
the basic block corresponding to B.
if is_basic_block_p(B) then
last(B) = {B}
modify(B) = {}
for all M : memory_bu f f er do
if modi f ied_in_block(M, B) then
modify(B) = modify(B) ∪ M
end if
end for
else
{B is a loop nest, replaced by kernel}
last(B) = last(get_last_child(B))
modify(B) = {}
for all C ∈ get_children(B) do
modify(B) = modify(C) ∪ M
end for
end if
if f irst_child(B) then
P = get_parent(B)
pred(B) = pred(P) ∪ last(get_last_child(P))
else
pred(B) = last(get_previous_child(B))
end if
Listing 6: last, pred and modify calculation for a single
tree node
Based on these sets we can determine which buffers
must be transferred from the host to the device and back.
The algorithm in listing 7 determines which buffers
must be transferred before executing basic block B on
the host or a kernel on the device.
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pred = pred(B)
result = {}
for all M : memory_bu f f er do
if access_in_block(M, B) then
for all block ∈ pred do
if is_incorrect_a f ter(M, block) then
result = result ∪ M
end if
end for
end if
end for
Listing 7: Calculation of memory buffers to transfer
Determinating memory transfer placement
After determining which kernels or basic blocks require
memory transfer we must select its placement. In order
to minimize the number of such transfers during execution, each transfer is placed in the outermost loop of the
given loop nest with respect to the correctness requirement. The algorithm which calculates memory transfer
placement for a given node B and a memory object M is
presented in listing 8.
current = B
while m 6∈ modify(get_parent(current)) do
current = get_parent(current)
end while
{M modified in loop, which contains current}
return get_previous_child(current)
Listing 8: Memory transfer placement calculation

3.4.3

Cleaning memory buffers

All device memory buffers created for the given SCoP
must be released at the end of this SCoP. If some host
buffers aren’t correct, copying from corresponding device buffers must be performed before releasing.
3.5

Managing kernels

Each compiled OpenCL program is stored in the corresponding static variable, so each OpenCL program can
be compiled only once during main program execution.
At the beginning of each function with OpenCL calls
this variable is compared with NULL. If it is NULL,
then the OpenCL program for this function will be compiled and stored in this variable, otherwise the stored

value will be used. Kernels can be created from the
compiled program at any time, because it’s a cheap operation.
arg_type _ocl_scaral_arg = arg;
clSetKernelArg (kernel, index, sizeof (arg_type),
&_ocl_scaral_arg);

Listing 9: Scalar argument
Scalar arguments can be passed directly to an OpenCL
kernel taking into account that they must be passed
through the pointers, as can be seen in the example of
listing 9. For arrays and pointers, the pointer to the appropriate device buffer must be passed as a usual scalar
argument.
3.6

Cost model

Consider the task of loop nest selection with the addition requirement of performance, that is, nest to kernel
transformation shouldn’t degrade the performance. In
order to detect whether the transformation is profitable,
we are using the set of heuristics.

3.6.1

Nesting ratio

Any kernel launch requires some additional operations
and thus produces overhead. So, it’s not reasonable to
launch a lot of small kernels. Consider an example in
listing 10.
int foo0 ()
{
for (int i = 0; i < N; i ++)
for (int j = 0; j < N; j ++)
for (int k = 0; k < M; k++)
{
host_code ();
for (int s1 = i; s1 < j; s1++)
for (s2 = 0; s2 < L; s2 ++)
use (i, j, k, s1, s2);
}
}

Listing 10: Example of a loop nest which should not be
replaced by a kernel because of its nesting ratio
Current test results show that in such SCoPs replacing the inner nest (the only one without dependencies)
by the kernel can seriously degrade performance. Let
Dinner (N) is the depth of loop nest N and Douter (N) is
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the depth at which this nest is located in the SCoP. Current implementation avoids transformation of nests with
Douter ≥ Dinner .
3.6.2

Memory transfer

int foo1 ()
{
host_use_a_b ();
put_a_b_to_device ();
for (int i = 0; i < N; i ++)
for (int j = 0; j < N; j ++)
a[i][j] = b [i][j];
host_use_a_b ();
}

Listing 11: Example of a loop nest which should not be
replaced by a kernel because of memory transfer cost

int foo3 ()
{
host_use_a_b_c ();
put_a_b_c_to_device ();
for (int i = 0; i < N; i ++)
for (int j = 0; j < N; j ++)
{
int red = 0;
for (int k = 0; k < N; k ++)
red += a[i][k] * b[k][j];
c[i][j] = red;
}
}

Listing 13: Example of a loop nest which should be replaced by an OpenCL kernel
kernel. Here is the list of sufficient conditions, which
must be met for all data references in the loop nest.

Consider an example in listing 11. This code can easily be transformed to an OpenCL kernel, but this is not
reasonable from the memory transfer point of view. As
we can see, there is only one reference for each element
of a and b, while we have to copy a to the device before computation and b to the host after computation. In
this example the overhead for required OpenCL calls is
similar to the whole computation time on the host.
int foo2 ()
{
host_use_a_b ();
put_a_b_to_device ();
for (int k = 0; k < N; k ++)
{
some_host_code ();
for (int i = 0; i < N; i ++)
for (int j = 0; j < N; j ++)
a[i][j] += b [i][j] * k;
}
host_use_a_b ();
}

Listing 12: Example of a loop nest which should be replaced by an OpenCL kernel
In the example in listing 12 we have only one copying the from host to the device and back for N kernel
launches, so the overhead is acceptable.
Another example in listing 13 shows that multiple kernel
executions for a single memory transfer is not necessary.
This example is a usual matrix to matrix multiplication,
which can be efficiently parallelized with OpenCL.
As a conclusion we can define the set of rules to decide
whether we should transform a loop nest to an OpenCL

• The memory transfer for the loop nest should be located outside the outer loop of this nest (see listing
12 for example);
• The depth of the innermost data reference in the
loop nest should be greater then the data dimension
(see listing 13 for example).

4

Results

The resulting compiler with GRAPHITE-OpenCL implementation has been tested on three test sets:

• PolyKernels [5];
• SPEC CPU2000 [3];
• Polyhedron 2005 Benchmark Suite [8].

4.1

CPU benchmarks

The tests were run on a quad-core processor (Intel Core
2 Quad CPU), so the maximum possible acceleration is
a four-fold acceleration compared to the same program
performed entirely on a single core. When the host CPU
and the OpenCL device are the same, it’s not necessary
to transfer memory between the device and the host, and
we use that to our advantage. In this situation kernels
have direct access to the host memory.

16 • GRAPHITE-OpenCL: Generate OpenCL Code from Parallel Loops
4.1.1

PolyKernels

Title
wupwise
swim
mgrid
applu
mesa
galgel
art
facerec
lucas
fma3d
apsi
vpr
mcf
parser
eon
gap
vortex
twolf

The results for this test set are given in table 1.
These tests are computational programs where the bulk
of calculations is concentrated in a single loop nest.
Such nests, when they don’t have data dependencies,
can be efficiently parallelized with OpenCL.
Title
jac.c
jac2d.c
adi.c
fdtd1d.c
fdtd-2d.c
gs.c
gemver.c
lud.c
mmm.c
mvt.c
sor.c
ssymm.c
ssyr2k.c
ssyrk.c
strmm.c
strsm.c
tmm.c
trisolv-if.c
trisolv.c

Time
GRAPHITE OpenCL
5.98
5.96
85.45
88.85
1.97
1.81
0.99
0.89
3.70
3.71
1.41
1.43
0.77
0.60
1.00
1.00
22.34
7.45
0.59
0.51
15.08
10.09
14.58
4.90
17.91
19.22
64.57
64.62
64.06
60.03
63.20
59.91
19.35
7.36
0.07
0.07
25.82
26.96

Speedup
x1.00
x0.96
x1.08
x1.11
x0.99
x0.98
x1.28
x0.99
x2.99
x1.15
x1.49
x2.97
x0.93
x0.99
x1.06
x1.05
x2.62
x0.99
x0.95

Time
GRAPHITE OpenCL
88.5
82.6
133
132
179
180
143
144
58.7
58.8
67.1
73.1
41.0
40.8
99.8
99.9
92.3
85.5
145
158
152
154
73.8
73.9
95.9
95.6
132
277
46.0
46.6
51.6
51.8
79.9
80.5
111
113

Speedup
x1.07
x1.00
x0.99
x0.99
x0.99
x0.91
x1.00
x0.99
x1.07
x0.91
x0.98
x0.99
x1.00
x0.47
x0.98
x0.99
x0.99
x0.98

Table 2: SPEC CPU2000 without heuristics results on
CPU
must be built three times. Also, executing any of these
loop nests as a kernel requires a memory transfer with
the cost close to the original loop nest execution cost
(like the nest in listing 11). Thus, without applying
profitability heuristics the restuling overhead seriously
degrades performance.

Table 1: PolyKernels results on CPU

4.1.2

SPEC CPU2000

Results with heuristics
With heuristics enabled, most parallelizable loop nests
are discarded, as it was described above, so no OpenCL
kernels can be extracted from loops nests in these tests.

The results of this test set are given in table 2 and 3.

Results without heuristics
SPEC tests contain many simple loop nests which can
be parallelized, but it’s not profitable. When we are not
using profitability heuristics, the overhead for replacing
all possible loop nests with OpenCL kernels is too high.
As an example let us analyze one of these tests,
parser. This test contains 6 parallelizable loops that
can be replaced by kernels. These loops are located
in three different functions, so a new OpenCL program

4.1.3

Polyhedron 2005 Benchmark Suite

The results of this set of tests are similar to the previous
ones.
4.2

GPU benchmarks

The same test sets were executed on a host machine
with Intel Pentium D CPU 3.40GHz and an nVidia
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Title
wupwise
swim
mgrid
applu
mesa
galgel
art
equake
facerec
ammp
lucas
fma3d
apsi
gzip
vpr
gcc
mcf
crafty
parser
eon
perlbmk
gap
vortex
bzip2
twolf

Time
GRAPHITE OpenCL
81.8
83.1
131
131
181
180
145
146
58.6
58.2
67.6
67.4
41.6
42.9
55.7
56.1
100.0
100
119
119
84.3
84.5
147
157
153
153
97.6
99.0
74.5
74.1
53.8
52.8
96.3
98.8
38.6
39.2
131
133
45.7
46.6
70.4
69.8
51.6
51.6
79.9
80.9
76.9
76.7
112
112

Speedup

Title

x0.98
x1
x1.00
x0.99
x1.00
x1.00
x0.96
x0.99
x1
x1
x0.99
x0.93
x1
x0.98
x1.00
x1.01
x0.97
x0.98
x0.98
x0.98
x1.00
x1
x0.98
x1.00
x1

ac
aermod
air
capacita
channel
doduc
fatigue
gas_dyn
induct
linpk
mdbx
nf
protein
rnflow
test_fpu
tfft

Title
jac.c
jac2d.c
adi.c
fdtd1d.c
fdtd-2d.c
gs.c
gemver.c
lud.c
mmm.c
mvt.c
sor.c
ssymm.c
ssyr2k.c
ssyrk.c
strmm.c
strsm.c
tmm.c
trisolv_if.c
trisolv.c

GPU (GeForce GTX 260). In this case, memory transfers must be performed, because the host machine and
the OpenCL device have different memory spaces. We
are providing here only results of PolyKernels runs because profitability heuristics have prevented practically
all OpenCL transformations for SPEC and Polyhedron
benchmarks.

PolyKernels

In these results, for some tests the memory transfer cost
reduces the gain from parallel execution compared with
the CPU results. On the other hand, execution time for
some tests has been decreased several times.

Speedup
x0.99
x0.98
x0.98
x1.01
x0.95
x1.01
x0.99
x0.99
x1.00
x0.96
x1.06
x1
x1.02
x1.00
x1.03
x1.01

Table 4: Polyhedron 2005 Benchmark Suite results on
CPU

Table 3: SPEC CPU2000 results with heuristics on CPU

4.2.1

Time
GRAPHITE OpenCL
11.68
11.79
38.14
38.72
7.95
8.05
51.41
50.66
2.30
2.41
44.07
43.53
9.33
9.37
10.28
10.31
48.81
48.59
23.40
24.28
13.76
12.96
22.22
22.22
42.28
41.37
30.66
30.61
13.30
12.89
2.46
2.43

Time
GRAPHITE OpenCL
10.75
9.36
86.47
86.81
6.84
6.83
1.51
1.53
3.62
3.65
1.50
1.50
1.09
1.89
1.27
1.27
34.69
0.88
2.39
1.13
2.02
2.02
31.74
11.86
15.57
15.54
50.60
50.26
55.54
55.59
52.87
52.84
32.57
10.83
0.10
0.10
42.81
42.79

Speedup
x1.14
x0.99
x1.00
x0.99
x0.99
x1.00
x0.57
x1.00
x39.00
x2.10
x1.00
x2.67
x1.00
x1.00
x0.99
x1.00
x3.00
x0.99
x1.00

Table 5: PolyKernels results on GPU
4.3

Summary

As can be see from the above tests, overhead costs for
executing a huge number of kernels can be quite high.

18 • GRAPHITE-OpenCL: Generate OpenCL Code from Parallel Loops
Architecture and Compilation Techniques, pages
7–16, Juan-les-Pins, September 2004.

In certain cases it exceeds the gain from parallel execution of the transformed loops. Thus, the best result can
be reached on computational programs, which primary
consist of deep loops nests. For such programs the overhead time is small in comparison with the time spent on
calculations.

[3] Standard Performance Evaluation Corporation.
SPEC CPU2000, 2000.
http://www.spec.org/cpu2000/.

4.4

[4] Khronos OpenCL Working Group. The OpenCL
Specification, August 2008.

Future work

There are several ways to improve our current implementation. First, we are going to increase the number of loops which can be replaced by kernels. This
can be done either be reducing the kernel launch overhead or by handling some dependencies in the kernel
body. Second, we can use OpenCL event mechanism for
synchronization between memory operations and kernels executions. This can reduce overhead by removing
some of the synchronization calls. Also, current implementation uses GRAPHITE branch as of 2010-06-07.
Merging it with the latest branch requires some changes
in GRAPHITE-OpenCL because some of the internal
GRAPHITE data structures has been changed. We plan
to complete the merge in the near future as the first step
of contributing the implementation for GCC trunk.

5

Conclusion

We provided the description of OpenCL code generation framework and heuristics used to avoid parallelizing non-profitable loops. The code that is used for
OpenCL code generation from a given loop nest can be
used independently from the parallelizing code. Current
experimental results on Polykernels, Polyhedron 2005,
and SPEC CPU 2000 tests show some speedups, however, the overhead of running OpenCL kernels might be
substantial, so the most benefit will be shown on computational programs where most of the time is spent inside
parallelizable loop nests. Our future work is extending
the implementation and contributing it to GCC trunk,
the first step for this being the merge of GRAPHITEOpenCL with the GRAPHITE branch.
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Abstract
We present the motivation behind the recent GIMPLE
IL change introducing MEM-REF and the challenges
in enforcing its use. In particular rehashing type-based
alias analysis and the memory model used by the GCC
middle-end proves interesting in this context.
After presenting an overview of the past evolution of
the GIMPLE IL we present multiple desired changes
to it, mostly motivated by the link-time optimization
framework which faces the problem to deal with multiple source languages, and the desire to move work
from RTL expansion and the RTL pass pipeline up to
the GIMPLE level.

1

Introduction

The GIMPLE intermediate language has undergone several representation and semantics changes since its introduction in 2004[2]. The most visible one was the
move from representing GIMPLE statements using the
ubiquitous tree structure to the tuples representation.
Less visible was the move towards fully defined semantics for all parts of GIMPLE, making all frontend
specifics explicit. This includes introduction and continuous adjustment of a middle-end type-system, the introduction of a middle-end memory-model and the attempt to define type-based aliasing rules independent of
language semantics.
This eventually allowed the link-time optimization
framework LTO to work in less of an undefined territory when optimizing mixed-language programs. With
that in mind the compilation process now tries to separate frontend and middle-end processing strictly with
the process of gimplification, the translation of the
GENERIC intermediate language to the GIMPLE intermediate language.

In the following we will outline the motivation and
implementation of the latest semantic and structural
change to the GIMPLE IL, the introduction of the
MEM-REF operation. After that further generally desired changes to GIMPLE are proposed.

2

MEM-REF

With GCC 4.6 a new tree code, MEM_REF, is introduced
which is supposed to be used as base for all memory
accesses in future releases.
Introducing a MEM-REF like operation has been tried
before in a more radical manner. With MEM-REF as
present in GCC 4.6 we take a more incremental approach of eventually arriving at the same destination.
The initial MEM-REF implementation tries to solve
several problems which we will lay out in detail now.
Before MEM-REF memory operations could have several flavors of INDIRECT-REFs as bases all of which require type-correct pointer operands for TBAA purposes.
With MEM-REF the use of the pointer operand as value
and that as carrier for TBAA information is separated,
allowing value-preserving conversions of pointers to be
omitted from GIMPLE.
For alias-analysis purposes it is desired that as much information about a memory access is directly available in
the memory access tree. This includes information what
a pointer used in an indirect memory reference points to.
Information about the pointed-to object can be obtained
by traversing the SSA use-def chain of the pointer. It
often happens that abstraction in the source program results in indirect memory accesses to declared objects. If
that is visible via the SSA use-def chain combining the
address-taking operation with the indirection will result
in an easier to analyze intermediate language.
Before MEM-REF re-combining memory accesses to
make the declared object visible required to be typecorrect, thus undefined type-punning was forced to be
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less apparent which caused us to optimize code in unexpected ways more often than necessary. Re-combining
memory accesses pre-MEM-REF also changed TBAA
information in subtle ways, losing the original effective type of the access. For example when combining
p=&q->x with *p to form q->x GCC would treat
*q as the base to extract TBAA information from even
though &q->x might merely act as offsetting operation.

2.3

MEM-REF now combines pointer indirection and direct object access within the same abstraction and adds
a constant offset operand to allow propagation of the address of declared objects in more cases.

MEM-REF can not yet directly encode non-constant
offsets and thus cannot be used as a full replacement for
all reference class trees without forcing pointer indirection and introducing additional statements to compute
the pointer value. As TARGET-MEM-REF has been adjusted to be similar to MEM-REF that can be used for
this purpose to some extent.

2.1

MEM-REF operation

The MEM-REF operation has two operands. The first
operand is a pointer which specifies the access location
base. The second operand is a constant byte offset which
is added to the access location base. The type of the constant is a pointer type which, when dereferenced, specifies the effective type of the access and thus its alias-set.
The type of the MEM-REF operation specifies the type
of the memory access, its size and alignment.
vector(4) int vect_inter_high.154;
vector(4) int vect_var_.17;
vect_var_.17_76
= MEM[(int[900] *)D.2339_58 + -512B];
MEM[(int[64][16] *)D.2354_105]
= vect_inter_high.154_230;

Here are two examples of MEM-REF operations as visible in dump files. The first one loads from the location D.2339_58−512 with the effective access-type
int[900], producing an integer vector value. The
second statement stores to the location D.2354_105
with the effective access-type int[64][16], a memory location of integer vector type.
2.2

MEM-REF Implementation

The MEM_REF operations are introduced during gimplification. At that point TBAA information from memory
accesses using indirect references are extracted and the
INDIRECT_REF base is rewritten using a MEM_REF
operation using the original pointer and constant offset
zero of the extracted TBAA relevant type.
After gimplification all memory accesses have to be either based on MEM_REF (or TARGET_MEM_REF) or on
plain declarations.

Limitations and future work

Using a MEM-REF as base for a memory access is not
yet enforced, directly using a declaration is still permitted. Similarly a MEM-REF may still be subsetted via
component references even if that only adds a constant
offset. Eventually both will be disallowed in future releases.

MEM-REF cannot be used to encode bit-field accesses.
At the moment subsetting with a component reference
or a bit-field reference is required. Eventually bitfield accesses will be lowered to byte-aligned loads plus
bit-field extraction on registers and byte-aligned readmodify-write operations.
Similar to the MEM-REF changes changes to call statements are necessary to preserve the original type of
the called function as the frontend specified it. This
would avoid function pointer conversions to stay in the
IL. Conveniently this type could be encoded in the call
statement tuple instead of some tree operand.

3

Desired Changes to the GIMPLE IL

In this section we outline several areas in the GIMPLE
intermediate language which are problematic. Possible
solutions are presented and motivated. Most of the issues are well-known and some have been even worked
on in the past.
3.1

TYPE_IS_SIZETYPE

There is a class of integer types in GCC that are special.
These are the so-called sizetypes, types which have the
TYPE_IS_SIZETYPE flag set. These types have special semantics that are not documented or even agreed
upon. The only documented specialty is that all sizetype constants are sign-extended regardless of the sign
of their type. Sizetypes also have special behavior on integer overflow in that it is both undefined but also never
happens.
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The main question is why would extension behavior
matter, or rather, in which case would a sizetype value
be extended? Obviously we now run into this issue
with the forced use of sizetype for the POINTER_
PLUS_EXPR offset operand. For targets where the size
of sizetype does not match that of pointers such extension happens during RTL expansion.
Other uses of sizetype come from uses in sizes and
offsets of types and declarations.
The proposed change is to end all the weirdness and
drop TYPE_IS_SIZETYPE.

ASSIGN. The proposed change is to move those
from GIMPLE_COND and COND_EXPR into separate
GIMPLE_ASSIGN statements making the predicate result available as an SSA name.
The immediate benefit is consolidate code that looks at
predicates and tries to simplify them. Another benefit
is that the predicate values get assigned to SSA names
and thus are exposed to SSA based optimization passes
such as (partial) redundancy elimination which might in
future drive jump threading.

3.5
3.2 POINTER_PLUS_EXPR
Currently POINTER_PLUS_EXPR requires the offset
operand to be of sizetype. This is problematic because sizetype is of the special TYPE_IS_SIZETYPE
kind, whose uses should go away. Second, there are
targets where sizetype is of different precision than
pointer types which requires sign- or zero-extension of
the offset operand depending on its sign which we just
lost by forcing it to be of sizetype type.
There are two possible ways out. First, introduce a new
type, ptrdifftype, which is always of the same size
as pointers and thus does not require extension.
Second, change POINTER_PLUS_EXPR to accept any
kind of integer type for the offset operand which would
be extended properly at expansion time. POINTER_
PLUS_EXPR would thus have an embedded implicit extension to something like ptrdifftype.
3.3 COND_EXPR
Currently COND_EXPR is created by if-conversion.
COND_EXPR is one of the tree codes that are handled
as GIMPLE_SINGLE_RHS.
The proposed change is to make COND_EXPR
GIMPLE_TERNARY_RHS and to split out predicate
computation to a separate statement.
3.4

Separating predicate computation

Currently predicates are computed within GIMPLE_
COND statements, COND_EXPR rhs of GIMPLE_
ASSIGN and as separate computations in GIMPLE_

Enumeration type min- and max-values have
semantics

Enumeral types are the only type kinds where the types
min- and max-value when it disagrees with the types
precision have a semantic. Value-range propagation
uses it to derive value-ranges. That semantic isn’t taken
into account by the gimple type-system which treats the
different integer type kinds as equal and only distinguishes based on type precision. The proposed change
is to drop enumeral types min- and max-value from having a semantic meaning in the middle-end.

3.6

Drop undefined signed overflow

Signed overflow is treated as undefined by the middleend. This complicates and penalizes optimizations in
that optimizers need to be careful to not introduce
signed arithmetic that might overflow. Most optimization passes thus disable themselves for signed arithmetic
or produce unsigned arithmetic and thus casts to and
from unsigned variants.
The proposed change is to make all integer and pointer
arithmetic in the middle-end wrapping. To preserve and
improve optimization opportunities when range information is available for the operands of arithmetic operations this information should be encoded explicitly
in the intermediate language. On the no-undefinedoverflow branch operation code variants that state that
the operation does not wrap are introduced. This is
enough to communicate signed overflow undefinedness
from the frontend to the middle-end as well as to keep
some value-range information derived by propagation
persistent.
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3.7

Aggregate uses should be separated

In GIMPLE generally loads and stores are performed as
separate statements if they involve types that are suitable
for register promotion. As GIMPLE does not allow aggregates to be in SSA form separating the load from the
store in a copy operation of an aggregate type is not possible (without recursively introducing another aggregate
copy).
Currently aggregate uses can appear in GIMPLE_CALL,
GIMPLE_ASM and GIMPLE_ASSIGN. This complicates code that needs to handle loads and stores as well
as making store and load associated data such as alignment difficult to place at the statement level.
The most elegant solution, first prototyped by the
middle-end array work[1], is to introduce temporary aggregates in SSA form to split the copy operations. This
allows simplifying passes and some scalar optimizations
be performed on aggregates.
More specifically,
struct X x, y;
# .MEM_2 = VDEF <.MEM_1>
x = y;

would be lowered to
struct X x, y, tem;
# VUSE <.MEM_1>
tem_3 = y;
# .MEM_2 = VDEF <.MEM_1>
x = tem_3;

such as copy-propagation to work on them and possibly reduce the burden on memory optimizers and stack
usage.
Eventually this would introduce reference-class trees
being used with SSA name bases on the right-hand side
of assignments which might be unwanted. Thus restricting this to cases where no partial access at all appears
might be an easy intermediate step.
Implementation-wise the DECL_GIMPLE_REG_P flag
can be used to mark register variables. This flag could be
made mandatory also for register-typed variables when
their address is not taken and in turn would simplify the
implementation of the is_gimple_reg predicate.
3.9

When lowering scope blocks and bringing all local variables to function scope the places of aggregate destruction should be preserved by placing a note in the IL.
This allows the stack-slot sharing machinery to more
precisely compute the lifetime of aggregates and drop
relying on scope-block information that gets out-of-date
with code-motion optimizations.
The easiest way to annotate the point an aggregate dies
is to assign to it from a special undefined value. As a
simple example a constructor with a single error-mark
element could be used.
{
struct X x;
...
# .MEM_2 = VDEF <.MEM_1>
x = { <error_mark_node> };

similarly
struct X x, y;
# .MEM_2 = VDEF <.MEM_1>
x = foo (y);

would become
struct X x, y, tem;
# VUSE <.MEM_1>
tem_3 = y;
# .MEM_2 = VDEF <.MEM_1>
tem_4 = foo (tem_3);
# .MEM_5 = VDEF <.MEM_2>
x = tem_4;

3.8

Aggregates should be rewritten into SSA form

Aggregates that are never partially assigned to can be
re-written into SSA form. That allows scalar optimizers

Aggregate lifetime lowering

}

3.10

Return statements should have a VUSE

Returning from a function keeps stores to non-local
memory life but this is not represented in the virtual
FUD chain.
Assigning a VUSE to the return statement of a function
makes it possible to walk all stores that reach the function exit. Likewise a VUSE at the return statement ensures that PHI nodes for virtual operands are inserted
towards function exit which is required to perform store
sinking properly as in the example below.
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# .MEM_2 = VDEF <.MEM_1>
a = 1;
if (p)
# .MEM_3 = VDEF <.MEM_2>
a = 2;
return;

The lack of a PHI node merging .MEM_2 and .MEM_
3 makes the store sinking implementation needlessly
complicated.
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Abstract

1. A middle-end (the part of GCC back-end independent of target architecture) extension that supports
streaming an intermediate language representing
the program to disk,

GCC 4.5.0 introduces support for link time optimization
(LTO). The LTO infrastructure is designed to allow parallel linking of large applications using a special mode,
WHOPR. In this paper we present an overview of the
design and implementation of WHOPR and present results of its behavior when optimizing large applications.
We compare WHOPR’s compile time, memory usage,
and code quality to the results of the classical file-byfile optimization model, focusing on its effects on GCC
itself and the Firefox web browser. We examine critical
issues which arise only when considering large applications, such as startup time and code size growth.

1

2. A new compiler front-end (the LTO front-end),
which is able to read back the intermediate language, merge multiple units together, and process
them in the compiler’s optimizer and code generation backend,
3. A linker plugin integrated into the Gold linker,
which is able to call back into the LTO front-end
during linking [Plugin],
(The plugin interface is designed to be independent
of both the Gold linker and the rest of GCC’s LTO
infrastructure; thus the effort to the extend the toolchain for plugin support can be shared with other
compilers with LTO support. Currently it is used
also by LLVM [Lattner].)

Introduction

Link Time Optimization (LTO) is a compilation mode in
which an intermediate language (an IL) is written to the
object files and the optimizer is invoked during the linking stage. This allows the compiler to extend the scope
of inter-procedural analysis and optimization to encompass the whole program visible at link-time. This gives
the compiler more freedom than the file-by-file compilation mode, in which each compilation unit is optimized
independently, without any knowledge of the rest of the
program being constructed.
Development of the LTO infrastructure in the
GNU Compiler Collection (GCC) started in 2005
[LTOproposal] and the initial implementation was
first included in GCC 4.5.0, released in 2009. The
inter-procedural optimization framework was independently developed starting in 2003 [Hubička04], and was
designed to be used both independently and in tandem
with LTO.

4. Modifications to the GCC driver (collect2) to
support linking of LTO object files using either the
linker plugin or direct invocation of the LTO frontend,
5. Various infrastructure updates, including a new
symbol table representation and support for merging of declarations and types within the middleend, and
6. Support for using the linker plugin for other components of the tool-chain—such as ar and nm.
(Libtool was also updated to support LTO.)
The inter-procedural optimization infrastructure consists of the following major components:

The LTO infrastructure represents an important change
to the compiler, as well as the whole tool-chain. It consists of the following components:
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1. Callgraph and varpool data structures representing
the program in optimizer friendly form,
2. Inter-procedural dataflow support,
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3. A pass manager capable of executing interprocedural and local passes, and
4. A number of different inter-procedural optimization passes.
Sections 2 and 3 contains an overview with more details on the most essential components of both infrastructures.
GCC is the third free software C/C++ compiler with
LTO support (LLVM and Open64 both supported LTO
in their initial respective public releases). GCC 4.5.0’s
LTO support was sufficient to compile small- to
medium-sized C, C++ and Fortran programs, but had
were several deficiencies, including incompatibilities
with various language extensions, issues mixing multiple languages, and the inability to output debug information. In Section 4 we describe an ongoing effort to make
LTO useful for large real-world applications, discuss existing problems and present early benchmarks. We focus
on two applications as a running example thorough the
paper: the GCC compiler itself and the Mozilla Firefox
browser.

2

Design and implementation of the Link Time
Optimization in GCC

The link-time optimization in GCC is implemented by
storing the intermediate language into object files. Instead of producing “fake” object files of custom format,
GCC produces standard object files in the target format
(such as ELF) with extra sections containing the intermediate language, which is used for LTO. This “fat” object format makes it easier to integrate LTO into existing
build systems, as one can, for instance, produce archives
of the files. Additionally, one might be able to ship one
set of fat objects which could be used both for development and the production of optimized builds, although
this isn’t currently feasible, for reasons detailed below.
As a surprising side-effect, any mistake in the tool chain
that leads to the LTO code generation not being used
(e.g. an older libtool calling ld directly) leads to the
silent skipping of LTO. This is both an advantage, as the
system is more robust, and a disadvantage, as the user
isn’t informed that the optimization has been disabled.
The current implementation is limited in that it only
produces “fat” objects, effectively doubling compilation
time. This hides the problem that some tools, such as ar

and nm, need to understand symbol tables of LTO sections. These tools were extended to use the plugin infrastructure, and with these problems solved, GCC will
also support “slim” objects consisting of the intermediate code alone.
The GCC intermediate code is stored in several sections:
• Command line options (.gnu.lto_.opts)
This section contains the command line options
used to generate the object files. This is used at
link-time to determine the optimization level and
other settings when they are not explicitly specified
at the linker command line.
At the time of writing the paper, GCC does not support combining LTO object files compiled with different set of the command line options into a single
binary.
• The symbol table (.gnu.lto_.symtab)
This table replaces the ELF symbol table for functions and variables represented in the LTO IL.
Symbols used and exported by the optimized assembly code of “fat” objects might not match the
ones used and exported by the intermediate code.
The intermediate code is less-optimized and thus
requires a separate symbol table.
There is also possibility that the binary code in the
“fat” object will lack a call to a function, since the
call was optimized out at compilation time after the
intermediate language was streamed out. In some
special cases, the same optimization may not happen during the link-time optimization. This would
lead to an undefined symbol if only one symbol table was used.
• Global declarations and types (.gnu.lto_
.decls).
This section contains an intermediate language
dump of all declarations and types required to represent the callgraph, static variables and top-level
debug info.
• The callgraph (.gnu.lto_.cgraph).
This section contains the basic data structure used
by the GCC inter-procedural optimization infrastructure (see Section 2.2). This section stores an
annotated multi-graph which represents the functions and call sites as well as the variables, aliases
and top-level asm statements.
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• IPA references (.gnu.lto_.refs).
This section contains references between function
and static variables.
• Function bodies
This section contains function bodies in the intermediate language representation. Every function
body is in a separate section to allow copying of
the section independently to different object files
or reading the function on demand.
• Static variable initializers
(.gnu.lto_.vars).
• Summaries and optimization summaries used
by IPA passes.
See Section 2.2.
The intermediate language (IL) is the on-disk representation of GCC GIMPLE [Henderson]. It is used for high
level optimization in the SSA form [Cytron]. The actual
file formats for the individual sections are still in a relatively early stage of development. It is expected that in
future releases the representation will be re-engineered
to be more stable and allow redistribution of object files
containing LTO sections. Stabilizing the intermediate
language format will require a more formal definition of
the GIMPLE language itself. This is mentioned as one
of main requirements in the original proposal for LTO
[LTOproposal], yet five years later we have to admit that
work on this made almost no progress.
2.1

Fast and Scalable Whole Program Optimizations — WHOPR

One of the main goals of the GCC link-time infrastructure was to allow effective compilation of large programs. For this reason GCC implements two link-time
compilation modes.
1. LTO mode, in which the whole program is read into
the compiler at link-time and optimized in a similar
way as if it were a single source-level compilation
unit.
2. WHOPR1 mode which was designed to utilize
multiple CPUs and/or a distributed compilation
1 An

acronym for “scalable WHole PRogram optimizer”, not to
be confused with the -fwhole-program concept described later.

environment to quickly link large applications2
[Briggs].
WHOPR employs three main stages:
1. Local generation (LGEN)
This stage executes in parallel. Every file in the
program is compiled into the intermediate language and packaged together with the local callgraph and summary information. This stage is the
same for both the LTO and WHOPR compilation
mode.
2. Whole Program Analysis (WPA)
WPA is performed sequentially. The global callgraph is generated, and a global analysis procedure
makes transformation decisions. The global callgraph is partitioned to facilitate parallel optimization during phase 3. The results of the WPA stage
are stored into new object files which contain the
partitions of program expressed in the intermediate
language and the optimization decisions.
3. Local transformations (LTRANS)
This stage executes in parallel. All the decisions
made during phase 2 are implemented locally in
each partitioned object file, and the final object
code is generated. Optimizations which cannot be
decided efficiently during the phase 2 may be performed on the local call-graph partitions.
WHOPR can be seen as an extension of the usual LTO
mode of compilation. In LTO, WPA and LTRANS and
are executed within an single execution of the compiler,
after the whole program has been read into memory.
When compiling in WHOPR mode the callgraph partitioning is done during the WPA stage. The whole program is split into a given number of partitions of about
same size, with the compiler attempting to minimize the
number of references which cross partition boundaries.
The main advantage of WHOPR is to allow the parallel
execution of LTRANS stages, which are the most timeconsuming part of the compilation process. Additionally, it avoids the need to load the whole program into
memory.
2 Distributed

compilation is not implemented yet, but since the
parallelism is facilitated via generating a Makefile, it would be
easy to implement.
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The WHOPR compilation mode is broken in GCC 4.5.x.
GCC 4.6.0 will be the first release with a usable
WHOPR implementation, which will by default replace
the LTO mode. In this paper we concentrate on the realworld behavior of WHOPR.
2.2

Inter-procedural optimization infrastructure

The program is represented in a callgraph (a multigraph where nodes are functions and edges are call sites)
and the varpool (a list of static and external variables in
the program) [Hubička04].
The inter-procedural optimization is organized as a sequence of individual passes, which operate on the callgraph and the varpool. To make the implementation of
WHOPR possible, every inter-procedural optimization
pass is split into several stages that are executed at different times of WHOPR compilation:
• LGEN time:
1. Generate summary
Every function body and variable initializer
is examined and the relevant information is
stored into a pass-local data structure.
2. Write summary
Pass-specific information is written into an
object file.
• WPA time:
3. Read summary
The pass-specific information is read back
into a pass-local data structure in memory.
4. Execute
The pass performs the inter-procedural propagation. This must be done without actual
access to the individual function bodies or
variable initializers. In the future we plan to
implement functionality to bring a function
body into memory on demand, but this should
be used with a care to avoid memory usage
problems.
5. Write optimization summary
The result of the inter-procedural propagation
is stored into the object file.
• LTRANS time:

6. Read optimization summary
Inter-procedural optimization decisions are
read from an object file.
7. Transform
The actual function bodies and variable initializers are updated based on the information
passed down from the Execute stage.
The implementation of the inter-procedural passes are
shared between LTO, WHOPR and classic non-LTO
compilation. During the file-by-file mode every pass executes its own Generate summary, Execute, and Transform stages within the single execution context of the
compiler. In LTO compilation mode every pass uses
Generate summary, Write summary at compilation time,
while the Read summary, Execute, and Transform stages
are executed at link time. In WHOPR mode all stages
are used.
One of the main challenges of introducing the WHOPR
compilation mode was solving interactions between the
optimization passes. In LTO compilation mode, the
passes are executed in a sequence, each of which consists of analysis (or Generate summary), propagation (or
Execute) and Transform stages. Once the work of one
pass is finished, the next pass sees the updated program
representation and can execute. This makes the individual passes independent on each other.
In the WHOPR mode all passes first execute their Generate summary stage. Then the summary writing ends
LGEN. At WPA time the summaries are read back into
memory and all passes run Execute stage. Optimization
summaries are streamed and shipped to LTRANS. Finally all passes execute the Transform stage.
Most optimization passes split naturally into analysis,
propagation and, transformation stages. The main problem arises when one pass performs changes and the following pass gets confused by seeing different callgraphs
at the Transform stage than at the Generate summary or
the Execute stage. This means that the passes are required to communicate their decisions with each other.
Introducing an interface in between each pair of optimization passes would quickly make the compiler unmaintainable.
For this reason, the GCC callgraph infrastructure implements a method of representing the changes performed by the optimization passes in the callgraph without needing to update function bodies.
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A virtual clone in the callgraph is a function that has
no associated body, just a description how to create its
body based on a different function (which itself may be
a virtual clone) [Hubička07].
The description of function modifications includes adjustments to the function’s signature (which allows, for
example, removing or adding function arguments), substitutions to perform on the function body, and, for inlined functions, a pointer to function it will be inlined
into.
It is also possible to redirect any edge of the callgraph
from a function to its virtual clone. This implies updating of the call site to adjust for the new function signature.
Most of the transformations performed by interprocedural optimizations can be represented via virtual
clones: For instance, a constant propagation pass can
produce a virtual clone of the function which replaces
one of its arguments by a constant. The inliner can represent its decisions by producing a clone of a function
whose body will be later integrated into given function.
Using virtual clones the program can be easily updated
at the Execute stage, solving most of pass interactions
problems that would otherwise occur at the Transform
stages. Virtual functions are later materialized in the
LTRANS stage and turned into real functions. Passes
executed after the virtual clone were introduced also
perform their Transform stages on new functions, so for
a pass there is no significant difference between operating on a real function or a virtual clone introduced before its Execute stage.
Optimization passes then work on virtual clones introduced before their Execute stage as if they were real
functions. The only difference is that clones are not visible at Generate Summary stage.
To keep the function summaries updated, the callgraph
interface allows an optimizer to register a callback that
is called every time a new clone is introduced as well
as when the actual function or variable is generated or
when a function or variable is removed. These hooks
are registered at the Generate summary stage and allow
the pass to keep its information intact until the Execute
stage. The same hooks can also be registered at the Execute stage to keep the optimization summaries updated
for the Transform stage.

To simplify the task of generating summaries several
data structures in addition to the callgraph are constructed. These are used by several passes.
We represent IPA references in the callgraph. For a
function or variable A, the IPA reference is a list of all
locations where the address of A is taken and, when A
is a variable, a list of all direct stores and reads to/from
A. References represent an oriented multi-graph on the
union of nodes of the callgraph and the varpool.
Finally, we implement a common infrastructure for
jump functions. Suppose that an optimization pass see
a function A and it knows values of (some of) its arguments. The jump function [Callahan, Ladelsky05] describes the value of a parameter of a given function call
in function A based on this knowledge (when doing so is
easily possible). Jump functions are used by several optimizations, such as the inter-procedural constant propagation pass and the devirtualization pass. The inliner
also uses jump functions to perform inlining of callbacks.
For easier development, the GCC pass manager differentiates between normal inter-procedural passes
and small inter-procedural passes. An small interprocedural pass is a pass that does everything at once
and thus it can not be executed at the WPA time. It defines only the Execute stage and during this stage it accesses and modifies the function bodies. Such passes are
useful for optimization at LGEN or LTRANS time and
are used, for example, to implement early optimization
before writing object files. The simple inter-procedural
passes can also be used for easier prototyping and development of a new inter-procedural pass.
2.3

Whole program assumptions, linker plugin and
symbol visibilities

Link-time optimization gives relatively minor benefits
when used alone. The problem is that propagation of
inter-procedural information does not work well across
functions and variables that are called or referenced by
other compilation units (such as from the dynamically
linked library). We say that such functions are variables
are externally visible.
To make the situation even more difficult, many applications organize themselves as a set of shared libraries,
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and the default ELF visibility rules allow one to overwrite any externally visible symbol with a different symbol at runtime. This basically disables any optimizations
across such functions and variables, because the compiler cannot be sure that the function body it is seeing is
the same function body that will be used at runtime. Any
function or variable not declared static in the sources
degrades the quality of inter-procedural optimization.
To avoid this problem the compiler must assume that
it sees the whole program when doing link-time optimization. Strictly speaking, the whole program is rarely
visible even at link-time. Standard system libraries are
usually linked dynamically or not provided with the
link-time information. In GCC, the whole program option (-fwhole-program) declares that every function and variable defined in the current compilation unit3
is static, except for the main function. Since some functions and variables need to be referenced externally, for
example by an other DSO or from an assembler file,
GCC also provides the function and variable attribute
externally_visible which can be used to disable
the effect of -fwhole-program on a specific symbol.
The whole program mode assumptions are slightly more
complex in C++, where inline functions in headers are
put into COMDAT. COMDAT function and variables
can be defined by multiple object files and their bodies
are unified at link-time and dynamic link-time. COMDAT functions are changed to local only when their address is not taken and thus un-sharing them with a library is not harmful. COMDAT variables always remain
externally visible, however for readonly variables it is
assumed that their initializers cannot be overwritten by
a different value.
The whole program mode assumptions do not fit well
when shared libraries are compiled with the link-time
optimization. The fact that ELF specification allows
overwriting symbols at runtime cause common problems with the increase of the dynamic linking time and
for this reason already common mechanisms to solve
this problem are available [Drepper].
GCC provides the function and variable attribute
visibility that can be used to specify the visibility of externally visible symbols (or alternatively an
-fdefault-visibility command line option).
3 At

link-time optimization the current unit is the union of all
objects compiled with LTO

ELF defines the default, protected, hidden
and internal visibilities. Most commonly used is
hidden visibility. It specifies that the symbol cannot
be referenced from outside of the current shared library.
Sadly this information cannot be used directly by the
link-time optimization in the compiler since the whole
shared library also might contain non-LTO objects and
those are not visible to the compiler.
GCC solves this with the linker plugin. The linker plugin [Plugin] is an interface to the linker that allows an
external program to claim the ownership of a given object file. The linker then performs the linking procedure
by querying the plugin about the symbol table of the
claimed objects and once the linking decisions are complete, the plugin is allowed to provide the final object
file before the actual linking is made. The linker plugin
obtains the symbol resolution information which specifies which symbols provided by the claimed objects are
bound from the rest of a binary linked.
At the current time, the linker plugin works only in combination with the Gold linker, but a GNU ld implementation is under development.
GCC is designed to be independent of the rest of the
tool-chain and aims to support linkers without plugin
support. For this reason it does not use the linker plugin
by default. Instead the object files are examined before
being passed to the linker and objects found to have LTO
sections are passed through the link-time optimizer first.
This mode does not work for library archives. The decision on what object files from the archive are needed depends on the actual linking and thus GCC would have to
implement the linker by itself. The resolution information is missing too and thus GCC needs to make an educated guess based on -fwhole-program. Without
linker plugin GCC also assume that symbols declared as
hidden and not referred by non-LTO code by default.
The current behavior on object archives is suboptimal,
since the LTO information is silently ignored and LTO
optimization is not done without any report. The user
can then be easily disappointed by not seeing any benefits at all from the LTO optimization.
The linker plugin is enabled via command line option
-fuse-linker-plugin. We hope that this becomes standard behavior in a near future. Many optimizations are not possible without linker plugin support.
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3

Inter-procedural optimizations performed

GCC implements several inter-procedural optimization
passes. In this section we provide a quick overview and
discuss their effectiveness on the test cases.
3.1

Early optimization passes

Before the actual inter-procedural optimization is performed, the functions are early optimized. Early optimization is a combination of the lowering passes (where
the SSA form is constructed), the scalar optimization
passes and the simple inter-procedural passes. The functions are sorted in reverse postorder (to make them
topologically ordered for acyclic callgraphs) and all the
passes are executed sequentially on the individual functions. Functions are optimized in this order and only
after all passes have finished a given function is the next
function is processed.
Early optimization is performed at LGEN time to reduce
the abstraction penalty before the real inter-procedural
optimization is done. Since this work is done at LGEN
time (rather than the link-time), it reduces the size of object files as well as the linking time, because the work
not re-done each time the object file is linked. An object
file is often compiled once and used many times. It is
consequently beneficial to keep as much of the work as
possible in the LGEN rather than doing link-time optimization on unoptimized output from the front-end.
The following optimizations are performed:
• Early inlining
Functions that have been already optimized earlier
and are very small are inlined into the current function. Because the early inliner lacks any global
knowledge of the program the inlining decisions
are driven by the code size growth, and only very
small code size growth is allowed.
• Scalar optimization
GCC currently performs constant propagation,
copy propagation, dead code elimination, and
scalar replacement.
• Inter-procedural scalar replacement
For static functions whose address is not taken,
dead arguments are eliminated and calling conventions updated by promoting small arguments

passed by reference to arguments passed by value.
Also when a whole aggregate is not needed, only
the fields which are used are passed, when this
transformation is expected to simplify the resulting
code [Jambor].
The main motivation for this pass is to make objectoriented programs easier to analyze locally by
avoiding need to pass the this pointer to simple
methods.
• Tail recursion elimination
• Exception handling optimizations
This pass reduces the number of exception handling regions in the program primarily by removing
cleanup actions that were proved to be empty, and
regions that contains no code that which possibly
throw.
• Static profile estimation
When profile feedback is not available, GCC attempts to guess the function profile based on a set
of simple heuristics [Ball, Hubička05]. Based on
the profile, cold parts of the function body are identified (such as parts reachable only from exception
handling or leading to a function call that never returns). The static profile estimation can be controlled by user via the builtin_expect builtin
and the cold function attribute.
• Function attributes discovery
GCC has C and C++ language extensions that allow the programmer to specify several function attributes as optimization hints. In this pass some of
those attributes can be auto-detected. In particular
we detect functions that cannot throw (nothrow),
functions that never returns (noreturn), and
const and pure functions. Const functions in
GCC terminology are functions that only return
their value and their return value depends only
on the function arguments. For many optimization passes const functions behave like a simple
expression (allowing dead code removal, common
subexpression elimination etc.). Pure functions are
like const functions but are allowed to read global
memory. See [GCCmanual] for details.
• Function splitting pass This pass splits functions
into headers and tails to aid partial inlining.
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Early optimization is very effective for reducing the abstraction penalty. It is essential for benchmarks that, for
instance, use the Pooma library—early inlining at the
Tramp3d benchmark [Günther] causes an order of magnitude improvement [Hubička07].
The discovery of function attributes also controls the
flow graph accuracy and discovery of the noreturn functions significantly improves the effectivity of the static
profile estimation. Error handling and sanity checking
code is often discovered as cold.
Early optimization is of lesser importance on code bases
that do not have significant abstraction or which are
highly hand optimized, such as the Linux kernel. The
drawback is that most of the work done by scalar optimizers needs to be re-done again after inter-procedural
optimization. Inlining, improved aliasing and other facts
derived from the whole program makes the scalar passes
operate more effectively. On such code bases early inlining leads to slowdowns in compile time while yielding small benefits at best.
After early optimization unreachable functions and variables are removed.
3.2

The whole program visibility pass

This is the first optimization pass run at WPA when the
callgraph of the whole program is visible. The pass decides which symbols are externally visible in the current
unit (entry point). The decisions are rather tricky in details and briefly described in Section 2.3. The pass also
identifies functions which are not externally visible and
only called directly (local functions). Local functions
are later subject to more optimizations. For example, on
i386 they can use register passing conventions.
Unreachable functions and variables are removed from
the program. The removal of unreachable functions is
re-done after each pass that might render more functions
unreachable.
3.3

IPA profile propagation (ipa-profile)

Every function in GCC can be hot (when it is declared with the hot attribute or when profile feedback is
present), normal, executed once (such as static constructors, destructors, main or functions that never returns),
or unlikely executed.

This information is then used to decide whether to optimize for speed or code size. If optimization for size
is not enabled, hot and normal functions are optimized
for speed (except for their cold regions), while functions executed once are optimized for speed only inside
loops. Unlikely executed functions are always optimized
for size.
When profile feedback is not available, this pass attempts to promote the static knowledge based on callers
of the function.
• When all calls of a given function are unlikely
(That is either the caller is unlikely executed or the
function profile says that the particular call is cold),
the function is unlikely executed, too.
• When all callers are executed once or unlikely executed, and call the function just once, the function
is executed once too. This is allows a number of
executions of function executed once to be bound
by known constant.
• When all callers are executed only at startup, the
function is also marked as executed only at startup.
This helps to optimize code layout of static constructors.
To optimize the program layout, the hot functions are
placed in a separate subsection of the text segment
(.text.hot). Unlikely functions are placed in subsection .text.unlikely. For GCC 4.6.0 we will
also place functions used only at startup into subsection
.text.startup.
While the pass provides an easy and cheap way to
use the profile driven compilation infrastructure to save
some of code size, its benefits on large programs are
small. The decisions on what calls are cold are too conservative to give substantial improvements on a large
program.
For example, on Firefox, only slightly over 1000 functions are identified as cold, accounting for fewer than
than 1% of functions in the whole program. The pass
seems to yield substantial improvements only on small
benchmarks, where code size is not much of concern.
A more important effect of the pass is the identification
of functions executed at startup which we will discuss
in Sections 3.5 and 4.4.
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3.4

Constant propagation (ipa-cp)

GCC’s inter-procedural constant propagation pass
[Ladelsky05] implements a standard algorithm using
basic jump functions [Callahan]. Unlike the classical
formulation, GCC pass does not implement return functions yet. The pass also makes no attempt to propagate
constants passed in static variables.
As an extension the pass also collects a list of types of
objects passed to arguments to allow inter-procedural
devirtualization when all types are known and virtual
method pointers in their respective virtual tables match.
Finally the pass performs cloning to allow propagation
across functions which are externally visible. Cloning
happens when all calls to a function are determined to
pass the same constant, but the function can be called
externally too. This makes the assumption that user forgot about static keyword and all the calls actually
come from the current compilation unit. The original
function remains in the program as a fallback in case
the external call happens.
More cloning would be possible: when a function is
known to be used with two different constant arguments,
it would make sense to produce two clones; this however
does not fit the standard inter-procedural constant propagation formulation and is planned for future function
cloning pass.
A simple cost model is employed which estimates the
code size effect of cloning. Cloning which reduces overall program size (by reducing sizes of call sequences) is
always performed. Cloning that increase overall code
size is performed only at the -O3 compilation level and
is bound by the function size and overall unit growth
parameters.
The constant propagation is important for Fortran
benchmarks, where it is often possible to propagate
arguments used to specify loop bounds and to enable further optimization, such as auto-vectorization.
SPECfp2006 has several benchmarks that benefit from
this optimization. The pass is also useful to propagate
symbolic constants, in particular this pointers when
the method is only used on single static instance of the
object. Often various strings used for error handling are
also constant propagated.
So far relatively disappointing results are observed on
the devirtualization component of the pass. Firefox has

many virtual calls and only about 200 calls are devirtualized this way. Note that prior to this pass, devirtualization is performed at local basis during the early
optimizations.
3.5

Constructor and destructor merging

In this simple pass we collect all static constructors and
destructors of given priority and produce single function
calling them all that serves as a new static constructor
or destructor. Inlining will later most likely produce a
single function initializing the whole program.
This optimization was implemented after examining
the disk access patterns at startup of Firefox, see Section 4.4.
3.6

Inlining (ipa-inline)

The inliner, unlike the early inliner, has information
about the current unit and profile, either statically estimated or read as profile feedback. As a result it can
make better global decisions than the early inliner.
The inliner is implemented as a pass which tries to do
as much useful inlining as possible within the bounds
given by several parameters: the unit growth limits the
code size expansion on a whole compilation unit, function growth limits the expansion of a single function (to
avoid problems with non-linear algorithms in the compiler), and stack frame growth. Since the relative growth
limits do not work well for very small units, they apply
only when the unit, function, or stack frame is considered to be already large. All these parameters are usercontrollable [GCCmanual].
The inliner performs several steps:
1. Functions marked with the always_inline attribute and all callers of functions marked by the
flatten attribute [GCCmanual] are inlined.
2. Compilation unit size is computed.
3. Small functions are inlined. Functions are considered small until a specified bound on function body
size is met. The bound differs for functions declared inline and functions that are auto-inlined.
Unless -O3 or -finline-functions is in effect, auto-inlining is done only when doing so is
expected to reduce the code size.
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This step is driven by a simple greedy algorithm
which tries to inline functions in order specified by
estimated badness until the limits are hit. After it
is decided that a given function should be inlined,
the badness of its callers and callees is recomputed.
The badness is computed as:
• The estimated code size growth after inlining
the function into all callers, when this growth
is negative,
• The estimated code size growth divided by
the number of calls, when profile feedback is
available, or
• Otherwise computed by the formula
c

growth
+ growth for all.
benefit

Here benefit is an estimated speedup of inlining the call, growth is the estimated code size
growth caused by inlining this particlar call,
growth for all is the estimated growth caused
by inlining all calls of function, and c is a sufficiently large magical constant.
The idea is to inline the most beneficial calls
first, but also give some importance to the information how hard it is to inline all calls of
the given function.
Calls marked as cold by the profile information are
inlined only when doing so is expected to reduce
the overall code size.
At this step the inliner also performs inlining of recursive functions into themselves. For functions
that do have large probability of (non-tail) selfrecursion this brings similar benefits as the loop
unrolling.
4. Functions called once are inlined unless the function body or the stack frame growth limit is reached
or the function is not inlinable for an other reason.
The inliner is the most important inter-procedural optimization pass and it is traditionally difficult to tune. The
main challenge is to tune the inline limits to get reasonable benefits for the code size growth, and to specify
the correct priorities for inlining. The requirements on
inliner behavior depends on particular coding style and
the type of application being compiled.
GCC has a relatively simple cost metric compared to
other compilers [Chakrabarti06, Zhao]. Some other

compilers attempt to estimate, for example, the effect
on the instruction cache pollution and other parameters,
combining them into a single badness value. We believe
that these ideas have serious problems in handing programs with a large abstraction penalty. The code seen
by the inliner is very different from the final code and
thus it is very difficult to get reasonable estimates. For
example, the Tramp3d benchmark has over 200 function
calls in the program before the inlining for every operation performed at execution time by the optimized binary. As a result, inline heuristics have serious garbagein garbage-out problems.
We try to limit the number of metrics we use for inlining in GCC. At the moment we use only code size
growth and time estimates. We employ several heuristics predicting what code will be optimized out, and plan
to extend them more in the future. For example, we
could infer that functions optimize better when some of
their operands are a known constant. We combine early
inlining to reduce the abstraction penalty with careful
estimates of the overall code size growth and dynamic
updating of priorities in the queue. GCC takes into account when offline copies of the function will be eliminated. Dynamic updating of the queue improves the
inliner’s ability to solve more complex scenarios over
algorithms processing functions in a pre-defined order.
On the other hand this is a source of scalability problems as the number of callers of a given function can
be very large. The badness computation and priority
queue maintenance has to be effective. The GCC inliner seems to perform well when compared with implementations in other compilers especially on benchmarks
with a large C++ abstraction penalty.
3.7

Function attributes (ipa-pure-const)

This is equivalent to the pass described in Section 3.1
but propagates across the callgraph and is thus able to
propagate across boundaries of the original source files
as well as handle non-trivial recursion.
3.8

MOD/REF analysis (ipa-reference)

This pass [Berlin] first identifies static variables which
are never written to as read-only and static variables
whose address is never taken by a simple analysis of
the IPA reference information.
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For static variables that do not have their address taken
(non-escaping variables), the pass then collects information on which functions read or modify them. This is
done by simple propagation across the callgraph, with
strongly connected regions being reduced and final information is stored into bitmaps which are later used by
the alias analysis oracle.

consistent improvements in Firefox. When starting the
GCC binary, the operating system needs to read about
3% fewer pages. It is not decided yet if the pass will be
included in GCC 4.6.0 release.

To improve the quality of the information collected, a
new function attribute leaf was introduced. This attribute specifies that the call to an external leaf function may return to current module only by returning or
with exception handling. As a result the calls to leaf
functions can be considered as not accessing any of the
non-escaping variables.

GCC also implements several optimization passes that
are not yet ready for compiling larger application. In
particular inter-procedural points to analysis, a structure
reordering pass [Golovanevsky] and a matrix reorganization pass [Ladelsky07].

This pass has several limitations: First, the bitmaps
tends to be quadratic and should be replaced by a different data structure. There are also a number of possible extensions for the granularity of the information
collected. The pass should not work on the level of
variables, but instead analyze fields of structures independently. Also the pass should not give up when the
address of variable is passed to e.g. a memset call.
It is expected that the pass will be replaced by the interprocedural points-to analysis once it matures.

3.10

3.11

Other experimental passes

Late local and inter-procedural optimization

At the LTRANS stage the functions of a given callgraph partition are compiled in the reverse postorder of
the callgraph (unless the function reordering pass is enabled). This order allows GCC to pass down certain information from callees to callers. In particular we redo function attribute discovery and propagate the stack
frame alignment information. This reduces the resulting
size of the binary by additional 1% (on both Firefox and
GCC binaries).

MOD/REF is effective for some Fortran benchmarks.
On programs written in a modern paradigm it suffers
from the lack of static variables initialized. The code
quality effect on Firefox and GCC is minimal. Enabling
the optimization save about 0.1% of GCC binary size.

4

3.9

Ease of use is a critical consideration for compiler features. For example, although compiling with profile
feedback can yield large performance improvements
to many applications [Hubička05] it is used by few
software packages. Even programs which might easily made to benefit from profile-guided optimizations,
such as scripting language interpreters, have not widely
adopted this feature. One of the main design goals of the
LTO infrastructure was to integrate as easily as possible
into existing build setups [LTOproposal, Briggs]. This
has been partially met. In many cases it is enough to
add -flto -fwhole-program as a command line
option.

Function reordering (ipa-reorder)

This is an experimental pass we implemented while analyzing Firefox startup problems. It specifies the order
of the functions in the final binary by concatenating the
callgraph functions in priority order, where the priority
is given by the likeliness that one function will call an
other. This pass increase code locality and thus reduces
the number of pages that needs to be read at program
startup.
During typical Firefox startup, poor code locality causes
84% of the .text section to be paged in by the Linux
kernel while only 19% is actually needed for program
execution. Thus there is room for up to a 3× improvement in library loading speed and memory usage [Glek].
At the time of writing the paper we cannot demonstrate

Compiling large applications

In this section we describe major problems observed
while building large applications. We discuss the performance of the GCC LTO implementation and its effects
on the application compiled.

In more complex packages, however, the user still needs
to understand the use of -fuse-linker-plugin
(to enable the linker plugin to support object
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archives and better optimization) as well as
-fwhole-program to enable the whole program assumptions. GCC 4.6.0 will introduce the
WHOPR mode (enabled via -flto) command line
option. The user then needs to specify the parallelism
via -flto=n. We plan to add auto detection of
GNU Make that allows parallel compilation via its
job server (controlled by well known -j command
line option). The job server can be detected using a
environment variable, but it requires the user to add +
at the beginning of the Makefile rule.
In this section we concentrate mostly on our experiences
building Firefox and the GCC itself with link-time optimization.
Firefox is a complex application. It consist of dozens of
libraries totaling about 6 millions of lines of C and C++
code. In addition to being a large application it is used
heavily by desktop users.
Many libraries built as part of Firefox are developed
by third parties with independent coding standards. As
such they stress areas of the link-time optimization infrastructure not used at all by portable C and C++ programs such as the ones present in the SPEC2006 benchmark suite. For this reason we chose Firefox as a good
test for the quality and practical usability of GCC LTO
support. We believe that by fixing numerous issues arising during Firefox build we also enabled GCC to build
many other large applications.
On the other hand the the GCC compiler itself is a
portable C application. The implementation of its
main module, the compiler binary itself, consist of
about 800 000 lines of hand written C code and about
500 000 lines of code auto-generated from the machine
description. We test the effect of the link-time optimization on GCC itself especially because the second author
is very familiar with the code base.
At the time of writing this paper, both GCC and Firefox
compile and work with LTO. Firefox requires minor updates to the source code—In particular, we had to annotate the variables and functions used by asm statements.
This is done with attribute used [GCCmanual].

optimizing environment. Linking is more difficult to
distribute and parallelize than the compilation itself.
Moreover, during development, the program is re-linked
many times after modifications in some of source files.
In the file-by-file compilation mode only modified files
are re-compiled and re-linking is relatively fast. With
LTO most of the optimization work is lost and all optimizations at link-time have to be redone again.
With the current GCC implementation of LTO, the overall build time is expected to double at least. This is because of the use of “fat” object files. This problem is will
be solved soon by introduction of “slim” object files.
The actual expense of streaming IL to object files is minor during the compilation stage, so we focus on actual
link-times. We use an 24 core AMD workstation for our
testing. The “fat” object files are about 70% larger than
object files which contain assembler code only. (GCC
use zlib to compress the LTO sections).

4.1.1

GCC

Linking GCC in single CPU LTO mode needs 6 minutes
and 31 seconds. This is similar to the time needed for
the whole non-LTO compilation (8 minutes and 12 seconds). Consequently time the needed to build the main
GCC binary from the scratch is about 15 minutes.
The overall increase of build time of GCC package is
bigger. Several compiler binaries are built during the
process and they all are linked with a common backend
library. With the link-time optimizations the backend
library is thus re-optimized several times. We do not
count this and instead measure time needed to build only
one compiler binary.
The most time-consuming steps of the link-time compilation are the the following:
• Reading the intermediate language from the object
file into the compiler: 3% of the overall compilation time.
• Merging of declarations: 1%.

4.1

Compilation times

Compilation time increases are always noticeable when
switching from the normal compilation to the link-time

• Outputting of the assembly file: 2%.
• Debug information generation (var-tracking
and symout): 8%.
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• Garbage collection: 2%.
• Local optimizations consume the majority of the
compilation time.
The most expensive components are: partial redundancy elimination (5%), GIMPLE to RTL expansion (8%), RTL level dataflow analysis (11%), instruction combining (3%), register allocation (6%),
scheduling (5%).
The actual inter-procedural optimizations are very fast,
with the slowest being the inline heuristics. It still accounts for less than 1% of the compilation time (1.5 seconds).
In WHOPR mode with the use of all 24 cores of our
testing workstation we reduce the link time to 48 seconds. This is also faster than the parallelized non-LTO
compilation, which needs 56 seconds. As a result, even
in a parallel build setup, the LTO accounts for a twofold slowdown. The slower non-LTO build time is partly
caused by the existence of large, auto-generated source
files, such as insn-attrtab.c, which reduce the
overall parallelism. WHOPR linking has the advantage of partitioning the insn-attrtab.c into multiple pieces.
The serial WPA stage takes 19 seconds. The most expensive steps are:

• Reading of the intermediate language from the object file into the compiler: 7%.
• Merging of declarations: 4%.
• Output of the assembly file: 3%.
• Debug information generation is disabled in our
builds.
• Garbage collection: 2%.
• Local optimizations consume majority of the compilation time.
The most expensive components are: operand scan
(5%), partial redundancy elimination (5%), GIMPLE to RTL expansion (13%), RTL level dataflow
analysis (5%), instruction combining (3%), register
allocation (9%), scheduling (3%).
The WHOPR mode reduces the overall link-time to
5 minutes and 30 seconds. WPA stage takes 4 minutes
24 seconds. This compares favorably to non-LTO parallel compilation which take 9 minutes and 38 seconds.
The source code of Firefox is organized into multiple
directories leading to less parallelism exposed to Make.
The most expensive steps are:
• Reading global declarations and types: 24%.
• Merging declarations: 20%.

• Reading global declarations and types: 28% of the
overall time taken by the WPA stage.

• Inter-procedural optimization: 8%.

• Merging declarations: 6%.

• Streaming of object files to be passed to LTRANS:
28%.

• Inter-procedural optimization: 9%.
• Streaming of object files to be passed to LTRANS:
42%.
The rest of the compilation process, including all parallel LTRANS stages, and the actual linking consume
29 seconds.

4.1.2

Firefox

Linking Firefox in single CPU LTO mode needs 19 minutes and 29 seconds (compared to 39 minutes needed to
build Firefox from scratch in non-LTO mode). The time
is distributed as follows:

• Callgraph and WPA overhead (callgraph merging
and partitioning): 12%.
The fact that the link-time optimization seems to scale
linearly and maintain a two-fold slowdown can be seen
as a success. WHOPR mode successfully enables GCC
to use parallelism, to noticeably reduce the build time. It
is however obvious that the intermediate language input
and output is a bottleneck. We can address this problem in two ways. First, we can reducing the number
of global types streamed by separating debug information and analyzing the reason why so many types and
declarations are needed. Second, we can optimize the
on-disk representation. By solving these problems, the
WPA stage can become several times faster, since the
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actual inter-procedural optimization seems to scale very
well. Just shortly before finishing the paper, Richard
Günther submitted a first patch to reduce the number of
declarations at WPA stage to about 1/4th. This demonstrates that there is quite a lot of space for improvement
left here.
Because WHOPR makes linking faster than the time
needed to build non-LTO application, there is hope that
with the introduction of “slim” objects, the LTO build
times will be actually shorter than non-LTO for many
applications. This is because slow code generation is
better distributed to multiple CPUs with WHOPR than
with avreage parallel build machinery.
Linking time comparable to the time needed to rebuild the whole application is still very negative for the
edit/recompile/link experience of the developers. It is
not expected that developers will use LTO optimization at all stages of development, but still optimizing for
quick re-linking after a local modification is important.
We plan to address this by the introduction of an incremental WHOPR mode, as discussed in Section 5.
4.2

Compile time memory usage

A traditional problem in GCC is the memory usage of
its intermediate languages. Both GIMPLE and RTL require an order of magnitude more memory than the size
of the final binary. While the intermediate languages
needs to keep more information than the actual machine
code, other compilers achieves this with a lot slimmer
ILs [Lattner]. In addition to several projects to reduce
memory usage of GCC (see, for example, [Henderson]),
this was also one of motivations for designing WHOPR
to avoid the need to load the whole program into the
memory at once.
In LTO mode memory usage peaks at 2GB for the GCC
compilation and 8.5GB on the Firefox compilation.
In WHOPR mode, the WPA stage operates only at
the callgraph and optimization summaries, while the
LTRANS stage sees only parts of the program at a time.
In our tests we configure WHOPR to split the program
into 32 partitions. Compiling large programs is currently dominated by the memory usage of the WPA
stage: in a 64-bit environment the memory usage of
the compilation of the GCC binary peaks at 415MB,
while the compilation of Firefox peaks slightly over

4GB. The actual LTRANS compilations do not consume
more than 400MB, averaging 120MB for the GCC compilation and 300MB for Firefox.
The main binary of the GCC compiler (cc1) is 10MB,
so the GCC compile-time memory consumption is still
about 50 times larger than the size of the program. Compiling Firefox uses about 130 times more memory than
the size of the resulting binary. This is a serious problem
especially for a 32-bit environment, where the memory
usage of a single process is bound by the address space
size. In 32-bit mode, GCC barely fits in the address
space when compiling Firefox!
The main sources of the problem are the following:
• GCC is mapping the source object files into memory. This is fast, but careless about address space
limits in 32bit environments. For GCC this accounts to about 170B of the address space.
It is not effective to open one file at a time, since the
files are read in several stages, each stage accessing
all files. Clearly a more effective scheme is still
possible.
• A large amount of memory is occupied by the representation of types and declarations. Many of
these are not really needed at the WPA stage and
should be streamed independently. For GCC this
accounts for 260MB of the memory.
• The MOD/REF pass has a tendency to create
overly large bitmaps. This is not problem when
building GCC or Firefox, but it can be observed
on some benchmarks in the SPEC2006 test-suite,
where over 100MB of bitmaps are needed.
Note that a relatively small amount (about 52MB in
compilation of GCC) is used by the actual callgraph,
varpool, and other data structures used for the interprocedural optimization.
The memory distribution of the compilation of Firefox
is very similar to one seen at GCC compilation. The
percentage of memory used by declarations and types is
even higher — about 3.7GB. This is because C++ language implies more types and longer identifiers.
Similarly to the compilation time analysis, we can identify declarations and types as being a major problem for
scalability of GCC LTO.
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benchmark name
dromeao css
tdhtml
tp_dist
tsvg

speedup
1.83%
-0.54%
0.50%
0.07%

Figure 1: Firefox performance.
4.3

Code size and quality

Link time optimization promises both performance improvements as well as code size reductions. It is not difficult to demonstrate benchmarks where cross module
inlining and constant propagation cause substantial performance improvements. However in applications that
has been profiled and hand optimized for a single-file
compilation model (this is the case of both Firefox and
GCC), the actual performance improvements are limited. This is because the authors of the software already
did by hand most of the work the inter-procedural optimizer would otherwise do.
In the short term, we expect the value of link-time optimizations on such applications to be primarily in the reduction of the code size. It is harder use hand optimization to reduce the overall size of the application than
to increase performance. Most program spends most of
their time in a rather small portion of the code, so one
can optimize for speed only the hot code. But to decrease overall program size, one must tune the whole
application.
Once more widely adopted, the link-time optimization
will simplify the task of developers by reducing the
amount of hand-tuning needed. For example, with LTO
it is not necessary to place short functions into headers
for better inlining. This allows a cleaner cut between
interface and implementation.

4.3.1

Firefox

When compiled with link-time optimization (using the
-O3 optimization level) the size of Firefox main module
reduce from 33.5MB to 31.5MB, a reduction of 6%.
Runtime performance tests comparing Firefox built
without LTO to Firefox built with LTO using the -O3
optimization level are shown in the Figure 1.

When optimizing for size (-Os), early reports at building Firefox with the LLVM compiler and LTO enabled claim to save 13% of the code size compared to
GCC non-LTO build with the same settings [Espindola].
Comparing the GCC non-LTO build (28.2MD) with the
GCC LTO build (25.3MB) at -Os, we get a 11% smaller
binary.
We also observed that further reductions of the
code size are possible by limiting the overall unit
growth (--param inline-unit-growth parameter). We found, that limiting overall growth to 5%
seems to give considerable code size saving (additional
12%), while keeping most of the performance benefits
of -O3. Since this generally applies to other big compilation units too, we plan to re-tune the inliner to automatically cut the code size growth with an increasing
unit size.
The non-LTO -O3 build is 18% bigger than the nonLTO -Os build. Consequently enabling LTO (and
tweaking the overall program growth) has a code size
effect comparable to switching from the aggressive optimization for speed to the aggressive optimization for
size. LTO however has positive performance effects,
while -Os is reported to be about 10%–17% slower.

4.3.2

GCC

GCC by default uses the -O2 optimization level to build
itself. When compiled with the link-time optimization,
the GCC binary shrinks from 10MB to 9.3MB, a reduction of 7%. The actual speedups are small (within noise
level) because during the work on the link-time optimization we carefully examined possibilities for crossmodule inlining and reorganized the sources make them
possible in single-file compilation mode, too.
Some improvements are seen when GCC is compiled
with -O3. The non-optimizing compilation of C programs is then 4% faster. The binary size is 11MB.

4.3.3

SPEC2006

For reference we include SPEC2006 results on an
AMD64 machine, comparing the options:
-O3 -fpeel-loops -ffast-math
-march=native
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perlbench
bzip2
gcc
mcf
gobmk
hmmer
sjeng
libquantum
h264ref
omnetpp
astar

speedup
+1.4%
+2.6%
-0.3%
+1.9%
+3.4%
+0.8%
+1.2%
-0.5%
+7.0%
-0.8%
-1.3%

size
+4%
-45%
+1.2%
-33%
+1.8%
-55%
-11%
-61%
-9%
-11%
-20%

bwaves
gamess
milc
zeusmp
gromacs
cactusADM
leslie3d
namd
soplex
povray
calculix
GemsFDTD
tonto
lbm
wrf
sphinx3

Figure 2: SPECint 2006.
with the same options plus
-flto -fwhole-program.
In Figures 2 and 3 the first column compares SPEC rates
(bigger is better), and the second column compares executable sizes (smaller is better).
The results show significant code size savings derived
from improved inlining decisions and the whole program assumption (especially in code bases that do
not use the static keyword in declarations consistently). The performance is also generally improved.
The Bwaves and leslie3d benchmarks demonstrate a
problem in the GCC static profile estimation algorithm
where inlining too many loops together causes a hot part
of program to be predicted cold. The results in parenthesis shows the results with hot/cold decisions disabled.
We did not analyze the regressions in astar or zeusmp
yet. We also excluded the xalancbmk and dealII benchmarks, since they do not work with the current GCC
build4 .
4.4

Startup time problems

speedup
0% (+15%)
-0.7%
+2.2%
+0.4%
0%
-0.8%
-2.1% (0%)
0%
+1.5%
+5%
1.1%
0%
-0.2%
+3.2%
0%
+2.9%

size
-27%
-50%
-26%
-27%
-18%
-42%
+0.6%
-40%
-50%
-2.3%
-38%
-70%
-25%
0%
-36%
-32%

Figure 3: SPECfp 2006.
Unfortunately, it turns out that currently Linux + GNU
tool-chain is ill-suited for starting large applications efficiently. Many of the other open source programs of
Firefox’s size (e.g. OpenOffice, Chromium, Evolution)
suffer from various degrees of slow startup.
There are various ways to measure startup speed. In this
paper we will focus on cold startup as a worst-case scenario.

4.4.1

Overview of Firefox startup

The firefox-bin “stub” calls into libxul.so,
which is a large library that implements most of Firefox’s functionality. For historical reasons the rest of
Firefox is broken up into 14 other smaller libraries (e.g.
the nspr portability library, nss security libraries).
Additionally, Firefox depends on a large number of
X/GTK/GNOME libraries.
Components of Firefox startup

One of Firefox’s goals is to start quickly. We devote
a special section to this problem, because it is often
overlooked by tool-chain developers. Startup time issues are not commonly visible in common benchmarks,
which generally consist of small- to medium-sized applications.
4 Both

benchmarks were working with GCC LTO in the past.

The Firefox startup can be categorized into the following phases:
1. Kernel loads the executable.
2. The dynamic library loader then loads all of the
prerequisite libraries.
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3. For every library loaded, initializers (static constructors) are run.
4. Firefox main() and the rest of application code is
run.
5. The dynamic library loader loads additional libraries.
6. Finally, a browser window is shown.

It may come as a surprise that steps 2–3 currently dominate Firefox startup on Linux. This being a cold startup,
IO dominates. There are 2 kinds of IO, explicit IO done
via explicit read() calls and implicit IO facilitated by
mmap().
Most of the overhead comes from not using mmap()
carefully. This IO is triggered by page faults which
are essentially random IO. Typically a page fault causes
128KB of IO around the faulted page. For example,
it takes 162 page faults (20MB/128KB) to page in the
.text section for libxul.so, Firefox’s main library.
Each page fault incurs a seek followed by a read. Hard
drive manufactures specify disk seeks ranging from 5ms
to 14ms(7200 to 4200)5 . In practice a missed seek
seems to cost 20-50ms.
Modern storage media excels at bulky IO, but random
IO in small chunks keeps devices from performing at
their best.
Figure 4 illustrates the page faults which occur while
loading libxul.so from disk.
We now examine each of the stages of loading Firefox
in more detail:
Loading firefox-bin
This is cheap because firefox-bin is a small executable, weighing in at only 48K. This is smaller than
Linux’s readahead, so loading firefox-bin only requires a single read from disk. The dynamic loader then
proceeds to load various libraries that firefox-bin
depends on.
Dynamic linker (ld.so)
5 SSDs

do not suffer from disk seek latency. However, there are
still IO delays ranging from 0.1ms to 2s depending on the types of
flash and controllers used [Anandtech].

Figure 4: page faults that occur while loading
libxul.so from disk.
In the shared-lib-happy Linux world, the runtime
linker, ld.so, loads a total of 105 libraries on
firefox-bin’s behalf. It is essential that ld.so
carefully avoids performing unnecessary page faults and
that the compile-time linker arranges the binary to facilitate that.
ld.so loads dependent libraries, sets up the memory
mappings, zeroes .bss6 , etc. As seen in Figure 4, relocations are the most expensive part of library loading.
Prelink addresses some of the relocation overhead on
distributions like Fedora.
6 .bss

ary.

follows .data which usually does not end on a page bound-
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Static Initializers
Once a library is loaded by ld.so, the static initializers for that library are enumerated from the .ctors
section and executed.
In Firefox static initializers arise from initializing C++
globals with non-primitives. Most of time they are unintentional, and can even be caused by including standard
C++ headers (e.g. iostream). Better inlining of simple constructors into POD-initialization could alleviate
this problem.
Compounding the problem of unintentional static initializers is the fact that GCC treats them inefficiently.
GCC creates a static initializer function and a corresponding .ctors entry for every compilation unit with
static initializers. When the linker concatenates the resulting object files, this has the effect of evenly spreading the static initializers across the entire executable.
The GCC runtime then reads the .ctors entrys and
executes them in reverse order. The order is reverse to
ensure that any statically linked libraries are initialized
before code that depends on them.
The combined problem of the abundance of C++ static
initializers, their layout in the program, and the lack of
special treatment by the linker means that executing the
.ctors section of a large C++ program likely causes
its executable to be paged in backwards!
We noticed that, for example, the Microsoft C++ compiler and linker group static initializers together to avoid
this problem.
Application Execution
A nice property of static initializers is that the order of
their execution is known at compile time. Once the application code starts executing, .text is paged in in
an essentially random pattern. During file-by-file compilation, functions are laid out based on the source file
implementing them, with no relation to their callgraph
relationships. This results in poor page cache locality.

4.4.2

Startup time improvements within reach of
the LTO infrastructure

While working on enabling LTO compilation of Firefox,
we also experimented with several simple optimizations

targeted to improve the startup time. The most obvious
transformation is to merge the static initializers into a
single function for better code locality. This is implemented as a special constructor merging pass, see Section 3.5.
This transformation almost eliminates the part of disk
access graph attributed to execution of static initializers.
Ironically for Firefox itself this only delays most of disk
accesses to a later stage of the Firefox startup because
a lot of code is needed for the rest of startup process.
Other C++ applications however suffer from the same
problem. If the application does less work during the
rest of startup, its startup time will benefit noticeably.
To further improve the code locality of the startup procedure, we implemented a function reordering pass, see
Section 3.9. Unfortunately we were not yet able to
show consistent improvements of this pass on Firefox
itself. The problem is that compiler, besides the execution of static initializers, has little information about rest
of startup process and just grouping function based on
their relative references seems not to interact well with
kernel’s readahead strategy.
To improve the static analysis, further work will be
needed to track virtual calls. The design of the Firefox APIs allows a lot of devirtualization which GCC is
not currently capable of. When devirtualization fails we
can produce speculative callgraph edges from each virtual call to every virtual method of a compatible type
(may edges) and use them as hints for ordering. Clearly
may edges are one of main missing parts of the GCC
inter-procedural optimization infrastructure. It is however not clear how much potential benefit these methods
will have in practice, as the actual problem of lacking
knowledge of the startup procedure remains. Improving
GCC devirtualization capabilities alone would be however important improvements in its own.
Locality is also improved by aggressive inlining of functions which are called once.
In the near future we plan to experiment more with the
profile feedback directed optimization in combination
with LTO. With profile feedback available, the actual
problem of ordering functions for better startup time is
a lot easier: All we need is to extend the program instrumentation to record the time when a given function
was invoked first and order functions according to their
invocation times.
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Finally data layout can be optimized. Data structures
with static constructors can be placed at a common location to reduce the amount of paging as well.

5

Conclusion

The link-time optimization infrastructure in GCC is mature enough to compile large real-world applications.
The code quality improvements are comparable with
other compilers.
Unlike heavily benchmark-optimized compilers, GCC
usually produces smaller binaries when compiling with
LTO support than without. We expect that the code size
effect will be one of main selling points of LTO support
in GCC in the near future. Code size and code locality are both very important factors affecting the performance of large, real-world applications. The link-time
optimization model allows the compiler to make substantial improvements in this area. The size of the Firefox binary built with link time optimization for speed
is comparable to the size the Firefox binary built with
file-by-file optimization for size.
LTO also brings runtime performance improvements.
The magnitude of these improvements largely depends
on how much the benchmarked application was profiled and hand-tuned for the single-file compilation
model. Many of the major software packages today
went through this tuning. Consequently the immediate benefits of classical inter-procedural optimizations
are limited. Both GCC and Firefox show a runtime improvement of less than 1% with LTO.
GCC also exposes a lack of tuning for the new environment as seen in two larger regressions in SPECfp2006
benchmark. We hope to re-tune the inliner and profile
estimation before GCC 4.6.0 is released. More benefits are possible when the compiler enables some of its
more aggressive optimizations (such as code size expanding auto-inlining) by default. This can be done because the compiler is significantly more aware of the
global tradeoffs at link time than at compile time. Enabling automatic inlining with a small overall program
growth limit (such as 5%) improves GCC performance
by 4%. This suggests that in the future GCC should
enable some of those code expanding optimizations by
default during link-time optimization, with the overall
code size growth bounded to reasonable settings.

GCC also lacks some of more advanced inter-procedural
optimizations available in other compilers. To make our
inter-procedural optimizer complete, we should introduce more aggressive devirtualization, points-to analysis, a function specialization pass and, a pass merging functions with identical bodies. The callgraph module also lacks support for may edges representing possible targets of indirect calls. There is also a lot of potential in implementing data structure layout optimizations [Chakrabarti08], such as structure field reordering
for better locality. Some of these passes already exist in the form of experimental passes [Golovanevsky,
Ladelsky07]. Getting these passes into production quality will involve a lot of work.
More performance improvements are possible by a combination of the link time optimizations and profile feedback directed optimizations [Li]: link-time optimization
gives the compiler more freedom, while profile feedback
tells the compiler more precisely which transformations
are beneficial. Immediate benefits can be observed, for
example, in the quality of inlining decisions, code layout, speculative devirtualization and code size. GCC
has profile feedback support [Hubička05] and it is tested
to work with the link time optimization. More detailed
study of the benefits is however out of the scope of this
paper.
There are a number of remaining problems. The ondisk representation of the intermediate language is not
standardized at all. This implies that all files needs to
be recompiled when the compiler or compiler options
change. This limits possibilities of distributing LTOcompiled libraries. The memory usage is comparable
with other compilers (such as MSVC), yet a number of
improvements are possible, especially by reducing the
number of declarations and types streamed.
A GCC-specific feature, the WHOPR mode, allows parallel compilation. Unlike a multi-threaded compilation
model, it allows distributed compilation, too, although it
is questionable how valuable this is, since today and tomorrow’s workstation machines will likely have a good
deal of parallelism available locally. Increasing the
number of parallel compilations past the 24 we used in
our testing would probably have few benefits, since the
serial WPA stage would likely dominate the compilation.
The WHOPR mode makes a clean cut in-between interprocedural propagation and local compilation using op-
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timization summaries. This invites the implementation
of an incremental mode, where during re-compilation
the whole work is not re-done. Only the inter-procedural
passes would be re-run and the assembly code of functions whose body nor summary changed would reused
from the previous run. This is planned for the next GCC
releases.
Still, before GCC 4.6.0 is released (and probably even
for GCC 4.7.0) there is a lot of work left to do on correctness and feature completeness of the basic link-time
optimization infrastructure. The main areas lacking include debugging information, which is a lot worse than
in file-by-file compilation. At the time of writing this
paper enabling debug information also leads to compiler
crash when building Firefox. Clearly this is important
problem as no major project will use a compiler that
does not produce usable debug information for building
of official binaries.
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Abstract
Scientific literature does not usually describe Scalar Replacement of Aggregates (SRA) in great depth. Indeed,
the basic idea is simple but in practice there are surprisingly many issues that are minor on their own but which
make the transformation unexpectedly complex on the
whole. Some of these difficulties are imposed by the intermediate language, others are direct consequences of
the nature of the problem which itself is less straightforward than one might assume. We list the goals SRA is
expected to achieve and pitfalls it tries to avoid in order
to describe what people expect from SRA. We then outline the implementation structure in general, pay special
attention to the less clear parts and show what heuristics are employed to make scalarization decisions. We
also discuss some of the more interesting related bugs.
Finally, we briefly cover SRA development in GCC 4.6
and potential future improvements.

1

Introduction

Scalar Replacement of Aggregates (SRA) creates new
scalar variables for parts of aggregates which cannot
be aliased. The chief motivation is to make optimizations which are applicable only to scalar variables also
work on values stored in such aggregates and perhaps
to eliminate some loads from memory. Scientific literature (e.g. [2, 3]) usually does not deal with this transformation in much more detail than stating the above,
perhaps with an example or two. On the other hand,
when we started to re-implement this transformation for
GCC 4.5, we hoped not only to make it more capable but, perhaps even more importantly, also simpler.
We deemed the previous implementation unnecessarily
complex, mainly because it was trying to be perhaps too
clever. We have successfully achieved the first goal but
the pass is certainly more complex than we had originally hoped it would be and the number of reported bugs
and other complaints has also been surprisingly high.

struct S
{
int i;
int j;
};

int foo1 (bool b)
{
struct S s;
s.i = 2;
if (b)
s.i = 1;
else
s.i--;
return s.i;
}

Figure 1: A simple opportunity to do SRA.
There are two reasons for this. First, gimple intermediate language constraints present us with many details in
which the proverbial devil can lurk, and second, people
have learned to expect SRA to do a fair bit more than
the simple replacement.
In this paper we therefore intend to present the problem
itself more thoroughly. We will start by enumerating
what the current SRA implementation is expected to do,
including some of the new features and potential undesirable situations it needs to avoid. The next section then
provides an overview of the implementation and looks
in more detail at the main data structures and some parts
of the code which are necessary to achieve some of the
stated goals. Finally, we will discuss what development
is new in 4.6 and what the potential improvements in the
future might be.

2

Goals

This section lists all the tasks SRA is supposed to perform. Some of the items might be rather obvious, nevertheless we specifically wanted to make the list as complete as possible. When looking at the examples presented here, please keep in mind that the control flow
is often more complicated, that SRA operates on single
statements and uses no data flow analysis to make decisions. The goals are:
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struct SA
{
short a[1];
int b[4];
};

int foo2 (int i, int v)
{
struct SA s;
s.a[i] = 2;
s.b[2] = v;
return s.a[0]+s.b[2];
}

Figure 2: Simple SRA of array elements.

struct S
{
int i;
int j;
};
int foo3 ()
{
struct S s;
struct S2 r;

/* computation with s.i and s.j */
r.s = bah (s);
/* computation with parts of r */

i) Create replacements of structure1 fields
As we have already stated, the basic tasks of SRA
is to try to replace uses of scalar parts of local
non-aliased aggregates with new variables whenever there is a chance other optimizations might
then leverage on them. For example in figure 1,
SRA has to replace all occurrences of s.i with
a new scalar variable which will allow SSA based
constant propagation to optimize the whole function to a simple return of constant 1.

}
int foo3_sra ()
{
struct S s;
struct S2 r;
/* computation with s$i and s$j */
s.i = s$i;
s.j = s$j;
r.s = bah (s);
r$s$i = r.s.i;
r$s$j = r.s.j;
/* computation with r replacements */

ii) Create replacements of array elements (PR 13952)
SRA should be able to replace even parts of arrays.
The main difference is that all used indices have
to be known so that we can distinguish in between
individual elements in all accesses to an array. Perhaps slightly non-intuitively, an index into a one element array is always known, even if it looks variable. Such accesses are special because the reference expression cannot be directly moved around
the function or used when generating debug information for the replacement. Both types of such accesses are illustrated in figure 2.
iii) Handle uses of whole aggregates
An obvious correctness requirement is that when
an aggregate is used as a whole, values of all replacements must be stored to their original place
and when an entire aggregate is assigned a value,
the replacements must load their respective values
from it. This is also true for aggregates within aggregates (see figure 3 for an example).
iv) Treat aggregate assignments differently
Assignments in between aggregates need to be
treated with more care. If there are replacements
created for aggregates on both sides of the assignment, we would like to generate assignments in
1 In this paper, we use the terms structure and record interchange-

ably.

struct S2
{
struct S s;
double d;
};

}

Figure 3: Aggregate accesses and replacements.
between the corresponding replacements, bypassing the original aggregates (see example 4). Even
when that is not the case we should still attempt
to load all replacements of the left hand side from
the aggregate on the right hand side or vice versa.
Moreover, SRA can eliminate the original assignment altogether if:
• replacements on the left had side cover all
data transferred in the assignment, or
• parts of the aggregate on the right hand side
which are not covered by replacements of the
aggregate on the left hand side contain only
uninitialized (undefined) data, or
• parts of the aggregate on the left hand side
which are not covered by its replacements are
never used.
v) Remove loads of uninitialized data
Even when there are no replacements at all created
for parts of aggregates that are copied or loaded
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int foo4 ()
{
struct S s;
struct S2 r;
/* computation with s.i and s.j */
r.s = s;
/* computation with parts of r */
}

int foo5 (int v)
{
struct S x,y,z;
x.i = v;
y = x;
z = y;
return z.i;
}

int foo5_sra (int v)
{
int x$i,y$i,z$i;
x$i = v;
y$i = x$i;
z$i = y$i;
return z$i;
}

Figure 5: SRA copy-propagation enablement.

int foo4_sra ()
{
struct S s;
struct S2 r;
/* computation with s$i and s$j */
r$s$i = s$i;
r$s$j = s$j;
/* computation with r replacements */
}

Figure 4: Aggregate assignments and replacements.
in an assignment statement, SRA should remove
the load altogether if the right hand side is never
written to and therefore contains uninitialized data.
Apart from removing unnecessary code, this transformation enables us to issue warnings when the
assignment type is scalar (PR 44133) and we must
take special care to make the warning intelligible
for the user.
vi) Perform a pseudo copy propagation
Upon encountering an assignment between two aggregates which are eligible for SRA, the pass considers creating replacements of the left hand side
which would correspond to replacements of the
right hand side even if there are no such accesses
in the original function. This makes the ordinary
scalar copy propagation work on values originally
stored within aggregates. Because of the special
assignment handling discussed above, the original
aggregates might even be removed altogether like
in figure 5.
vii) Scalarize simple structures away (PR 42585)
In fact, SRA will actively replace small simple
structures with replacements of all of their scalar
contents if that makes them disappear – they cannot disappear if they are used in other statements
than assignments. A structure is considered sim-

void foo6 (struct S *p)
{
struct S x,y;
x = *p;
y = x;
y.i++;
*p = y;
}
int foo6_sra (struct S *p)
{
int x$i, x$j, y$i, y$j;
x$i = p->i; x$j = p->j;
y$i = x$i; y$j = x$j;
y$i++;
p->i = y$i; p->j = y$j;
}

Figure 6: SRA total scalarization.
ple if it is of RECORD_TYPE and its fields are all
either non-bit-field scalars or other simple structures. Structures with bit-fields are not considered
because currently their forced scalarization might
lead to worse final code (PR 45144). This process,
called total scalarization, can lead to substantial
savings of stack space and allow better code generation later in the compilation pipeline. See PR
42586 for an example similar to the one in figure 6.
viii) Optimize unions too (PR 32964)
Unions are aggregates too and even though not all
of them can be scalarized, they do also present a
number of opportunities for SRA that should be
exploited. A union component can preclude scalarization of an aggregate if any two accesses to different union fields partially overlap (i.e. each contains some data not included within the other).
Moreover, when scalarizing a union, SRA has to
decide what the type of each created replacement
will be.
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Naturally, SRA should be able to analyze and create scalar replacement for aggregates consisting of
any combination of structures, arrays and unions
with accesses that comply with the condition set
in the previous paragraph. We should also note
that type casting (VIEW_CONVERT_EXPRs) behave very similarly to unions and pose similar
problems.
ix) Handle vector and complex type
Vectors and complex numbers are considered
scalar types in gimple but standalone variables of
this type may or may not be registers (DECL_
GIMPLE_REG_P) depending on whether they are
always modified in their entirety or by parts. When
SRA creates a complex or vector variable it has to
mark it as a register if possible.
x) Be able to analyze and produce MEM_REFs
In order to work well in GCC 4.6, SRA must be
able to understand MEM_REFs into local aggregates. These references can also behave like type
casts and ignore the type definition of the aggregate. Additionally, SRA should produce MEM_REF
rather than other memory references whenever possible.
xi) Avoid creating unnecessary (PR 40744) or harmfully excessive statements (PR 44423)
There are SRA opportunities that are not beneficial
and therefore should not be exploited. Often SRA
cannot determine this and then optimistically creates replacements but there are many cases when it
is evident that any created replacements are pointless and the statements to load and store them will
be immediately removed by copy propagation or
dead code elimination. For example when there
is only one store to a particular piece of an aggregate and then the aggregate is used as a whole (in a
way that prevents total scalarization) or when there
is only one read to a portion of it like in figure 7,
creating replacements will only add extra variables
and statements that will be of no benefit as far as
final code is concerned, following passes will remove them and SRA should therefore refrain from
creating them. Nevertheless, note that this prevents
us from issuing some uninitialized variable warnings, like in function foo9 in the example.
In addition to statements that are useless, wrong
SRA decisions can also lead to serious code slow-

void foo7 (void)
{
struct S x;
x.i = 1;
x.j = 2;
bah (x);
}

int foo8 (struct S x)
{
return x.i;
}
int foo9 (void)
{
struct S x;
return x.i;
}

Figure 7: Examples of situations when SRA is not beneficial.
downs. PR 44423 was about a union in between
an SSE vector and an array of its elements. The
elements were used to initialize the data which
were then accessed through the vector type in a
hot loop. The elements were instantiated as separate scalar replacements, which were stored into
the original union each time the vector was passed
to a builtin arithmetic function (to satisfy requirement iii). Therefore a number of slow stores were
introduced to each iteration of the loop and since
no pass at the moment hoists loop invariant loads
or stores, this led to severe slowdowns. In order to
avoid this, SRA currently does not create replacements for scalars that are within another scalar in
the original aggregate.
Finally, SRA should produce valid gimple. This is perhaps an obvious requirement for a gimple pass but there
is enough code in SRA dealing with various corner
cases that it is certainly worth mentioning. The obvious
source of potential violations of gimple grammar and
type rules are unions and type casts in the original function. SRA deals with these issues usually by generating
VIEW_CONVERT_EXPRs or, when that is not possible
(e.g. in a call statement) by using the original aggregate to do the type punning. Nevertheless, there were
also other reasons why we ran into gimple verification
failures in the past. One is that gimple imposes tougher
restriction on uses of register types. For example when a
complex value is assigned in between two new replacements which are not registers (see goal ix), an intermediate temporary has to be created and the store must be
done in two steps through the new temporary in order
to satisfy the gimple rule that a register type value must
be loaded into a register before it is used. Removing a
scalar assignment of dead code (goal v) might lead to an
SSA name without a definition, and so on, and so forth.
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3

Implementation overview

SRA runs twice when optimizations are enabled, the
first time as an early optimization before IPA passes and
then during the regular passes after IPA transformations
are executed. Both times it runs after forward propagation which removes TREE_ADDRESSABLE flag from
some of local aggregates. Both runs are nearly identical, consisting of four fairly separate stages:
3.1

Function body scan

If there are any candidates, SRA proceeds to scan all instructions of a function and analyzes them one by one.
This part of the pass is shared with IPA-SRA [1] which
also checks access through pointer parameters which the
intraprocedural SRA ignores. Each instruction is examined for accesses to aggregate candidates. If such an
access somehow rules out creating any scalar replacement for a given aggregate, its bit in candidate bitmap is
cleared. We say that such a candidate is disqualified. A
good example of a reason for disqualification is a use of
an aggregate in a GIMPLE_ASM statement. Otherwise,
the pass creates an access structure for every load
or store, recording the aggregate (called base), offset,
size,and a number of flags, most prominently whether
it represents is a read or write reference, is a part of an
assignment, whether the access represents and unscalarizable region (result of variable array accesses) or modifies only a part of a complex number or a vector (to
be able to achieve goal ix). The base, offset and size
is determined using get_ref_base_and_extent
functions which allows us to handle unions, typecasts
(goal viii) and MEM_REFs (goal x). SRA also creates a
vector of pointers to access structures for each aggregate
eligible for scalarization.

unsigned bar1 (void)
{
struct S s, r;
s.u.i = -4;
s.p = &g1;
r = s;
s.p = &g2;
baz(r);
return S.u.u;
}

Identifying candidates

SRA pass keeps a bitmap of potential candidates
candidate_bitmap and never creates any replacements for any aggregate which is does not have the
corresponding bit in this bitmap set. It starts by setting these bits for all aggregates which satisfy the basic requirements. The entire test can be found in function find_var_candidates, the main conditions
are that candidates must not live in memory, be volatile
or have volatile components.
3.2

union U
{
signed i;
unsigned x;
};
struct S
{
union U u;
void *p;
};

s.u.i

s.p

s

r

offset: 0, size: 32,
type: signed,
write

offset: 32, size: 64,
type: void *,
write

offset: 0, size: 96,
type: struct S,
read

offset: 0, size: 96,
type: struct S,
write

s

r

link

s.p

r

s.u.u

offset: 0, size: 64,
type: void *,
write

offset: 0, size: 96,
type: struct S,
read

offset: 0, size: 32,
type: unsigned,
read

Figure 8: Structures created by SRA after the initial function scan. Additionally, s would be marked
in should_scalarize_away_bitmap and r in
cannot_scalarize_away_bitmap.
SRA takes special care when analyzing aggregate type
assignments. It marks each aggregate occuring on
the right hand side in should_scalarize_away_
bitmap because this assignment might be removed
if the aggregate is totally scalarized (goal vii). It
also creates a small link structure between the accesses representing both sides of the assignment if
both sides are candidates for SRA in order to perform
the pseudo copy propagation (goal vi). On the other
hand, if there is an aggregate access in a statement
other than an assignment, SRA marks the aggregate in
cannot_scalarize_away_bitmap to record that
total scalarization of it would be pointless because the
variable simply cannot disappear.
3.3

Scalarization decisions

After scanning all statements in a function, SRA uses
the collected access structures to evaluate whether it
can and should create scalar replacements for some or
all components of an aggregate. First, we look at all
aggregates marked in should_scalarize_away_
bitmap and not marked in cannot_scalarize_
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s
offset: 0, size: 96,
type: struct S,
read

link

r

s

r

offset: 0, size: 96,
type: struct S,
read, write

offset: 0, size: 96,
type: struct S,
read

offset: 0, size: 96,
type: struct S,
read, write

s.u.i

s.p

s.u.i

s.p

r.u.i

r.p

offset: 0, size: 32,
type: signed,
write, read

offset: 32, size: 64,
type: void *,
write

offset: 0, size: 32,
type: signed,
write, read

offset: 32, size: 64,
type: void *,
write

offset: 0, size: 32,
type: signed,
write

offset: 32, size: 64,
type: void *,
write

Figure 9: SRA trees of access representatives for example in figure 8.

Figure 10: SRA access trees after propagation through
assignment links.

away_bitmap and if they are simple structures (see
goal vii), we create an artificial record for every scalar
field in it.

following conditions is true:

Second, the vectors of pointers to accesses of each candidate are sorted according to their increasing offsets,
decreasing sizes and a number of other criteria which
put the scalar and most precise types first and stabilize
the sort. Afterwards, the vectors are spliced. This means
that properties of accesses having the same offset and
size (they are adjacent after the sort) are aggregated and
stored in the first one and these representatives of a particular piece of a candidate are connected in a linked list.

• It has been created by total scalarization. The intention is to remove the aggregate altogether.

The next step is to make this list of individual representatives a list of trees of representatives. In each such tree,
a parent represents a part of an aggregate which contains
the parts represented by its children. Children are called
subaccesses of their parents. Such trees cannot be built
if there are partial overlaps and in those cases the whole
aggregate is disqualified. After building representative
trees for all candidates, we process all link structures we
marked aggregate assignments with. For each link we
create artificial counterparts of subaccesses of the right
hand side under the representative of the left hand side
if it is possible without introducing partial overlaps (this
facilitates goal vi). Moreover, if the same area is represented by a scalar type access on the right hand side and
an aggregate one on the left hand side, we change the
type of the latter to match the type of the former.

• It is written to directly and some if its ancestors in
the access tree is read in an assignment statement.

At this point we have all the information to make decisions about what parts of which aggregates are to be
replaced with a standalone scalar variable. We traverse
the trees for all candidates, ignoring accesses that are
marked as unscalarizable (array accesses with variable
indices) and scalar ones with subaccesses (to avoid the
situation described in goal xi) and create a scalar replacement for every scalar representative if any of the

• It is read on its own more than once. We might save
ourselves some loads.
• It is been written to directly and read directly. This
might present an opportunity for various scalar
propagation passes.

• It is read directly and some of its ancestors in the
access tree is written to in an assignment statement.

These rules do avoid creating scalar replacements in
cases like those in figure 7. On the other hand the two
last rules help us to do scalarization in both examples
in figure 11 which are beneficial because they allow us
to remove the variable s and associated aggregate assignments entirely (PR 43846). The type of the new
replacements is the type of the first access after sorting, therefore the sorting criteria put scalar types with
biggest precision first.
Finally, the code traversing the access trees also propagates various information in both directions. Most
importantly, we can subsequently always determine
whether the data stored in the aggregate part are actually used by examining the grp_read flag or whether
there are any data which are not scalarized by looking at
the grp_unscalarized_data flag.
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struct S
{
int i;
int j;
char c[32];
};

void bar2(void)
{
struct S s1l
s1.i = 6;
*g = s1;
}
int bar3 (void)
{
struct S s2;
s2 = *g;
return s2.i;
}

Figure 11: Simple examples of different treatment of
assignments when judging SRA profitability.
3.4

Transformation

Transformation phase again traverses all statements in
all basic blocks, examines each one independently and
if it needs to be modified, it does so. Modification
of references accessing the selected scalars are simple, the memory references are replaced with a lazily
instantiated new variable. Aggregate memory references are handled differently for assignments and other
statements as described when discussing goal iii and iv
(see figures 3 and 4). When deciding whether we can
delete a an unnecessary load, it is sufficient to examine
the access flags grp_read of the left hand side and
grp_unscalarized_data of the right hand side.
When creating complex or vector replacements, we can
make them gimple registers only if the flag marking partial writes is not set. The last transformation step is to
insert initialization of all scalar replacements of function
parameters at the beginning of the function.
3.5

Type incompatibility issues

Unions, typecasts and structures with just one scalar
field can lead to situations when a replacement would
have different type from the original reference. This can
be easily fixed by adding a VIEW_CONVERT_EXPR on
the right hand side in assignments and by channeling
the data transfer through the original aggregate in other
statements – this usually happens when a structure with
one field is itself replaced with a single aggregate.
A bigger problem might arise when dealing with assignments of aggregates containing unions in GCC 4.5.

struct S
{
unsigned i;
unsigned j;
};
struct T
{
char c[64];
};

union U
{
struct S s;
struct T t;
};
void bar4(void)
{
union U u;
u.t = g;
/* some calculations
with u.s.i
and u.s.j */
}

Figure 12: Example of a problematic union assignment.
Look at the example in figure 12 and assume that SRA
decides to create replacements for u.s.i and u.s.j.
Upon encountering the first assignment, the transformation would attempt to load the two new variables from
g.u.i and g.u.j which do not exist. Therefore GCC
4.5 checks that all instantiated replacements can be located on the other side of an assignment and if some
cannot, it processes the left and right hand sides separately. Similar problems can arise when propagating
subaccesses across assignments and so we have to check
that each such access can be located within its base.
GCC 4.6 does not have this problem because the memory references it produces are MEM_REFs which can always be constructed regardless of the static type of the
base. It still transforms the two sides separately if there
are type casts in the original statement due to gimple
grammar validation in Ada. We plan to evaluate options
for removing that constraint in GCC 4.7.

4

Future work

Apart from trying to remove further constraints from
SRA, we are currently considering two other improvements to how GCC handles aggregates:
• perform SRA along hot paths when possible even
if it cannot be done in the whole function due to
aliasing or partial overlaps, and
• perform at least some simple variant of a real copy
propagation on aggregates too because there are
cases when total scalarization cannot help. Such
propagation would be able to deal with arrays and
unions and situations like the one in figure 13.
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void bar4(struct S s)
{
struct S t;
t = s;
bazz (t);
}

Figure 13: Example of a need for aggregate copy propagation.

5

Conclusion

We have shown that SRA has a number of objectives
beyond simple replacements of scalar uses and gave
bugzilla PRs that show that people do expect the pass
to achieve them. We have then described how the pass
is organized and what data structure it uses, what they
represent and described at least some of the numerous
flags in the access structure. We have shown that the
heuristics which drives scalarization decisions is rather
simple once the access trees are built and that it is capable of recognizing the cases when scalarization obviously offers no benefits. We have then briefly described
the transformation and the most tricky part, issues with
incompatible types.
We have already said that the number of filed bugs
against the new SRA implementation was rather surprisingly high. Nevertheless, after we have addressed
them the pass seems to work well (save the transition to
MEM-REF which required some adjustments) and deliver the expected results.
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Abstract
In optimized code, even with VTA and its value based
tracking, there are still many variables or parameters for
which the compiler doesn’t or can’t emit location information, either at all or in some range of instructions.
This article discusses proposed DWARF extensions
which make it possible to emit location information
even for parameters that have been optimized out, either where their value is no longer held anywhere in
the current function frame and its registers, or when
the compiler didn’t pass that parameter altogether, and
how this has been implemented in GCC. We also discuss
some future possible DWARF extensions which will allow improving the variable/parameter location information coverage even further.

1

Introduction

The DWARF Debugging Information Format[2], especially in its latest version, has several features aimed at
debugging highly optimized programs. Individual variables and parameters used in the programs can have location information described by multiple, possibly overlapping, ranges, where in each range the value of the
variable or parameter is located in some register, stack or
some other memory slot, and newly in DWARF version
4 also has value computed by integral DWARF expressions. The value can be also constructed from pieces
where each piece is located in some register, memory
or can be computed using some expression. Register
or memory locations are preferable over other types of
locations, because they are mutable and thus allow the
user to modify values of variables from the debugger,
constants and expression locations can’t.
GCC, starting with version 4.5, uses special debug annotations and value based variable tracking[7] to improve
the quality and coverage of the DWARF location information.

dwarflint --check=locstats \
--locstats:tabulate=0.0:10,99 cc1plus
cov%
samples
cumul
0.0
462200/76% 462200/76%
0..10
7932/1%
470132/77%
11..20 6782/1%
476914/78%
21..30 8727/1%
485641/80%
31..40 5814/0%
491455/81%
41..50 5695/0%
497150/82%
51..60 4712/0%
501862/82%
61..70 5436/0%
507298/83%
71..80 7909/1%
515207/85%
81..90 13326/2%
528533/87%
91..99 18189/3%
546722/90%
100
58482/9%
605204/100%

Figure 1: dwarflint locstats for non-VTA built
cc1plus

Instead of vague claims of debug information quality
improvements for the purposes of this article we’ll use a
recently written feature of the dwarflint tool, part of
elfutils[1], to gather statistics about location information
coverage. For each non-artificial variable or formal
parameter DIE it computes what percentage from the
code section bytes where it is in scope it has non-empty
location description. Figure 1 shows output on GCC
cc1plus binary from SVN revision 164441 which has
been built with cc1 from SVN revision 164425 and
-g -O2 -fno-var-tracking-assignments
options on x86-64, figure 2 the same for -g -O2,
so the differences between those figures are VTA
improvements. The 0.0 line shows the percentage of
DIEs with no location information whatsoever, the
100 line shows the percentage of DIEs where there is
location information in all code section bytes where the
variable or parameter is in scope. In real world usage
of course users are always interested in whether there is
location information for the variable or parameter they
actually need and some variables are more important
than others, but that is hard to measure.
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dwarflint --check=locstats \
--locstats:tabulate=0.0:10,99 cc1plus
cov%
samples
cumul
0.0
185779/30% 185779/30%
0..10
11683/1%
197462/32%
11..20 12419/2%
209881/34%
21..30 20102/3%
229983/38%
31..40 12891/2%
242874/40%
41..50 16269/2%
259143/42%
51..60 13859/2%
273002/45%
61..70 14223/2%
287225/47%
71..80 18975/3%
306200/50%
81..90 27019/4%
333219/55%
91..99 79826/13%
413045/68%
100
192161/31% 605206/100%

Figure 2:
cc1plus

dwarflint locstats for VTA built

Despite these improvements, there are still many variables or parameters with missing or incomplete location
information in highly optimized code, including the really important ones. Many of these are for parameters,
especially on ABIs where parameters are passed in registers. This can be seen in backtraces, many of the parameters are optimized out. The registers in which the
parameters were passed often need to be reused for other
things, most often for passing values to another call, and
if the parameter value isn’t needed in the source afterward or is e.g. just used in some expression based on
the parameter that is hoisted into a temporary, the value
doesn’t need to be saved into some stack slot.
When a value of such a parameter is needed during
debugging session, often the choice is rebuild the corresponding compilation unit without optimization and
start the debugging session again, or, if the parameter is
not modified in the current function, put a breakpoint at
the first instruction in the function and remember what
values have been passed to the parameters, then continue
through the function and substitute the remembered values for the parameters.
In many cases there is another option, that the author has
used many times in the past. If the parameter isn’t modified in the current function, it is possible to go into the
caller’s frame (e.g. using GDB up command) and see
whether it is possible to find the value used as the function argument, through disassembling the code around
the call or looking at caller’s source. If a constant is
loaded into the parameter register, or if a value from a

call saved register is copied into it, or if some stack slot
value is loaded into it and the stack slot can’t be clobbered by the call, or some expression involving such
values, then it is possible to evaluate it in the caller’s
frame, then go back into the current frame and use the
computed value there instead of the parameter for which
the debugger has no location information.
While the user can do it himself, the compiler knows or
can compute most of the things the user need to check
manually. This is not something that can be expressed
using current DWARF features, so we have proposed a
DWARF extensions for this and tried to make it flexible
enough to cover also other uses. Some information from
the compiler is needed on the callee side (in particular
whether a parameter is never modified) and some information is needed on the caller side (e.g. what values
have been passed to the parameters and whether the expressions used to compute them don’t involve anything
that could be clobbered by the call).

2

Callee side information

On the callee side the only information that needs to be
passed from the compiler to the debugger is whether
a parameter is never modified in the function. That
could be expressed by a flag on the DW_TAG_formal_
parameter DIE. The debugger when evaluating a
value of such a parameter could, if it didn’t find any
location information for the parameter on the current instruction, look at the caller’s information.
While that would be very compact, it isn’t sufficiently
general. It doesn’t allow to describe that the parameter
has in certain range a value equal to just some expression involving the value passed to it during call, or that
another optimized out variable has a value equal to the
optimized out parameter. Say in
void foo (int a)
{
int b = a;
a = a + 4;
bar (4);
baz (6); // Evaluate a and b here.
}
the parameter is actually modified, still both a and b
variables can be expressed in terms of the value originally passed to the a parameter, even when the register,
in which it has been passed, has been already clobbered.
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The information whether a parameter hasn’t been modified in a function also isn’t useful just for the case when
the debugger can look up the passed value in the caller.
It should be similarly useful for the case when the debugger puts a breakpoint at the start of the function, remembers there all the parameter values and then can use
those values later on in the function when the parameter has no location information anymore. Doing that in
normal interactive debuggers would be perhaps too expensive, having to put a breakpoint at the start of every function, but if the debugger has a way to say that
the user is interested in a value of certain function’s parameter and restarts the program, it could be gathered.
Or debug information consumers which have the whole
debugging script ready before starting a debugging session, such as systemtap, it is possible to put breakpoints only where strictly needed - when some parameter won’t have other location at a spot where it needs to
be evaluated.
From the above it is clear that the callee side extension should be something usable in DWARF expressions, both directly in DW_AT_location block or
in .debug_loc ranges. When it is an operator in
DWARF expression, the debugger can do arithmetics on
that value and when it can be present in location ranges,
it is possible to describe the location using the original
register used to pass the parameter where it still holds
the value, say that the value of the entity is equal to the
original passed value in some other range and that the
value is unavailable in yet another range of instructions
(e.g. because the parameter has been modified in that
portion of the function). As it is going to be used quite
frequently in location information, it is important that it
is sufficiently compact. It needs to specify what parameter’s original value is it, as it should be usable also in
location information for other variables or parameters.
Some possible choices for identifying the parameter include reference to the parameter’s DIE, or the register or
stack slot in which the parameter has been passed. The
latter is usually more compact.
So, we’ve proposed new special opcode, DW_OP_GNU_
entry_value, usable in all DWARF expressions,
with the exception of unwind information. This opcode
has two operands, the first one is uleb128 length and
the second is block of that length, containing either a
simple register or DWARF expression. The semantics is
that this operation pushes the value the mentioned register had upon entering current function to the DWARF

dwarflint --check=locstats \
--locstats:tabulate=0.0:10,99 cc1plus
cov%
samples
cumul
0.0
186203/30% 186203/30%
0..10
10002/1%
196205/32%
11..20 10968/1%
207173/34%
21..30 18425/3%
225598/37%
31..40 11319/1%
236917/39%
41..50 14917/2%
251834/41%
51..60 12381/2%
264215/43%
61..70 12720/2%
276935/45%
71..80 17293/2%
294228/48%
81..90 22943/3%
317171/52%
91..99 65917/10%
383088/63%
100
222118/36% 605206/100%

Figure 3: dwarflint locstats for cc1plus built with
DW_OP_GNU_entry_value support
expression stack, resp. evaluates the DWARF expression as if it had been evaluated upon entering current
function and pushes the TOS value to the current stack.
The most common usage is for architectures which pass
parameters in registers, where it can be expressed by 3
bytes, e.g.:
DW_OP_GNU_entry_value<1, DW_OP_reg4>
Some more complex operation can be e.g.:
DW_OP_GNU_entry_value<3,
DW_OP_breg4<16>
DW_OP_deref>
which computes the value register 4 had upon entering
current function, adds 16 to it and pushes the value address sized memory chunk pointed by that address had
upon entering current function.
It could be also generalized even more, as expression
that needs to be evaluated at arbitrary places in the function instead of just at the beginning of the function, but
then it would also need to encode the instruction address
at which it needs to be evaluated. As such generalization
would probably be only useful to non-interactive debuggers, we’ve decided not to generalize it that way. If such
need arises in the future, it can be always implemented
as a new opcode, leaving the entry value opcode in more
compact form.
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Implementing this extension in GCC wasn’t very hard,
thanks to value based variable tracking. All that was
needed is adding new RTL code and pushing it as yet
another CSELIB location for the function parameter’s
VALUEs. Variable tracking then will use these artificial
locations as last resort if the VALUE isn’t live anywhere
else anymore. dwarf2out.c then just needs to handle this new RTL expression and emit DW_OP_GNU_
entry_value for it.
On cc1plus binary e.g. .debug_loc section grows
with DW_OP_GNU_entry_value from 43.69MB to
46.26MB and the section contains 113975 DW_OP_
GNU_entry_value opcodes. Figure 3 shows statistics for the same GCC SVN revision cc1plus, just
built with patched GCC. The numbers are slightly misleading though, because just the fact that DW_OP_GNU_
entry_value could be emitted as location doesn’t
necessarily mean the debugger will be able to evaluate
its value, that depends also on whether there is value for
the parameter in the caller information and whether the
debugger can safely use it.

3

Call site information

On the caller site the compiler needs to provide some
information for each or at least some of the call sites.
For each such call site, at least the address of the calllike instruction is needed and DWARF expressions for
each of the arguments that has its value reconstructable
from objects not clobbered by the call and some way
how to identify which argument it is (either a reference
to its DIE, or DWARF expression identifying where it
is passed). As the address of the call-like instruction it
is best to use the address that shows up in the unwind
information, the return address, because the debugger
will need to look these entries up from that address.
This information could be emitted in a new section, e.g.
.debug_callinfo, but we chose to put it instead
into .debug_info section, as that provides greater
flexibility. The information can be used by debug info
consumers also for static call graph analysis and other
purposes, so it is best to make it extensible and make
it possible to use .debug_abbrev abbreviations to
show up what information is actually provided. With
e.g. -g3 the compiler could emit more detailed call
site information, while normally it could emit only what
is necessarily needed for purposes of looking up values of optimized out parameters. The whole call site

is represented with DW_TAG_GNU_call_site DIE,
which is a child of the lexical block, inlined subroutine
or whole subprogram’s DIE in which the call is present
in the source, and has DW_TAG_GNU_call_site_
parameter children which describe each parameter
passed at the call site. The children DIEs then have
DW_AT_location which describes in which location the parameter is passed and DW_AT_GNU_call_
site_value DWARF expression that can compute
the value passed to the argument. The compiler must
guarantee that everything used in the DWARF expression is not clobbered by the call, so debuggers can safely
evaluate it.
The GCC implementation involved mainly the variable
tracking pass and of course DWARF output. The variable tracking pass has to compute VALUEs for each of
the arguments of each of the CALL_INSN before actually invalidating anything in the call, ensure the registers in which parameters are passed will be considered as interesting for tracking and then just leave the
value tracking compute the expressions how to compute the arguments right after the call. As the call invalidated all call clobbered locations, the expressions
only use objects that aren’t clobbered by the call. As
the expressions for the parameters are always emitted in
the call site parameter DIEs, it is desirable to turn off
expression caching though, to always choose the best
suitable expression. The expressions for the parameters are then stored in special new RTL notes, similar to
NOTE_VAR_INSN_LOCATION. Without value based
tracking this would be much harder. In DWARF output the changes are to gather the expressions and other
information like the code label from the notes and also
allow mapping the CALL_INSN back to a BLOCK containing the call and later on map that to a lexical block,
inlined subroutine or subprogram DIE and emit this as
new DIEs and their attributes into the debug information.
3.1

Tail call issues

When evaluating DW_OP_GNU_entry_value, it is
unfortunately not enough to look up the DW_TAG_
GNU_call_site DIE corresponding to the caller’s
return address from the unwind information and evaluating the corresponding argument’s expression in the context of the caller. If a call site in function A calls function
B which uses a tail call to the current function C, the call
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site DIE describes arguments passed to a different function. The tail call doesn’t keep any traces in the backtrace, in the unwind information it seems that C’s caller
is A instead of B, so if the call site DIE is blindly used
without any extra checks, it would use values passed to
B arguments for C arguments. For direct calls this can be
solved by adding a DW_AT_abstract_origin reference to the called function’s DIE which the debugger
can compare, for indirect calls there is DW_AT_GNU_
call_site_target DWARF expression which can
be evaluated and compared to the current function’s address.
Another issue is that the current function might tail call
itself, either directly or indirectly through tail calling
other function that eventually tail call back to the current function. In this case using the call site parameter expressions is not reliable, it might describe arguments passed to a call to the current function that
then tail called it with different arguments. While detecting that for direct tail calls is possible by the compiler, those are often implemented by tail recursion and
thus not interesting for these purposes, in general calls
in other compilation units could be involved and thus
it can’t be detected statically. The checking of this is
left to the debugger then, which can do a conservative
dynamic check whether the current function might tail
call itself. For the dynamic check the debugger needs a
guarantee from the compiler that for all tail call sites in
the current subprogram DW_TAG_GNU_call_site
DIEs have been emitted (this is signaled by the DW_
AT_GNU_all_tail_call_sites flag on the subprogram DIE) and a flag on the call site DIEs whether
the call is a tail call (DW_AT_GNU_tail_call). If
there are no tail call sites in the current function, it can’t
tail call itself, if there are any indirect tail calls, it needs
to conservatively assume it might, otherwise it can recurse into all the subprogram DIEs referenced in the tail
call sites and check whether they might tail call the current subprogram.
3.2

Parameters passed by reference

In Fortran most parameters are passed by reference
and in other languages like C++ parameters can have
reference types. The value of the passed parameter is then usually expressible in DW_AT_GNU_call_
site_value, most often it is just some stack slot
address. It is usually more interesting to know what

value was in that stack slot at the start of the function though, and that value could be changed within the
callee. DW_OP_GNU_entry_value allows expressing it by dereferencing the parameter register or memory slot value. On the call site side this could be either expressed by adding fake arguments with matching locations, but it is nicer if DW_TAG_GNU_call_
site_parameter DIEs always correspond to real
arguments. We are proposing DW_AT_GNU_call_
site_data_value attribute containing DWARF extension for this instead.
3.3

Other possible uses of the call site information

The call site DIEs should be usable even for other
purposes than just looking up DW_OP_GNU_entry_
value:
• Static call graph analysis. The call site and call
site parameter DIEs can have additional attributes,
e.g. for indirect method calls reference to the field
containing method that is being called, reference
to the type of the call and for parameters references to DW_TAG_formal_parameter DIEs
that can help various tools to static call graph analysis.
• Enhanced value printing in backtraces. Currently debuggers print in backtraces the current values of the parameters, including often
<optimized away> style information. It is often more interesting to know the value that has been
passed to the function though. Consider e.g.
void foo (char ∗p)
{
/∗ some code ∗ /
p = strchr (p, 0);
bar ();
/∗ some further code ∗/
}
If backtrace is printed while in the bar call, it
will show that p has value "", which isn’t really
useful. By looking at the call site information it
is often possible to print either the current value,
or the value that has been originally passed to the
function, or both. To avoid confusion, the debugger in the backtrace should use some sign to make
it easier to understand what value is the current
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one, what is the original one, or, if both values are
known and equal that the only value printed is both
the originally passed and current one, and make it
perhaps configurable what information should be
printed. This should make automatically gathered
backtraces by services like abrt more useful.
• Virtual tail call backtraces. In some cases with
the call site information the debugger can reconstruct tail calls in backtraces and even print the arguments passed. If there are tail calls involved,
currently debuggers just miss a few frames in the
backtrace, which is often confusing to the users
who can’t understand how can some function appear as a caller of another function when it doesn’t
directly call it. By looking at the call site DIEs with
the DW_AT_GNU_tail_call and what function
they call it is sometimes possible to find unambiguous tail call path how the caller from the backtrace
can tail call the callee, or perhaps just one or more
of the initial tail call frames beneath the caller’s
frame.

4

Completely optimized away parameters

Recent versions of GCC don’t pass some arguments
at all, if some function binds locally and it is possible to modify all callers, and either some parameter is
never used, or an invariant is passed to it. While in
the case of invariant argument even current DWARF can
express this, the DW_TAG_formal_parameter DIE
can have DW_AT_const_value attribute, if a parameter is not passed because it is never used means currently no location at all for the parameter. DW_OP_
GNU_entry_value is not usable in this case, as there
is no register or memory to which it could refer. Short
example:
__attribute__((noinline)) static int
foo (int x, int y, int z)
{
return x + z;
}
int bar (int x, int y, int z)
{
return foo (x, y − 4, z)
+ foo (x + 8, y, z − 8);
}
For this case a different DWARF expression opcode could be used instead, e.g.
DW_OP_GNU_

parameter_ref with DIE reference operand that
would reference the DW_TAG_formal_parameter
DIE of the completely optimized away parameter. In the
call site’s DW_TAG_GNU_call_site_parameter
would not have DW_AT_location attribute, since it
is not passed at all, but instead would have DW_AT_
abstract_origin referencing the formal parameter
DIE.
This hasn’t been finalized yet, nor implemented in GCC,
but roughly during IPA parameter removal a special debug stmt would need to be added and during expansion
a new RTX to hold the special value of the optimized
away parameter, which would eventually be emitted as
DW_OP_GNU_parameter_ref.

5

Floating point expressions

The use of the DWARF expression stack for entry value
has issues for floating point values or types larger than
target’s address, like long~long on 32-bit architectures. The DWARF expression stack has been initially
designed only for computing addresses of objects and
serves very well for that purpose. While in theory it is
possible to describe in DWARF version 4 that an optimized out float variable has value equal to other
variable times 2.5 using DW_OP_call4 to a DWARF
procedure which performs IEEE 754 single multiplication and e.g. for double on 32-bit architectures
where that type is larger than target’s address using
DW_OP_piece and separate routines to compute the
upper and lower half of the IEEE 754 double multiplication, such DWARF procedures would be likely very
large, and, especially due to the need of separate routines for different pieces whenever the type is bigger
than target’s address and varying address size between
architectures, hard to maintain. Most of the debuggers
already handle floating point arithmetics, so duplicating
that support in DWARF procedures is undesirable.
There are various ways how the DWARF expression
stack could be extended to handle even floating point
values, decimal floating point, fixed point, vectors and
integral values larger than target’s address in a backwards compatible way.
To address representation of values larger than target’s
address either there could be an opcode alternative to
DW_OP_stack_value that wouldn’t pop just one,
but 2, 4, 8, 16 etc. words from the DWARF stack and
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#0
#1
#2
#3
#4
#5
#6

ggc_internal_alloc_stat (size=<value optimized out>) at ../../gcc/ggc-page.c:1152
0x0000000000833ba6 in ggc_internal_cleared_alloc_stat (size=40)
at ../../gcc/ggc-common.c:205
0x0000000000b44272 in ggc_internal_zone_cleared_alloc_stat (s=40,
z=<value optimized out>) at ../../gcc/ggc.h:316
ggc_alloc_zone_cleared_tree_node_stat (s=40, z=<value optimized out>)
at ../../gcc/ggc.h:346
make_tree_vec_stat (len=<value optimized out>) at ../../gcc/tree.c:1641
0x0000000000b4d37b in build_int_cst_wide (type=0x7ffff17a0738,
low=<value optimized out>, hi=<value optimized out>) at ../../gcc/tree.c:1231
0x00000000008537bf in gimplify_expr (expr_p=0x7ffff1784dc0,
pre_p=0x7fffffffdcb0, post_p=0x7fffffffda48,
gimple_test_f=0x849a40 <is_gimple_reg_rhs_or_call>, fallback=1)
at ../../gcc/gimplify.c:6814

Figure 4: Backtrace in cc1plus built without DW_OP_GNU_entry_value support
#0
#1
#2
#3
#4
#5
#6
#7

ggc_internal_alloc_stat (size=40) at ../../gcc/ggc-page.c:1152
0x0000000000833ba6 in ggc_internal_cleared_alloc_stat (size=40)
at ../../gcc/ggc-common.c:205
0x0000000000b44272 in ggc_internal_zone_cleared_alloc_stat (s=40,
z=<value optimized out>) at ../../gcc/ggc.h:316
ggc_alloc_zone_cleared_tree_node_stat (s=40, z=<value optimized out>)
at ../../gcc/ggc.h:346
make_tree_vec_stat (len=1) at ../../gcc/tree.c:1641
0x0000000000b4d37b in build_int_cst_wide (type=0x7ffff17a0738, low=0, hi=0)
at ../../gcc/tree.c:1231
0x0000000000b4d9f7 in build_int_cst (type=<value optimized out>, low=0)
at ../../gcc/tree.c:1039
0x00000000008537bf in gimplify_expr (expr_p=0x7ffff1784dc0,
pre_p=0x7fffffffdcb0, post_p=0x7fffffffda48,
gimple_test_f=0x849ab0 <is_gimple_reg_rhs_or_call>, fallback=1)
at ../../gcc/gimplify.c:6814

Figure 5: Backtrace in cc1plus built with DW_OP_GNU_entry_value support
use those as the implicit location’s value, or the DWARF
stack internal representation could be changed from a
stack of address sized integers to a stack of pairs of
value type id and a union of various types of objects,
like the current address sized integer, twice as big integer, IEEE754 single, IEEE754 double, IEEE754 extended, IEEE754 quad, various decimal, fixed and vector formats. DW_OP_stack_value would then pop
whatever is the current value and its type from the top
of the stack.
Before addressing floating point etc. operations, it is
important to mention that the DWARF expression opcode space is small, the opcodes are 8 bit and only
roughly 64 opcodes are left in the standard range and
even fewer in the vendor space. Thus having separate

opcodes for each of the usual arithmetic operation for
the 4 or more different floating point formats, some large
integral types, fixed and decimal floating point formats
and various vector types would quickly use up all the
remaining free opcodes or more. The other format opcodes could thus be either implemented using multiplexing opcodes, like DW_OP_GNU_ieee754_single
whose option would be DWARF opcode of the operation, like DW_OP_mul or some special values that
would allow conversion in between the formats, or using standard opcodes based on the current value type in
the union approach of the stack representation. There
would be just new opcodes for conversion and for reinterpretation of the raw value data as different format. If
operands had different value types, either such combination would result in an error, or one of them would
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be first converted to the other type. For each operation it would be specified given the types of arguments
what type would the result have, usually the same as the
operands, with the exception of comparisons and various conversions or reinterpretation operations.
In the design of such extensions it would be good to
also consider whether there should be a way to describe
the use of an inferior call in the expression (either limited to const calls like sqrt, or arbitrary calls) and if
it would be possible to describe calling C++ constructors/destructors for describing e.g. DW_AT_default_
value.

6

Conclusion

We’ve proposed DWARF extensions to improve quality
of debugging information, both as a GNU vendor extension and submitted it as extension proposals for the
upcoming DWARF 5 standard[4][5]. It has been successfully implemented in GCC[3] and GDB[6].
To measure how what percentage of DW_OP_GNU_
entry_value opcodes will lead to successful recovery of the optimized out value, we run a modified version of GDB on cc1plus binary on a smaller
testcase, put a breakpoint on cp_write_global_
declarations and after reaching that breakpoint,
executed million times bt command followed by
step command. The modified GDB version gathered statistics on how many DW_OP_GNU_entry_
value lookups were done while printing the backtraces
and how many of them resulted in a non-optimized
away value being printed. For the million backtraces
there were 2194055 entry value lookups, out of which
960286, or 43.8%, lookups resulted in successful value
retrieval. On the same binary .debug_info section size grew from 23.19MB to 34.53MB, mainly because of the added call site and call site parameter
DIEs and .debug_loc section grew from 43.69MB
to 46.26MB.
Figure 4 shows an example of a backtrace from
cc1plus built without entry value support, figure 5 corresponding backtrace with entry value
support.
In the second figure there are several
parameters containing correct values compared to
<value optimized out> in the first figure and
additionally a tail call in the backtrace.
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Real-time debugging using GDB Tracepoints
Marc Khouzam
Ericsson
marc.khouzam@ericsson.com

Abstract
In many cases, debugging a program by stopping its execution is not acceptable, delays introduced by a debugger might cause the program to change its behavior drastically, or perhaps fail, even when the code itself is correct. Troubleshooting a live system, chasing
a race condition, debugging problems happening only
under heavy load or on multi-core systems, are such examples. To address this, GDB has revived its support for
Tracepoints which can dynamically be inserted and controlled to trace a live system. Furthermore, Eclipse has
been enhanced to take advantage of this powerful GDB
feature.
In this talk we will cover such concepts as dynamic and
static tracepoints, fast tracepoints, remote tracing, disconnected tracing and visualization of data. We will
show how using Eclipse with these advanced GDB features allows to quickly and efficiently troubleshoot complex systems. Beyond the topic of tracepoints, we will
also discuss other new and advanced debugging features of GDB and Eclipse, such as multi-core awareness, multi-process debugging on Linux, pretty-printing
of STL structures, and more.
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Advanced Tracing Features using GDB and LTTng
Marc Khouzam
Ericsson
marc.khouzam@ericsson.com

Abstract
Embedded multi-core systems have become exceedingly difficult to debug. Many problems only show
when the hardware and software are interacting under
real load. In these cases, traditional debugging methods
don’t scale very well and efficient trace collection and
analysis are required to start addressing these issues.
This presentation will discuss the Linux Tracing Toolkit
project (LTTng) and the User-space tracer (UST), as
well as their integration in Eclipse. We will also cover
the control of user-space static tracepoints by GDB.
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Upgrading your GCC port to use modern features
Michael Meissner
IBM
meissner@linux.vnet.ibm.com

Abstract

Some enumeration names have special significance to
GCC:

Some of the GCC backends were written years ago
when the features for the md files were rather sparse.
Even if a backend is more modern, it might have been
cloned from an older backend. In this talk, I will cover
various features that make writing the md file easier today than it was in the ancient past.

1

This can reduce legibility and it can be a maintenance
problem because you have to make sure you catch all instances of the number if you change the number. There
are several different ways that you can define alphanumeric labels to use instead of integer constants.
define_constants

The define_constants operation is equivalent to
#define in C to define a constant in the program.
(define_constants [(LR 65)])
(clobber (reg:SI LR))

define_c_enum

The define_c_enum operation is equivalent to enum in
C to define an enumeration.
(define_c_enum "unspec" [UNSPEC_OP1])
(unspec ... UNSPEC_OP1)

1.3

define_enum

The define_enum operation is like define_c_enum.
However, unlike define_c_enum, the enumerations defined by define_enum can be used in attribute specifications.

(clobber (reg:SI 65))
(unspec ... 100)

1.2

• If an enumeration called unspec is defined, GCC
will use it when printing out unspec expressions.

Using direct integer constants

Integer constants are sometimes used by ports for register and for UNSPEC numbers directly, such as:

1.1

• If an enumeration called unspecv is defined, GCC
will use it when printing out unspec_volatile expressions.

2

Using define_predicate

In the old days, you defined predicates that you would
use with the match_operand in the C code, and defined
the prototype in the headers to use. Now you can define
the predicates in the md file instead of the C code:

(define_predicate "s5bit_operand"
(and (match_code "const_int")
(match_test
"IN_RANGE (INTVAL (op),
-16, 15)")))

Most ports (except for arc, crx, and pdp11) have moved
over to using define_predicate.
There is also define_special_predicate that is like define_predicate, except that genrecog will not warn
about a match_operand with no mode if it has a predicate defined with define_special_predicate.
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3

Splitting MD files into separate pieces

You can use the include directive to split files into various pieces. It can make it easier to edit if you have files
organized logically, such as.
• You can use separate md files for target features, such
as sse.md in the i386 port for SSE instructions.
• You can use separate md files for different machines
scheduling characteristics, such as athlon.md and
atom.md in the i386 port for AMD athlon and Intel
Atom timing characteristics.

If you do use the include feature, be sure to modify your
t-* file to set the MD_INCLUDES make variable to
the list of md files that are included by your port so that
when you edit the md files, the files that are created from
the md files will get regenerated.

4

Using define_constraint

In the old days, ports would use the macros to define
constraints:
• REG_CLASS_FROM_LETTER: Given a constraint
character, return the register class for the constraint;
• CONST_OK_FOR_LETTER_P: Given a constraint
letter (’I’ ... ’P’), and an integer value, return whether
the value matches the constraint;
• CONST_DOUBLE_OK_FOR_LETTER_P: Given a
constraint letter (’G’ or ’H’), and a CONST_DOUBLE
operand, return whether the operand matches the constraint.
• EXTRA_CONSTRAINT: Given a constraint letter,
and a RTL operand, return whether the operand matches
the constraint.
• EXTRA_MEMORY_CONSTRAINT: A subset
of EXTRA_CONSTRAINT constraints that reload
should treat as memory locations.
• EXTRA_ADDRESS_CONSTRAINT: A subset of
EXTRA_CONSTRAINT constraints that reload
should treat as memory addresses.

Using these macros, a port is limited to the number of
constraints it could define, and many of the letters were
hard coded to specific types of constraints, such as the
letters (’I’ ... ’P’) were reserved for integer constants,
and (’G’ or ’H’) were floating point or long integer constants.

There are a parallel set of macros that were added a few
years ago that take a string instead of a single letter, and
the following ports use these macros, but don’t yet use
define_constraint: frv, and m32c. For most ports, it
is probably better to switch to uses define_constraint
rather than using the ...CONSTRAINT macros.
• REG_CLASS_FROM_CONSTRAINT
• CONST_OK_FOR_CONSTRAINT_P
• CONST_DOUBLE_OK_FOR_CONSTRAINT_P
• EXTRA_CONSTRAINT_STR

The constraint patterns give you more flexibity. If your
port has more constraints than can be enumerated with
the 52 lower and upper case letters, you can define similar constraints that begin with a common prefix letter.
The bfin, i386, m68k, mep, mips, rs6000, and s390 ports
now define some constraints that take two letters.
If your port need more integer constant constraints other
than the 8 that the original GCC provided for, you can
define other constraints to be integer constants. Similarly if you need more than 2 constraints that target
floating point constants, you can define other FP constant constraints. For example, the bfin port defines 21
different integer constant constraints.
The new constraint patterns are:
• define_register_constraint: Define a constraint for a
register operand.
• define_memory_constraint: Define a constraint for a
memory operand.
• define_address_constraint: Define a constraint that
acts like an address.
• define_constraint: Define any other constraint.

If for instance, your port had two register constraints (’f ’
and ’a’), one memory constraint (’P’), and an address
constraint (’Q’), and one random constraint (’R’), you
might have the following definitions.
#define REG_CLASS_FROM_LETTER(C) \
(((C) == ’f’) ? FPR_REGS : \
((C) == ’a’) ? ACC_REGS : \
NO_REGS)
#define EXTRA_CONSTRAINT(OP, C) \
(((C) == ’P’) \
? p_operand (OP, GET_MODE (OP))\
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: ((C) == ’Q’) \
? q_operand (OP, GET_MODE (OP))\
: ((C) == ’R’) \
? r_operand (OP, GET_MODE (OP))\
: 0)
#define EXTRA_MEMORY_CONSTRAINT(C,S)\
((C) == ’P’)
#define EXTRA_ADDRESS_CONSTRAINT(C,S)\
((C) == ’Q’)

You would recode this as:
(define_register_constraint "f"
"FPR_REGS"
"Floating point register constraint")
(define_register_constraint "a"
"ACC_REGS"
"Accumulator register constraint")
(define_memory_constraint "P"
"P memory operand"
(match_operand 0 "p_operand"))
(define_memory_constraint "Q"
"Q address operand"
(match_operand 0 "q_operand"))
(define_constraint "R"
"R random operand"
(match_operand 0 "r_operand"))

If you are moving to using define_constraint because
you have run out of constraint letters you would pick
one letter prefix that isn’t used, and define multiple constraints using two letter combinations:
(define_register_constraint "xf"
"FPR_REGS"
"Floating point register constraint")
(define_register_constraint "xa"
"ACC_REGS"
"Accumulator register constraint")

The following ports have not yet moved over to using
define_constraint: arc, cris, crx, fr30, h8300, iq2000,
m68hc11, mcore, mmix, pdp11, score, stormy16, and
v850.

5

Using mode iterators

Mode iterators allow you to reduce the number of patterns that are written in the source file, by substituting
different modes during expansion of the source, and can
eliminate cut+paste errors. If you later decide to make a
change, you can make it in one place, rather than having
to change each of the identical patterns and potentially
missing one.
While these examples use define_insn, you can also use
mode iterators on define_expand, define_split, and define_insn_and_split operations.
5.1

Mode iterator example

For instance, if you have a machine with both single and
double precision floating point, you might have two add
patterns:
(define_insn "addsf3"
[(set (match_operand:SF 0 "r_op" "=f")
(plus:SF
(match_operand:SF 1 "r_op" "f")
(match_operand:SF 2 "r_op" "f")))]
""
"addf %0,%1,%2")
(define_insn "adddf3"
[(set (match_operand:DF 0 "r_op" "f")
(plus:SF
(match_operand:DF 1 "r_op" "f")
(match_operand:DF 2 "r_op" "f")))]
""
"addd %0,%1,%2")

You could use a mode iterator to make this into one pattern.
5.2

Using PRINT_OPERAND with mode iterators

One method to generate addf for single precsion floating point and addd for double precsion floating point is
to add a letter to the PRINT_OPERAND processing to
elide the difference between the two instructions:
/* In your tm.h file */
#define PRINT_OPERAND(FILE, OP, C)\
do {\

70 • Upgrading your GCC port to use modern features
enum machine_mode mode\
= GET_MODE (OP); \
switch ((C))\
{\
case ’x’:\
if (mode == SFmode)\
putc (’f’, FILE);\
else if (mode == DFmode)\
putc (’d’, FILE);\
else\
gcc_unreachable ();\
break;\
default:\
gcc_unreachable ();\
}\
while (0)

(define_mode_iterator F [SF DF])
(define_mode_attr F_suffix [(SF "f")
(DF "d")])

/* In a constraints.md file included
from the tm.md file. */
(define_mode_iterator F [SF DF])

(define_insn "addsf3"
[(set (match_operand:SF 0 "r_op" "=f")
(plus:SF
(match_operand:SF 1 "r_op" "f")
(match_operand:SF 2 "r_op" "f")))]
""
"addf %0,%1,%2")

(define_insn "add<mode>3"
[(set (match_operand:<F> 0 "r_op" "=f")
(plus:<F>
(match_operand:<F> 1 "r_op" "f")
(match_operand:<F> 2 "r_op" "f")))]
""
"add%x0 %0,%1,%2")

This would get expanded as:

(define_insn "addsf3"
[(set (match_operand:SF 0 "r_op" "=f")
(plus:SF
(match_operand:SF 1 "r_op" "f")
(match_operand:SF 2 "r_op" "f")))]
""
"add%x0 %0,%1,%2")
(define_insn "adddf3"
[(set (match_operand:DF 0 "r_op" "=f")
(plus:DF
(match_operand:DF 1 "r_op" "f")
(match_operand:DF 2 "r_op" "f")))]
""
"add%x0 %0,%1,%2")

5.3

Using mode attributes

An alternative method of writing the two add instrucitons would be to use a mode attribute that contains text
that is substituted for each mode. For example:

(define_insn "add<mode>3"
[(set (match_operand:<F> 0 "r_op" "=f")
(plus:<F>
(match_operand:<F> 1 "r_op" "f")
(match_operand:<F> 2 "r_op" "f")))]
""
"add<F_suffix> %0,%1,%2")

The <F_suffix> would get replaced by ’f ’ when the
mode is SFmode, and ’d’ when the mode is DFmode.

(define_insn "adddf3"
[(set (match_operand:DF 0 "r_op" "=f")
(plus:DF
(match_operand:DF 1 "r_op" "f")
(match_operand:DF 2 "r_op" "f")))]
""
"addd %0,%1,%2")

5.4

Using conditions on mode iterators

You can also put conditions on the mode iteration:
(define_mode_iterator F
[(SF "TARGET_SFMODE")
(DF "TARGET_DFMODE")])
(define_mode_attr F_suffix [(SF "f")
(DF "d")])
(define_insn "add<mode>3"
[(set (match_operand:<F> 0 "r_op" "=f")
(plus:<F>
(match_operand:<F> 1 "r_op" "f")
(match_operand:<F> 2 "r_op" "f")))]
""
"add<F_suffix> %0,%1,%2")

This would be equivalent to:
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(define_insn "addsf3"
[(set (match_operand:SF 0 "r_op" "=f")
(plus:SF
(match_operand:SF 1 "r_op" "f")
(match_operand:SF 2 "r_op" "f")))]
"TARGET_SFMODE"
"addf %0,%1,%2")
(define_insn "adddf3"
[(set (match_operand:DF 0 "r_op" "=f")
(plus:DF
(match_operand:DF 1 "r_op" "f")
(match_operand:DF 2 "r_op" "f")))]
"TARGET_DFMODE"
"addd %0,%1,%2")

5.5

Using nested mode iterators

You can also use two or more mode iterators together.
For example, if you have 3 modes in the first iterator
and 2 modes in the second, then the expansion would
generate 6 different insns.
If we have 4 different convert instructions that handle
the conversions from 32/64-bit integer to 32/64-bit floating point types, we could write this as:

(define_mode_iterator F [SF DF])
(define_mode_iterator I [SI DI])
(define_mode_attr F_s [(SF "f")
(DF "d")])
(define_mode_attr I_s [(SI "i")
(DI "l")])

6

Using scratch registers

Many times, ports need extra registers to complete an
operation. The traditional way of doing this is to use a
define_expand operation, and allocate the registers inside of the define_expand.
6.1

Scratch register initial example

Here is an example of a 64-bit integer add operation, that
needs a scratch register. Note, in this pattern, we use the
adddi3_int generator to generate the actual pattern,
and we use DONE to not generate the normal pattern in
the define_expand. The clobber of the scratch register
uses the ampersand (’&’) in the constraints to make sure
that the scratch register is different from one of the input
or output registers.
(define_expand "adddi3"
[(set (match_operand:DI 0 "i_op" "")
(plus:DI
(match_operand:DI 1 "i_op" "")
(match_operand:DI 2 "i_op" "")))]
""
{
rtx t = gen_reg_rtx (SImode);
emit_insn (gen_adddi3_int (operands[0],
operands[1],
operands[2],
t));
DONE;
}")

(define_insn "float<I:mode><F:mode>2"
[(set (match_operand:<F> 0 "r_op" "=f")
(float:<F>
(match_operand:<I> 1 "i_op" "d")))]
""
"cvt<I:I_s><F:F_s> %0,%1")

(define_insn "adddi3_int"
[(set (match_operand:DI 0 "i_op" "=d")
(plus:DI
(match_operand:DI 1 "i_op" "d")
(match_operand:DI 2 "i_op" "d")))
(clobber
(match_operand:SI 3 "i_op" "=&d"))]
""
"#")

This would generate 4 insns:

6.2

• floatsisf2 insn: Generates cvtif instruction.
• floatsidf2 insn: Generates cvtid instruction.
• floatdisf2 insn: Generates cvtlf instruction.
• floatdidf2 insn: Generates cvtld instruction.

Scratch register with match_dup

A common method of rewriting this is to use the
match_dup operation. The match_dup is not used as
an argument to the call to the define_expand function,
but it is expected to be defined in the C code that makes
up the body the the define_expand operation before the
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RTL is generated. In this case, we do not use the DONE
operation to allow the define_expand to generate the
default pattern after the C code finishes. We don’t need
a generator function for the real insn in this case.
(define_expand "adddi3"
[(parallel
[(set (match_operand:DI 0 "i_op" "")
(plus:DI
(match_operand:DI 1 "i_op" "")
(match_operand:DI 2 "i_op" "")))
(clobber (match_dup 3))])
""
{
operands[3] = gen_reg_rtx (SImode);
}")
(define_insn "*adddi3_int"
[(set (match_operand:DI 0 "i_op" "=d")
(plus:DI
(match_operand:DI 1 "i_op" "d")
(match_operand:DI 2 "i_op" "d")))
(clobber
(match_operand:SI 3 "i_op" "=&d"))]
""
"#")

6.3

Scratch register using match_scratch

The RTL machinery includes a method to allocate scratch registers just for this insn.
Unlike
match_operand, the match_scratch operation does
not take a predicate (register_operand is assumed
for scratch registers).
Before register allocation, SCRATCH is used in the RTL
expansion and after register allocation it is replaced by
a REG. This can complicate splitting the insns. See the
section on define_split for more details.
(define_insn "adddi3"
[(set (match_operand:DI 0 "i_op" "=d")
(plus:DI
(match_operand:DI 1 "i_op" "d")
(match_operand:DI 2 "i_op" "d")))
(clobber (match_scratch:SI 3 "=&d"))]
""
"#")

6.4

Using the combiner with scratch registers

One advantage of using match_scratch is that the combiner can delete or add new scratch registers as needed

to make a viable pattern. For example, consider a machine that normally needs a scratch register to do 64-bit
integer adds, but doesn’t need the scratch register if you
are adding a 32-bit integer to the 64-bit integer. The
combiner will combine the sign_expand and the plus,
and it will delete the clobber of the scratch register.
(define_insn "adddi3"
[(set (match_operand:DI 0 "i_op" "=d")
(plus:DI
(match_operand:DI 1 "i_op" "d")
(match_operand:DI 2 "i_op" "d")))
(clobber (match_scratch:SI 3 "=&d"))]
""
"#")
(define_insn "adddi3_s32"
[(set (match_operand:DI 0 "i_op" "=d")
(plus:DI
(match_operand:DI 1 "i_op" "0")
(sign_expand:DI
(match_operand:SI 1 "i_op" "d"))))]
""
"#")

6.5

Omitting the scratch register for an alternative

You can use the ’X’ constraint for an alternative that
does not need the scratch register. For example, consider a machine that needs a scratch register when it is
adding 2 64-bit registers, but does not need a scratch
register when adding an integer constant.
(define_insn "adddi3"
[(set (match_operand:DI 0 "i_op"
"=d,d")
(plus:DI
(match_operand:DI 1 "i_op"
"d,d")
(match_operand:DI 2 "i2_op"
"d,i")))
(clobber (match_scratch:SI 3
"=&d,X"))]
""
"#")

7

Using define_split

The define_split operation takes an insn and splits it into
separate parts. In the original GCC compiler, there was
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no split operation, and the backend would just emit multiple instructions in a single string. Splitting the instructions to their independent parts allows various passes
that move instructions around like the scheduler or when
filling branch delay slots to rearrange low level instructions.
It is important that the RTL contains all of the dependence information, and the split instructions don’t rely
on setting status flags that aren’t described in the machine description. If you have such a flag (like a carry
flag), you might not be able to use define_split.
When define_split was first added, splits occured at
three times:
• Before the first scheduling pass (before reload) if
-fschedule-insns was used;
• Before the second schelduing pass (after reload) if
-fschedule-insns2 was used;
• In final if the insn string was hash (’#’).

In the current compiler, define_split is now always
called several times:
• After the control flow has been finalized and before the
first scheduling pass (this split is now always done);
• After the reload and gcse2 passes (this split is always done);
• Just before the second
-fschedule-insns2;

scheduling

pass

if

• Just after creation of floating point stack registers on the
i386 port;
• Just before shortening branches on machines that don’t
have the register stack;
• In final if the insn string was hash (’#’).

7.1

Define_split example

As an example, consider a machine that generates multiple instructions to add a 64-bit integer. Because we are
using match_scratch in this example, we need to delay
the split until after reload. After the split, 4 instructions
will be generated (add the upper registers, add the lower
registers, generate the carry into the scratch register, and
add in the carry).

(define_insn "adddi3"
[(set (match_operand:DI 0 "i_op" "=&d")
(plus:DI
(match_operand:DI 1 "i_op" "d")
(match_operand:DI 2 "i_op" "d")))
(clobber (match_scratch:SI 3 "=&d"))]
""
"#")
(define_split
[(set (match_operand:DI 0 "i_op" "")
(plus:DI
(match_operand:DI 1 "i_op" "")
(match_operand:DI 2 "i_op" "")))
(clobber (match_scratch:SI 3 """))]
"reload_completed"
[(set (match_dup 4) ; add high part
(plus:SI (match_dup 5)
(match_dup 6)))
(set (match_dup 7) ; add low part
(plus:SI (match_dup 8)
(match_dup 9)))
(set (match_dup 3) ; set carry
(ult:SI (match_dup 7)
(match_dup 9)))
(set (match_dup 4) ; add carry
(plus:SI (match_dup 4)
(match_dup 3)))]
"
{
rtx op0 = operands[0];
rtx op1 = operands[1];
rtx op2 = operands[2];
operands[4]
= gen_highpart (SImode, op0);
operands[5]
= gen_highpart (SImode, op1);
operands[6]
= gen_highpart (SImode, op2);
operands[7]
= gen_lowpart (SImode, op0);
operands[8]
= gen_lowpart (SImode, op1);
operands[9]
= gen_lowpart (SImode, op2);
}")

7.2

Define_split before register allocation

Since the first split pass is now always done, we can
split the example before register allocation if we convert
the SCRATCH registers into real pseudo registers. In
older versions of GCC this was not possible, because
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the first split pass was not always run, and when it was
run, you could not allocate pseudo registers. The current
compiler is now more dynamic in that you can create
pseudo registers later.

= gen_lowpart (SImode, op2);
}")

(define_insn "adddi3"
[(set (match_operand:DI 0 "i_op" "=&d")
(plus:DI
(match_operand:DI 1 "i_op" "d")
(match_operand:DI 2 "i_op" "d")))
(clobber (match_scratch:SI 3 "=&d"))]
""
"#")

When I was reworking the powerpc floating point conversion routines, I discovered that not only can you allocate new pseudo registers during the first split pass, you
can allocate new memory locations. On most powerpc
machines, there is a separation between the general purpose registers, and the floating point registers, and you
generally have to store the value from the general purpose register and load it up in the floating point register
to do the convert. It is complicated by older machines
not having a way to store 32-bit integer values after conversion, so the port allocated a stack temporary to move
the values between the register sets. This allocation occured during the RTL expansion phase, and prevented
some optimizations later. Here is a cut down example
of the code that allocates stack temporaries if they are
needed in the first split pass.

(define_split
[(set (match_operand:DI 0 "i_op" "")
(plus:DI
(match_operand:DI 1 "i_op" "")
(match_operand:DI 2 "i_op" "")))
(clobber (match_scratch:SI 3 """))]
""
[(set (match_dup 4) ; add high part
(plus:SI (match_dup 5)
(match_dup 6)))
(set (match_dup 7) ; add low part
(plus:SI (match_dup 8)
(match_dup 9)))
(set (match_dup 3) ; set carry
(ult:SI (match_dup 7)
(match_dup 9)))
(set (match_dup 4) ; add carry
(plus:SI (match_dup 4)
(match_dup 3)))]
"
{
rtx op0 = operands[0];
rtx op1 = operands[1];
rtx op2 = operands[2];
rtx op3 = operands[3];
if (GET_CODE (op3) == SCRATCH)
operands[3] = gen_reg_rtx (SImode);
operands[4]
= gen_highpart (SImode, op0);
operands[5]
= gen_highpart (SImode, op1);
operands[6]
= gen_highpart (SImode, op2);
operands[7]
= gen_lowpart (SImode, op0);
operands[8]
= gen_lowpart (SImode, op1);
operands[9]

7.3

Allocating memory with define_split

(define_insn "floatsidf2_lfiwax"
[(set (match_operand:DF 0 "f_op" "=d")
(float:DF
(match_operand:SI 1 "i_op" "r")))
(clobber (match_scratch:DI 2 "=d"))]
"TARGET_LFIWAX"
"#")
(define_split
[(set (match_operand:DF 0 "f_op" "=d")
(float:DF
(match_operand:SI 1 "i_op" "r")))
(clobber (match_scratch:DI 2 "=d"))]
"TARGET_LFIWAX
&& can_create_pseduo_p ()"
[(pc)]
"
{
rtx dest = operands[0];
rtx src = operands[1];
rtx tmp = operands[2];
if (GET_CODE (tmp) == SCRATCH)
tmp = gen_reg_rtx (DImode);
if (MEM_P (src))
emit_insn (gen_lfiwax (tmp, src));
else
{
rtx stack
= assign_stack_temp (SImode,
GET_MODE_SIZE (SImode), 0);
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emit_move_insn (stack, src);
emit_insn (gen_lfiwax (tmp, stack));
}
}
emit_insn (gen_floatdidf2 (dest, tmp));
DONE;
}")

8

Using define_insn_and_split

The define_insn_and_split operation is a convenience
operation that allows you to combine a define_insn and
a define_split in one pattern. For example, using my
64-bit add example earlier, you could rewrite this to be:
(define_insn_and_split "adddi3"
[(set (match_operand:DI 0 "i_op" "=&d")
(plus:DI
(match_operand:DI 1 "i_op" "d")
(match_operand:DI 2 "i_op" "d")))
(clobber (match_scratch:SI 3 "=&d"))]
""
; condition for insn
"#"
; asm code, usually "#"
""
; conditional for the split
[(set (match_dup 4) ; add high part
(plus:SI (match_dup 5)
(match_dup 6)))
(set (match_dup 7) ; add low part
(plus:SI (match_dup 8)
(match_dup 9)))
(set (match_dup 3) ; set carry
(ult:SI (match_dup 7)
(match_dup 9)))
(set (match_dup 4) ; add carry
(plus:SI (match_dup 4)
(match_dup 3)))]
"
{
rtx op0 = operands[0];
rtx op1 = operands[1];
rtx op2 = operands[2];
rtx op3 = operands[3];
if (GET_CODE (op3) == SCRATCH)
operands[3] = gen_reg_rtx (SImode);
operands[4]
= gen_highpart (SImode, op0);
operands[5]
= gen_highpart (SImode, op1);
operands[6]
= gen_highpart (SImode, op2);
operands[7]

= gen_lowpart (SImode, op0);
operands[8]
= gen_lowpart (SImode, op1);
operands[9]
= gen_lowpart (SImode, op2);
}")
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Tricks of a Spec master
Michael Meissner
IBM
meissner@linux.vnet.ibm.com

Abstract

1.1

The 29 programs that make up the spec 2006 benchmark
suite are often used to compare systems performance in
the real world, but these benchmarks each have different characteristics. In this lightning round talk, I will
cover at a high level the performance characteristics of
these benchmarks in terms of optimizations that GCC
does. For example, some benchmarks are classic floating point applications and benefit from SIMD (single instruction multiple data) instructions, while other benchmarks don’t.

The 12 Spec 2006 integer benchmarks are:

Spec 2006 INT benchmarks

SpecINT benchmarks
400.perlbench 401.bzip2
403.gcc
429.mcf
445.gobmk
456.hmmer
458.sjeng
462.libquantum 464.h264ref
471.omnetpp
473.astar
483.xalancbmk

1.2

Spec 2006 FP benchmarks

The 17 Spec 2006 floating point benchmarks are:

1

Spec benchmarks

The SPEC organization has strict rules on doing runs
and reporting benchmarks, and companies often have
whole performance groups dedicated to getting the best
numbers as a means of reporting how a particular platform performs compared to other platforms. Most of
the SPEC benchmarks are collections of freely available
softare at a particular point in time with a fixed workload.
When I joined IBM two years ago after working at
AMD, I made the observation that I was at a new company, with a different processor, but that I was running
the same benchmarks, and many of the things I noticed
at AMD were just as relevant at IBM.

SpecFP benchmarks
410.bwaves
416.gamess
433.milc
434.zeusmp
435.gromacs 436.cactusADM
437.leslie3d
444.namd
447.dealII
450.soplex
453.povray
454.calculix
459.GemsFDTD 465.tonto
470.lbm
481.wrf
482.sphinx3

1.3

Base and peak runs

The SPEC organization classifies runs as base and
peak.

This talk explores some of the characteristics that I and
other coworkers have noticed in running spec benchmarks. I use the spec runs as a guide towards tuning the
PowerPC GCC compiler. The percentages listed in this
talk are gathered from various runs over the last year or
two, and come from various compilers. I hope it is useful of things to think about when tuning GCC to run on
various real world application.
This talk is not a representation of official numbers for
IBM platforms, nor is it the offical views of the IBM
corporation.
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• Base runs are meant to run the entire benchmark suite
with a common set of optimization options. In addition,
there are rules that prevent profiling, and should reflect
a high degree of portability, safety, and performance.
The idea is that these would be options you would use
to build a project, but without doing extensive tweaking
of options, training runs, or other highly tuned options.
• Peak runs are no holds barred, optimize to the maximum even if it may violate language standards. You can
profile a benchmark with training runs, specify different
options for each particular benchmark, link in libraries
on a per-application basis.
• In terms of tuning the compiler, I tend to take a middle
ground, in that I generally try to use the same option
on each build, but I will use -ffast-math, -O3, and
some other options.
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• I do break with the same option rule for the
400.perlbench and 433.milc benchmarks because I
use the -fno-strict-aliasing option for those
benchmarks alone. Those benchmarks do not run
in some cases without -fno-strict-aliasing.
The SPEC committee has ruled for base runs,
-fno-strict-aliasing counts as an optimization option, and not a portability option. I don’t notice the problem when doing power7 runs, but I have
noticed it in doing power6 runs. For an official result
with GCC, we would need to use the option, at least for
power6. Using -fno-strict-aliasing does hurt
performance in some benchmarks.
• When I was benchmarking GCC 4.3 based compilers, I also omitted the -ftree-loop-linear option when building 464.h264ref, since the 4.3 compiler
generated an internal error. More recent compilers have
fixed this bug, so I now use the option on all builds.
• The spec numbers for each benchmark are ratios compared to a run of a particular machine in 2006. If you
look at the numbers, you will see a wide swing of values, where some benchmarks have radically improved
with newer machines, while other benchmarks have less
improvement.
• SpecINT and SpecFP are each calculated as the geometric mean of the benchmarks. This has the effect that
if you find a new optimization that helps a single benchmark, it brings up the combined value a little, but it can
be frustrating when you get a 25% gain in a benchmark
and the SpecFP number only goes up by a percent.

1.4

Current options used on power7

The options that I use change over time, but in the fall
of 2010, the options I currently use for power7 are:
• -O3

2

Reciprocal estimate

The PowerPC architecture has several instructions that
give an estimate which can then be refined with
multiple Newton-Raphson steps to recover the accuracy. Newer generations of the PowerPC architecture
(power6, power7) provide higher accuracy so that only
2 steps of Newton-Raphson fixup are needed.
• FRE, FRES: Estimate 1/x for double and single precision.
• FSQRTE, FSQRTES: Estimate 1/sqrt(x) for double and
single precision.

The main function (inl1130) in the 435.gromacs
benchmark has nine occurances of the single precision 1/sqrt(x) in the inner loop. By using the
-mrecip=rsqrt option that was added in GCC 4.6,
it sped up the 435.gromacs benchmark by 25%.
The 437.leslie3d benchmark speeds up by 3% when
using the plain reciprocal estimate instructions, but
450.soplex slows down, so at present, I recommend of
optimizing just 1/sqrt(x).
The x86 computers have similar estimate instructions
for single precision (not double precision), and the GCC
compiler has optimized this for some time.
The function (inl1130) also is rather register intensive,
and the PowerPC compiler has to spill intermediate values to the stack because the compiler ran out of floating
point registers (32). One of the optimizations we are
considering in the future is to spill single precision values to the upper 32 registers available under VSX rather
than save/restore them to the stack.

• -fpeel-loops
• -funroll-loops
• -ftree-loop-linear
• -fvect-cost-model
• -ffast-math

3

Pow 0.75

I looked at the profile information for the 410.bwaves
benchmark, and discovered it was spending 50% of the
time in the pow function. I looked at the benchmark and
saw that the source only had two forms of pow useage:

• -falign-functions=16
• -falign-loops=32

• a**2 which the compiler optimizes into a multiply;

• -mveclibabi=mass

• a**0.75 which the compiler did not optimize.

• -mcpu=power7
• -mrecip=rsqrt

I submited a patch that causes GCC to optimize pow
(x, 0.75) into sqrt(sqrt(x)) * sqrt(x)
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when -ffast-math is used for all ports that provide
a sqrt instruction.
Benchmark
410.bwaves

4

tt=datan2(dsqrt(1.d0-cn*cn),cn)/3.d0

I wrap the atan2 call using the options
-Wl,-wrap,atan2 and linking in the following
code with all programs:

Percent
+48%

Vectorized libraries
static double zero = 0.0;

The x86 port has had the -mveclibabi=acml and
-mveclibabi=svml options for some time to use the
optimized AMD and Intel math libraries that vectorize various math functions under the -ffast-math
option. In 2010, I added -mveclibabi=mass option to the PowerPC port to access the MASS optimized
libraries. I measured the performance of just using the
MASS library for its faster version of the math functions,
and the effect of vectorizing the math functions under
Power7 VSX.
Currently, the compiler only optimizes calls to the elemental vector elements, such as V2DF or V4SF, but the
optimized math libraries also have functions that take
two pointers and a length, and I had meant to add a pass
to GCC that would convert code like:
for (i = 0; i < n; i++)
a[i] = sin (b[i]);

into the appropriate vector calls. This should provide
more benefit since the optimized math libraries can do
the appropriate scheduling of the loads and stores.
Benchmark
459.GemsFDTD
465.tonto
481.wrf

5

Library
+8%
+73%
+64%

Autovect
+8%
+75%
+72%

Floating point multiply and add instructions

The 454.calculix benchmark benefits the most from having the compiler automatically optimize (a * b) +
c into a fused multiply/add operations and 1.0 - (a
* b) into a fused negative multiply/subtract operation.
Benchmark
454.calculix

Percent
+16%

Due to a bug that we haven’t tracked down yet, we need
to wrap the atan2 library because something isn’t dealing with -0.0. It occurs from the fortran line:

extern double __real_atan2 (double,
double);
double
__wrap_atan2 (double x,
double y)
{
return __real_atan2 (x + zero,
y + zero);
}

6

Benchmarks that are vectorized

I’ve looked at the code that is vectorized on the SPEC
2006 benchmark on the power7, which includes vector
char, short, int, float, and double operations.
I see that a lot of benchmarks generate vector code in
various places, but when I looked closer, I didn’t see that
much vector code in the hot functions. One of the functions 410.bwaves has vector code in the hotspot functions, but is slower than the scalar version. None of the
benchmarks have vector integer or vector single precision operations generated in hot functions. It is interesting that the three benchmarks that can benefit from vectorized math libraries, don’t seem to have other vectorizable code in the hot functions. It may be that so much
time is spent doing the math functions, that it swamps
the other calculations.
Benchmark
410.bwaves
436.cactusADM
437.leslied

7

Percent
-10%
+60%
+28%

Code alignment issues

One of the very frustrating issues we’ve been dealing
with when comparing two compilers, is that for a few
benchmarks, depending on exactly where the hot loop
is placed, we will see big swings in performance. Just
bumping up function and loop alignments blindly can
result in other slow downs.
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Benchmark
410.bwaves
450.soplex
456.hmmer

8

Difference
+/- 20%
+/- 6%
+/- 12%

10

Shrinkwrapping

Shrinkwrapping is a term we use to describe functions
that have a simple test around the function, and if the test
fails, the rest of the function is not executed. If the test
involves an argument passed in a register and is often
false, and the function will needlessly save and restore
any saved registers that were used when the test is true.
On some of the PowerPC machines the processor will
stall while waiting until the store queue is emptied before it can do the loads in some cases. The place that
we noticed it was in the 453.povray benchmark in the
pov::Ray_In_Bound() function.
Benchmark
453.povray

Profile
+/- 3%

Elapse
+/- 6%

The savings in cpu time for using shrinkwap on the
pov::Ray_In_Bound() function is 3% and the total elapsed time difference is 6%. This indicates that the
cpu is spending a lot more time page faulting or idling
while doing the useless stores.

9

32-bit vs. 64-bit

On the PowerPC architecture, I see roughly a 10% overall drop in performance when I run the SpecINT benchmark in 64-bit mode compared to 32-bit mode. The
SpecFP benchmark is roughly 1% difference. However,
it isn’t consistant. There are benchmarks with big drops
when running in 64-bit mode compared to 32-bit mode,
but other benchmarks that are faster.
There are many different reasons for this performance
difference:

• 32-bit programs have smaller pointers and generally
have smaller stack frames and structure alignments.
This means that in general the data cache will be more
effective for 32-bit programs than for 64-bit programs.

• The ABI (application binary interface) is different for
32-bit and 64-bit programs. Depending on the system,
this can have either a positive or negative effect. For
instance, on the x86, in 64-bit mode, instructions often
times have the REX prefix set to address the registers
added in 64-bit. This makes instructions somewhat bigger, and makes the instruction cache less effective.

Benchmarks with hotspot functions

Some benchmarks concentrate most of their execution
in a few functions, while others distribute their time over
more functions. It is a lot easier to look at the hot functions to optimize them rather than trying to come up
with an optimization that speeds up programs in general. Here is a list of the benchmarks with hot functions:
Benchmark
470.lbm
436.cactusADM
456.hmmer
462.libquantum
437.leslie3d
459.GemsFDTD
410.bwaves
401.bzip2
473.astar
429.mcf
444.namd
435.gromacs

Percent
99%
99%
96%
94%
93%
90%
89%
86%
85%
85%
73%
71%

# functions
1
1
1
3
7
5
2
5
3
3
7
2

• On the other hand, 64-bit programs usually have a single
instruction to do 64-bit integer arithmetic, while 32-bit
programs have to issue multiple instructions to do 64-bit
integer arithmetic. This affects programs that use long
long types in C or INTEGER in Fortran defaulting to
64-bit.

• Many programs need 64-bit addressing these days, and
would be severaly hampered when run on a 32-bit system. This is a case where the real world is not necessarily in tune with the benchmarking world.

10.1

Benchmarks that are faster in 32-bit mode

Some of the benchmarks that are slower in 64-bit compared to 32-bit are:
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Benchmark
429.mcf
471.omnetpp
464.h264ref
483.xalancbmk
473.astar
445.gobmk
401.bzip2
416.gamess
450.soplex
458.sjeng
482.sphinx3*
444.namd
447.dealII
403.gcc
400.perlbench
465.tonto

Type
int
int
int
int
int
int
int
fp
fp
int
fp
fp
fp
int
int
fp

Percent
-31%
-23%
-18%
-12%
-10%
-10%
-9%
-9%
-9%
-9%
-6%
-5%
-5%
-5%
-4%
-4%

Cause
Pointer chasing
Pointer and calls
Pointer chasing
Calls and malloc
Pointer chasing
Calls

* The sphinx3 run was with a GCC 4.4 based compiler,
as it did not work correctly in GCC 4.6 when I did the
comparison.
10.2

Benchmarks that are faster in 64-bit mode

Some of the benchmarks that are faster in 64-bit compared to 32-bit are:
Benchmark
462.libquantum
410.bwaves
481.wrf*
436.cactusADM
453.povray

Type
int
fp
fp
fp
fp

Percent
+4%
+14%
+13%
+9%
+4%

Cause
long long
fortran int
fortran int
fortran int
long long

* The wrf run was with a GCC 4.4 based compiler, as it
did not work correctly in GCC 4.6 when I did the comparison.
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Consistent Views at Recommended Breakpoints
Alexandre Oliva
Red Hat
aoliva@redhat.com

Abstract
When users of source-level debugging and monitoring
programs choose to inspect the state of the program at
a certain line number, it is desirable that effects of logically prior source statements be in the picture presented
to the user, and that effects of subsequent statements not
be in it. However, as optimizations change, drop and reorder code fragments, concerted effort is required of the
compiler and the debug information consumer to select
appropriate inspection points, and to reconstruct coherent pictures for the user.
We propose a robust method for the compiler to select
and annotate meaningful, consistent inspection points,
and debug information extensions to support multiple
coherent pictures at a single program location. They enable debug information consumers to stop at inspection
points that could not be represented otherwise, and to
advance to the user-visible states of subsequent source
lines, even in the absence of intervening executable instructions.

1

Introduction

Much effort has been put into maintaining, throughout
compilation, the association between source variables
and their run-time locations or values, as well as between executable code fragments and their corresponding source-code line numbers.
However, it is often the case that, because of optimization, code fragments from one statement run before previous statements complete. Thus, when debug information consumers wish to inspect the state of the program
at a certain line, the picture they expect may not be available at the selected inspection point. Indeed, deepending on instruction reordering, the expected picture may
not be available at any instruction generated out of the
chosen statement.

In earlier work[2], we have introduced Variable Tracking at Assignments (VTA), i.e., annotations that bind
user variables to expressions that denote their location
or value, and whose ordering is maintained unchanged
during compilation, regardless of instruction reordering.
As such, these annotations offer a progressive view of
the side effects of source statements, as expected from
the source-level point of view.
In this work, we take advantage of the stability of these
annotations over reordering optimizations, and introduce additional annotations to provide the missing information, so as to select the ideal inspection point for
each source line or statement, so as to offer a view of
the program state that matches the expectations of an
non-optimized compilation.
This article is structured as follows. In Section 2, we
cover some of the background of debug information
generation and variable tracking at assignments. Section 3 describes the newly-proposed annotation to mark
the frontiers between statements. Section 4 justifies
and proposes extensions to existing debug information
formats[1] to enable multiple inspection points per program location, and Section 5 offers some advice to debug information consumers. Section 6 concludes with
suggestions and plans to deal with situations that are not
covered in the present work.

2

Background

There are two aspects of debug information we are concerned with in this article: line numbers and variable
locations. They’re described in independent sections in
standard debug information formats such as DWARF.
They’re designed so that debug information consumers
can find, for a given PC (program counter, the address
of an executable instruction in the program), the corresponding source location and the run-time location of
available user variables.

• 83 •

84 • Consistent Views at Recommended Breakpoints
2.1

Line number information

Line number information is represented in DWARF using very compact and extensible line number programs.
These programs tell debug information consumers how
to build a table with one row per executable instruction, with columns indicating address and index (for
machines that pack multiple instructions into a single
word), source file, line and column the instruction pertains to, the ISA (for executable formats that support
multiple instruction sets), whether the instruction is the
beginning of a source statement, of a basic block, of a
function epilogue, whether it is the end of a function
prologue.
Line number programs take the form of a sequence of
opcodes. Various standardized opcodes set values for
specific columns in the next row of the table. Others
advance the address, index and line number by fixed
amounts, completing a row and advancing to the next
entry in the table.
The encoding is extensible in that opcodes to set new
columns can be added in a way that does not prevent debug information consumers that are not aware of it from
parsing the remaining line number information. For example, DWARF 4 standardized a discriminator column,
that associates an instruction to a block identifier, a number arbitrarily assigned by the debug information producer.
Although it is possible for a compiler to generate line
number programs, computing instruction lengths, alignments and padding is easier done by the assembler. To
this end, assemblers often offer pseudo-opcodes such as
.file, to name source files, and .loc, to indicate the
points of line number changes, as well as other columns
for the line number table.
GCC associates source location information with tokens
as they are parsed, and propagates these locations to
declaration and expression trees, then to Generic stmts,
GIMPLE tuples, and RTL insns, maintaining them reasonably accurate as optimizations split, combine, and
reorder executable elements of the various compiler internal representations. As assembly code is generated
for RTL insns, .loc directives are issued as mandated
by the location information present in the insns.
Some loss is experienced when optimizations restructure the code, e.g., when portions of different blocks,

identical in effect but not in line numbers, are unified
into a single block. Line number programs in DWARF
are not geared towards supporting scenarios in which the
same instruction corresponds to multiple source code
blocks, even more so if it would be desirable to trace
which source block a specific execution of the instruction pertains to. This is a problem that we’re saving for
future work.
2.2

Variable location information

Debug information entries for user variables appear in
the linearized tree data structure that represents a compilation unit. Each node in the tree stands for an entity
such as a module, a namespace, a subroutine, a lexical
scope, or a data constant or variable. It may have children nodes, as well as multiple attributes. A node that
stands for a user variable may have attributes for a constant value or a location. The location attribute may be
represented as a single location descriptor, applicable to
the entire lifetime of the variable, or as a location list.
A location list is a sequence of tuples that specify an
address range and a location expression. The range is
given as a pair of (relative) addresses: the lowest address at which the expression applies, and the lowest
subsequent address at which it no longer applies. Multiple tuples may cover the same address range, implying
the variable is concurrently available at all the given expressions.
A DWARF version 3 location expression names a register, or a memory location, specified as a computation out
of constants, registers and other memory locations. The
computation is described with standardized opcodes on
a stack machine.
DWARF version 4 introduced a new opcode that enables
a location expressions to yield a computed value a user
variable would hold if the computation hadn’t been removed by optimizers. Debug information consumers
that do not implement this new opcode disregard the entire expression, but they’re no worse off than when such
an expression couldn’t be emitted.
In order to generate variable location information, GCC
associates RTL expressions that represent (pseudo) registers and memory locations with corresponding variable declarations. At the end of compilation, the Variable Tracking pass performs global analysis to infer
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the dynamic location of variables, as they’re loaded
from memory, modified or copied between registers, and
stored back in memory. At the end of all optimizations,
it emits notes that bind user variables to the inferred locations, and these notes are later used to generate location descriptors and lists.
As more optimizations were introduced before RTL expansion, this association became highly unreliable for
variables that didn’t live permanently in memory. To
fill the gap, we introduced Variable Tracking at Assignments (VTA), in GCC 4.5. It also involves notes that
bind user variables to expressions that denote their location (or value), emitted after each assignment (thus the
name) to variables whose locations may vary over their
lifetimes. Like line number information, these notes
are introduced early on in compilation, before the internal representation diverges from source code, and maintained accurate throughout optimizations with little effort from optimizers. These notes feed the global analysis performed by Variable Tracking, so that location
notes can be emitted not only at assignment points, but
also when e.g. registers are reused for other purposes,
but the value of the variable is still computable or available elsewhere.

3

Statement Frontier Annotations

One particularly important feature of VTA bind notes is
that they offer a progressive view of the computation,
as specified in the source code. Optimizers are not supposed to reorder these notes: even if an assignment operation is moved or optimized away, the bind note remains
in place, adjusted as required to bind the user variable to
the user-expected value expression.
As such, for programs whose computations amounted
to nothing but assignments to user variables whose locations might vary over their lifetimes, select VTA bind
notes would be excellent markers for the end of source
statements. Sadly, most non-trivial programs call subroutines, and they often use variables that don’t require dynamic location tracking, so relying exclusively
on VTA bind notes to denote the frontier between one
source statement and the next would not work.
We have thus considered emitting notes at the end of
statements that didn’t end with a VTA bind note. However, debuggers and their users seldom think in terms of
ends of statements. Users, influenced by debuggers’ interfaces and vice-versa, tend to think in terms of “stop at

Table 1: Source file f.c
1:int f(int a, int b, int c, int d) {
2: int x = a + b;
3: int y = c / d;
4: x -= y;
5: return x;
6:}

line N” to inspect the effects of line N − 1. Indeed, debug information formats such as DWARF have support
for marking the beginning, not the end of a statement in
a line number table. Moreover, the end of a statement
marker would seldom even have an instruction pertaining to that statement to bind itself to: its row in the line
number table would be followed by a row number entry
for the same address, denoting the source location of the
subsequent instruction.
In fact, GCC 4.5 emits (is_stmt 1) markers in
line number information every time the line number
changes. However, these markers, as they are implemented nowadays, seldom form a coherent picture with
the program state exposed by variable location information. Our proposal is to issue beginning-of-statement
notes early on in compilation, to keep them from being reordered with respect to each other and debug
bind notes, so that they become part of the progressive
view, and finally, to use them to decide when to issue
is_stmt markers.
To illustrate the difference, consider the simple function
depicted on Table 1.
Compiled for a superscalar machine that passes arguments on the stack, the scheduler might move the loads
and the division up to hide their latencies, and we’d generate code such as that of Table 2. Register annotations
indicating source variables are displayed in parentheses
after register names.
GCC 4.5 would generate debug information as depicted
on Table 3. Location information is denoted in # comments. Note how the statement marker for line 3 appears
before that of line 2. Further observe how the computation from line 4 was substituted into the return value
computation in line 5, so that no code remained in line 4
proper. If you were to request a debugger to stop at line
4, it would stop at line 5, at which point the initial value
of x would no longer be available.
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Table 2: Optimized f.c
f:
r5(c)
r6(d)
r2(a)
r3(b)
r7(y)
r4(x)
r1(x)
ret

<*(sp+12)
<*(sp+16)
<*(sp+ 4)
<*(sp+ 8)
<- r5(c) / r6(d)
<- r2(a) + r3(b)
<- r4(x) - r7(y)

Table 3: Optimized f.c with GCC 4.5 debug info

Table 4: Optimized f.c with proposed debug info

f:
.file 1 "f.c"
# a => *(sp+ 4)
# b => *(sp+ 8)
# c => *(sp+12)
# d => *(sp+16)
.loc 1 3 is_stmt 1
r5(c) <*(sp+12)
r6(d) <*(sp+16)
.loc 1 2 is_stmt 1
r2(a) <*(sp+ 4)
r3(b) <*(sp+ 8)
.loc 1 3 is_stmt 1
r7(y) <- r5(c) / r6(d)
.loc 1 2 is_stmt 1
r4(x) <- r2(a) + r3(b)
.L0:
# x => r4(x)

f:
.file 1 "f.c"
# a => *(sp+ 4)
# b => *(sp+ 8)
# c => *(sp+12)
# d => *(sp+16)
.loc 1 3 is_stmt 0
r5(c) <*(sp+12)
r6(d) <*(sp+16)
.loc 1 2 is_stmt 0
r2(a) <*(sp+ 4)
r3(b) <*(sp+ 8)
.loc 1 3 is_stmt 0
r7(y) <- r5(c) / r6(d)
.loc 1 2 is_stmt 1
r4(x) <- r2(a) + r3(b)
.L0:
# x => r4(x)
.loc 1 3 is_stmt 1
.L1:
# y => r7(y)
.loc 1 4 is_stmt 1
.L2:
# x => r4(x) - r7(y)
.loc 1 5 is_stmt 1
r1(x) <- r4(x) - r7(y)
.Lret:
ret
.Lend:

.L1:
# y =>
.loc 1
.L2:
# x =>
.loc 1
r1(x)
.Lret:
ret
.Lend:

r7(y)
4 is_stmt 1
r4(x) - r7(y)
5 is_stmt 1
<- r4(x) - r7(y)
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Now, consider the alternate is_stmt locations displayed on Table 4. The moved-up loads are no longer
the recommended breakpoints. Instead, they are close
to the bind annotations that denote the progressive side
effects expected from the source code. When users stop
at a breakpoint and find themselves at a certain line, they
will be able to observe the completed effects of previous
statements.

4

Debug Information Extensions

in location expressions would invalidate the expressions
for debug consumers, even though, lacking support for
multiple views per PC, using the ranges alone would
be correct. Modifying the location list format to support view numbers as part of the ranges would render
the entire location lists incompatible. Adding another
attribute to variables, to point at a view number table,
would work, but it would be a bit wasteful in terms of
space. The solution we chose: adding the view numbers right after the end of a location list, with a new flag
attribute, say DW_AT_location_has_views, to indicate their presence.

Unfortunately, it is still the case that no instruction remained between the recommended breakpoint for line
4 and that for line 5, so asking for a breakpoint at line
4 would land you at line 5. In a way, it is now worse,
because the lack of instructions applies to the recommended breakpoint for line 3 as well. This is not an unusual situation. Scheduling an instruction from one line
right after a marker for a different line is not unusual either, and this could land you not at a subsequent line, but
also at a previous line, which could be very confusing.

No disruption to existing debug information consumers,
check. But how about enabling the compiler to generate
location lists and the assembler to emit line numbers?
Surely, if the compiler does all the work, it can choose to
its liking the view numbers for line number table rows,
and then reference them at the view addends at the end
of location lists.

These realizations led to the conclusion that we needed
means to tell apart different source-level states at the
same PC. Indeed, GDB could already present different pictures at the same PC, in cases of inlined functions, emulating the different frames that would have
been constructed should the function not be inlined. We
just had to take this notion of multiple views per PC a
step further.

It should be noted that view numbers need not be globally unique, not even within a compilation unit. As long
as different views at the same PC are assigned different numbers, it could be made to work. However, it
is more convenient if view numbers can be regarded as
a less-significant, fractional portion of the address, i.e.,
that they are ordered and can be compared according to
the logical execution order. Compilers can thus reset the
view number whenever the instruction address changes.

The goal could be stated as enabling the compiler and
the debugger to behave as if a nop instruction was emitted after each is_stmt marker, as far as breakpoints
and single-stepping are concerned, without disruption
for debug information consumers that did not support
the extensions required to this end, and while still permitting the division of work between compiler and assembler in generating debug information.
It was clear that extensions would be required. Both line
numbers and location lists are keyed off of instruction
addresses, so additional information would be required
to establish the link between line numbers and location
expressions pertaining to different views at the same PC.
So say we introduce view identifiers, or view for short.
Adding a new column to the line number table to carry
it is easy, but adding the information to location lists
is not so trivial. For example, testing view numbers

Assemblers may accept view numbers from the compiler, as additional operands to .loc directives, but
since the assembler knows better than the compiler
when addresses change, the compiler can leave it up to
the assembler to select view numbers in .loc directives: for every such directive without any intervening
address change, the view counter is incremented. Labels
defined afterwards inherit the view counter in effect, an
assembler pseudo-opcode or functional operator can be
introduced to output the view counter associated with a
label as part of location lists addends.
Given these constraints, labels .L0, .L1, .L2, .Lret
and .Lend can be assigned views number 0, 1, 2, 0 and
0, respectively, so that variable x is marked with say
DW_AT_location_views, and the location list can
be emitted as depicted on Table 5.
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Table 5: Location list for variable x
.LLSTx:
.long .L0 - f, .L2 - f
.value 1
.byte DW_OP_reg4
.long .L2 - f, .Lend - f
.value 6
.byte DW_OP_breg4, 0,
DW_OP_breg7, 0,
DW_OP_minus,
DW_OP_stack_value
.long .Lret - f, .Lend - f
.value 1
.byte DW_OP_reg1
.long 0, 0
.view .L0, .L2,
.view .L2, .Lend
.view .Lret, .Lend

5

code out of multiple converging blocks, as mentioned in
Section 2.
Saving in debug temporaries the conditions used to decide between multiple blocks is something we already
envisioned, to deal with conditional binds in blocks
combined by if-conversion passes. If this proves effective, it may pave the way to applying such conditionals
also to select the right view for a PC address.
On a breakpoint specified only by its PC address a debugger may not be able to associate the intended source
line to it. The debugger would have to default, for example, to the first view for that PC.
Being able to inspect optimized program state in a way
that better reflects the expectations that would be met
by non-optimized programs should be a significant improvement to the usability of debuggers, system monitors and other tools that rely on debug information to
inspect the state of the program.

Usage
Acknowledgments

Being able to stop a program at any line that contained
source code, and inspect its state so that the effects of
all prior statements and none of the effects of subsequent statements are visible, is certainly desirable for
debuggers such as GDB, but it is even more important
for monitors such as SystemTap. Such tools ought to
use view information as soon as it is available.
Multiple views per PC enable debuggers to advance the
view to another line without actually changing the underlying state of the program. The ability to step from
one line to another even when no code remained between their recommended breakpoints may offer users
a closer debugger experience to that of a non-optimized
build, which some users may welcome. Others may be
disturbed if a request to let the program run for a bit
doesn’t, and the PC remains the same. We suggest debuggers to offer both possibilities.

6

Future Work

This proposal brings us closer to the ability to debug and
monitor optimized programs as closely as possible to the
non-optimized counterparts. However, a number of issues remain to be addressed when it comes to optimizations that restructure the code, say, by factoring common

The idea of being able to stop at source lines that had
been completely optimized away was first suggested by
Red Hat colleague Jan Kratochvil. The infrastructure
required to support this turned out to be essential for
statement frontier annotations to bring improvements to
debug information. Thanks to Jan for pointing the way
to a solution for a problem that had not become apparent
yet, and for his reviews and suggestions for this paper.
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Abstract
The automatic vectorization of GCC relies on the ifconversion pass to remove control flow from the innermost loops. Another transformation that removes control flow in loop nests is loop flattening: it extends the
applicability of if-conversion to loop nests, collapsing
nested loops into a single loop. Loop flattening creates
new opportunities for optimizations such as vectorization and VLIW software pipelining which are designed
for loops with no nesting. Loop flattening together with
if-conversion can transform non perfectly nested loops
into a form that can be vectorized using predicated vector code.
The upcoming AMD’s Bulldozer processors introduce a
conditional move instruction, part of the XOP instruction set, that enables the efficient execution of predicated vector code. To exploit this capability, we improved the if-conversion and we added a new loop flattening pass to GCC. We present preliminary results
of the improved vectorization capabilities of GCC on
AMD Bulldozer processors.

1

Introduction

The work that we describe in this paper examines ways
to enable GCC’s automatic vectorization of loops with
irregular control flow. Currently the vectorizer only handles loops that are under a canonical form: a unique basic block contains all the code of the loop body and the
loop latch basic block is empty. When one of these characteristics is not satisfied in a loop, the vectorization is
not applied.
The if-conversion transformation of GCC can transform
a simple loop with conditions into the canonical form
expected by the vectorizer. When looking at the control
flow graph, the if-conversion removes forward edges

and leaves the code of the loop body in a single basic
block. We describe the restrictions under which the ifconversion cannot be applied and the kind of loops that
can be vectorized after if-conversion. We then propose
a technique that enables if-conversion on more cases by
avoiding the restrictions.
In order to extend GCC’s automatic vectorization to arbitrarily complex loop nests, we explored loop flattening
transformations in two GCC representational domains:
Graphite and Loop-Cfg-Gimple-SSA. Loop flattening
collapses several loops either nested or that are executed
in sequence into a single loop. Once flattened, any conditions in the resulting loop can be if-converted in order
to obtain the canonical form expected by the vectorizer.
When looking at the effect of the loop flattening on the
control flow graph, backward pointing edges are transformed into forward edges. This remark resulted in a
general algorithm that removes all back-edges of a loop
body, collapsing them into its own latch edge. In fact,
this general algorithm applies as well to unstructured
code that currently cannot be handled by the natural loop
analysis.
In the next sections, we describe the if-conversion transformation and its implications on vectorization. Then
we explore two loop-flattening algorithms, both the high
level semantical algorithm that we implemented using
the Graphite infrastructure and the low level back-edge
removal algorithm that we implemented in GCC on the
Loop-CFG-Gimple-SSA representations.

2

If-conversion

In the absence of side-effects, if-conversion transforms
control-flow into data-flow (i.e., control dependences
are transformed into data dependences [1]) with the
use of conditional expressions. This transformation removes edges pointing forward in the CFG improving the
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capabilities of the automatic vectorization pass of GCC.
Other positive effects of if-conversion are:
• branch mis-prediction: as there are fewer branches
after if-conversion, there are fewer mis-predicted
branches;
• instruction pipeline: the loop’s steady state is more
regular on the if-converted form and allows better
throughput avoiding bubbles in the pipeline;
• scheduler: because of a larger basic block, the
scheduler is less restricted to reorder the execution
of instructions;
• ILP: the amount of instruction level parallelism in
the loop is increased by if-conversion as several independent execution paths are merged together.
As a simple example of if-conversion, the following
loop containing a condition:
f o r ( i = 0 ; i < N ; i ++) {
i f ( cond )
a = x;
else
a = y;
b = a + 2;
}

is transformed into this loop that has no control flow in
its body:
f o r ( i = 0 ; i < N ; i ++) {
a = cond ? x : y ;
b = a + 2;
}

2.1

In the original program, only one of the branches of the
condition is taken and evaluated for a given iteration of
the loop. After if-conversion, both branches of the condition are evaluated. This transformation is not always
legal, as the non taken branch might contain side effects
that the original program did not have. The usual example of illegal if-conversion contains a NULL pointer
check and a dereference of the pointer:
f o r ( i = 0 ; i < N ; i ++) {
if (p)
∗p = 3 ;
}

that might produce an exception, if the condition is ifconverted, due to the dereference of a NULL pointer.
If-conversion might increase the number of memory
accesses, potentially introducing data races in multithreaded code. The typical form of illegal if-conversion
are due to the unconditional execution of statements that
could trap1 , for example:
• writes in a read only memory,
• accesses of out-of-range memory,
• accesses of invalid pointers,
• division by zero.
2.2

When the transformation is performed on a Static Single Assignment (SSA) form, as implemented in GCC,
the phi nodes at the junction of two incoming edges are
replaced with a conditional expression. On the previous
example written in SSA form:

Restrictions for if-conversion

If-conversion of memory reads and stores

If we assume a memory model for a single threaded
cpu2 , it is possible to also if-convert memory stores under the additional conditions:

loop
i f ( cond )
a_0 = x ;
else
a_1 = y ;
a_2 = p h i ( a_0 , a_1 ) ;
b_3 = a_2 + 2 ;
end_loop

• the data references used in the if-converted
branches occur either in read or write mode at every
iteration of the loop, guaranteeing that the data references will not access out-of-range memory more
than the original program,

if-conversion removes the phi node and replaces it with
a conditional expression as follows:

• there exists at least one unconditional write to the
array, guaranteeing that an array is not const qualified.

loop
a_0 = x ;
a_1 = y ;
a_2 = cond ? a_0 : a_1 ;
b_3 = a_2 + 2 ;
end_loop

1 See Joseph S. Myers’s remarks on the legality of if-conversion:
http://gcc.gnu.org/ml/gcc-patches/2010-06/
msg02362.html
2 For instance -fmemory-model=single as discussed in http://
gcc.gnu.org/ml/gcc/2010-05/msg00171.html

2010 GCC Developers’ Summit • 91
Under these conditions, the if-conversion that we implemented in GCC would transform this code
f o r ( i = 0 ; i < N ; i ++)
i f ( cond )
A[ i ] = e x p r ;

by introducing a full write to A[i] at every iteration:
f o r ( i = 0 ; i < N ; i ++)
A[ i ] = cond ? e x p r : A[ i ] ;

2.3

Results

We have extracted several kernels from the FFmpeg
source code that have been vectorized by hand for MMX
or SSE2 together with the C version of the kernel. A
very common pattern in these kernels is the use of conditionals in a loop. We analyzed more precisely one
of these kernels used in the encoding and decoding of
video streams:

We generated two versions, one targeting the SSE2 vector instructions and another version targeting XOP. We
used a simulator for the upcoming Bulldozer processors to evaluate the effectiveness of the vectorization using the XOP instructions VPCMOV (conditional move)
and VPMAC (multiply accumulate) with respect to the
SSE2 instruction set.
The XOP version executed 2.51 times faster than the
SSE2 version. Part of that is due to the fact that the
XOP version executes fewer instructions: the XOP version executes 163882 instructions and the SSE2 version
that executes 540714 instructions. The SSE2 emulates
the predicated code with a combination of logical operations whereas the VPCMOV executes as a single instruction. Furthermore, the XOP version uses the fused
multiply accumulate VPMAC instruction instead of two
successive operations.
2.4

If-conversion without restrictions

# i n c l u d e < s t d l i b . h>
# d e f i n e N 256 ∗ 256
s t a t i c void
d c t _ u n q u a n t i z e _ h 2 6 3 _ i n t e r _ c ( i n t ∗ block ,
i n t qscale , i n t nCoeffs )
{
i n t i , l e v e l , qmul , qadd ;
qadd = ( q s c a l e − 1 ) | 1 ;
qmul = q s c a l e << 1 ;
f o r ( i = 0 ; i <= n C o e f f s ; i ++)
i f ( block [ i ] < 0)
b l o c k [ i ] = b l o c k [ i ] ∗ qmul − qadd ;
else
b l o c k [ i ] = b l o c k [ i ] ∗ qmul + qadd ;
}
int
main ( v o i d )
{
i n t ∗ b l o c k = ( i n t ∗ ) m a l l o c (N ∗ s i z e o f ( i n t ) ) ;
f o r ( i = 0 ; i < N ; i ++)
block [ i ] = i % 2;

In order to avoid the above mentioned restrictions, and
systematically enable if-conversion, the compiler can
generate code that is valid and free of trapping operations by introducing a pointer indirection. The compiler
can create an object that is written to or read from in the
case of the branch that is not taken: a pointer is used
to redirect the output to the useful object that the original program uses or to the artificial object that has been
created by the compiler.
For the undefined pointer example, the compiler could
generate the following if-converted code, with q a
pointer to a valid object created by the compiler:
f o r ( i = 0 ; i < N ; i ++) {
t = p ? p : q;
∗ t = 3;
}

}

This same technique could be used to avoid excessive
write accesses to the memory used by the original program, making the if-conversion safe for multi-threaded
programs. For instance, on the following code:

After if-conversion and code optimizations the DCT
loop kernel looks like this, and is vectorized:

f o r ( i = 0 ; i < N ; i ++) {
i f ( cond )
A[ i ] = e x p r ;
}

d c t _ u n q u a n t i z e _ h 2 6 3 _ i n t e r _ c ( block , 42 , N) ;
r e t u r n block [ 1 0 ] ;

f o r ( i = 0 ; i <= n C o e f f s ; i ++) {
t1 = block [ i ] ;
t = t 1 < 0 ? − qadd : qadd ;
b l o c k [ i ] = t 1 ∗ qmul + t ;
}

instead of if-converting by introducing a full write to
A[i] at every iteration, the compiler could generate this
other version that would be thread-safe, with q defined,

92 • Improving GCC’s auto-vectorization with if-conversion and loop flattening for AMD’s Bulldozer processors
as before, as a pointer to a valid object created by the
compiler:
f o r ( i = 0 ; i < N ; i ++) {
t = cond ? &A[ i ] : q ;
∗ t = expr ;
}

This same technique could apply to the other restriction
cases previously mentioned: writes to a read-only memory, out-of-range accesses, and access of invalid pointers.
For the case of division by zero, we should assume in
Gimple that the conditional operations exists for all operations including the divide. It is up to the RTL code
generation to generate an if statement, if the operation
does not exist in the hardware.

3

Loop flattening on a high level semantical
representation of loops

Loop flattening [2] transforms loop nests into a single
loop, removing the loop nesting structure. The autovectorization can then apply on the full loop body, without needing the outer-loop vectorization.
The canonical example is as follows: suppose that we
have a loop nest with known iteration counts
f o r ( i = 1 ; i <= 6 ; i ++)
f o r ( j = 1 ; j <= 6 ; j ++)
S1 ( i , j ) ;

The loop flattening is performed by linearizing the iteration space using the function x = 6 ∗ i + j. In this case,
GCC with Graphite would produce this code:
f o r ( x = 7 ; x <=42; x ++) {
i = f l o o r d ( x −1 ,6);
S1 ( i , x−6∗ i ) ;
}

The limitations of this loop flattening implementation
are linked to the limits of the polyhedral model: the linearizing function should be affine and this excludes the
multiplication of parameters with iteration variables. To
allow the transformation of such cases, one has to take
an upper bound approximation of the parameter. For example, in the following loop nest,
f o r ( i = 1 ; i <= N ; i ++)
f o r ( j = 1 ; j <= M; j ++)
S1 ( i , j ) ;

one would like to flatten this loop using the linearizing
function x = M ∗ i + j. However linear schedules are not
expressive enough to deal with this case, and so the parameter M has to be replaced by an integer upper bound
approximation. If we further know that M ≤ 6, then it is
possible to linearize the loop with x = 6 ∗ i + j. In this
case, Graphite would produce this code:
f o r ( x = 7 ; x <=6∗M+N ; x ++) {
i = c e i l d ( x−N , 6 ) ;
i f ( i <= f l o o r d ( x − 1 , 6 ) ) {
S1 ( i , x−6∗ i ) ;
}
}

For an arbitrarily complex loop nest the algorithm proceeds in two steps. First, the Loop Statement Tree (LST)
is flattened by removing the loops structure and by inserting the statements in the order they appear in depthfirst order. Then, the scattering of each statement is
transformed accordingly.
Supposing that the original program is represented by
the following LST:
( loop_1
stmt_1
( loop_2 stmt_3
( loop_3 stmt_4 )
( loop_4 stmt_5 stmt_6 )
stmt_7
)
stmt_2
)

Loop flattening traverses the LST in depth-first order,
and flattens pairs of nested loops successively by projecting the inner loops in the iteration domain of the
outer loops. In the flattened loop, the execution of the
statements of the outer loop are interleaved with the execution of the statements of the inner loop. In this example, we suppose that the number of iterations of the
loops is represented by stridel indexed by the loop number l. The projection starts from the innermost loops towards outer loops: loop3 is projected into loop2 , then
loop4 is projected into loop3 and finally loop2 is projected into loop1 as follows:
l s t _ p r o j e c t _ l o o p ( loop_2 , loop_3 , s t r i d e _ 3 )
( loop_1
stmt_1
( loop_2 stmt_3 stmt_4
( loop_4 stmt_5 stmt_6 )
stmt_7
)
stmt_2
)
l s t _ p r o j e c t _ l o o p ( loop_2 , loop_4 , s t r i d e _ 4 )
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( loop_1
stmt_1
( loop_2 stmt_3 stmt_4 stmt_5 stmt_6 stmt_7 )
stmt_2
)
l s t _ p r o j e c t _ l o o p ( loop_1 , loop_2 , s t r i d e _ 2 )
( loop_1
stmt_1 stmt_3 stmt_4 stmt_5 stmt_6 stmt_7 stmt_2
)

At each step, the iteration domain of the outer loop is
enlarged to contain enough points to iterate over the inner loop domain. When flattening a nested loop into
an outer loop, the number of iterations of the resulting
loop is the product of the number of iterations of the inner loop by the number of iterations of the outer loop.
When flattening two sequential loops, the number of iterations of the resulting loop is the sum of the number
of iterations of both loops.
3.1

Legality of loop flattening

Loop flattening might look similar to loop fusion as
the flattening of two sequential loops produces a single
loop. However the way the two loops are merged differs:
loop fusion interleaves the iterations of the first loop
with the iterations of the second loop leading to a loop
nest that has the same number of iterations, whereas
loop flattening juxtaposes the iterations of the second
loop after the execution of all the iterations of the first
loop. Loop fusion has to check the legality of the transformation as the interleaving of iterations can cause data
dependence violations. Loop flattening is a transformation that is always legal as it does not change the execution order of the original loops.
3.2

Vectorization

At this moment, the code generated by Graphite would
not be vectorizable, as the old induction variables are
now containing modulo and division expressions of the
new single linearized induction variable. The scalar
evolution framework does not handle such expressions
and thus the new data reference accesses cannot be analyzed. David Edelsohn proposed to perform the autovectorization on the polyhedral representation where the
memory accesses are still represented as linear functions
in a higher degree vector space.

This is the main limitation of using a high level sementical representation of loops in Graphite to perform loop
flattening when the goal is automatic vectorization of
the final loop.

4

Loop flattening by elimination of back-edges

A generalization of the loop flattening does not consider
the loop semantics as presented in the previous section,
and can apply to unstructured code in which the backward pointing edges of the control flow graph (CFG)
have been identified.
4.1

Overview

The back-edge removal transformation was described in
[1] as part of the if-conversion algorithm for backward
pointing edges. In this section we will first provide a description of this technique adapted for the Gimple-SSA
form, followed by an example, and a discussion of the
differences with the higher level loop flattening transformation.
The back-edge removal algorithm transforms control
dependences into data dependences by using a boolean
variable. The values taken by the boolean variable control the execution path of the forward edges created in
order to use the back-edge of an outer loop.
The first step of the algorithm detects a surrounding loop
and all the back-edges of the loop body: these backedges can be inner loops or strongly connected components of the CFG that cannot be reduced to natural loops.
Each back-edge is removed by redirecting the target of
the back-edge to the latch basic block of the surrounding
loop (this basic block will be named “latch” in the rest of
this section). A boolean variable is created in the latch.
It is cleared when the redirected back-edge is taken and
it is set to true for any other paths leading to the latch.
The header basic block of the surrounding loop (this basic block will be named “header” in the rest of this section) is split before its statements and a new condition
is added based on the control variable: when the control
variable is set to true, the execution proceeds as normal
to the basic block that contains the statements of the
header; when the control variable is cleared, meaning
that the back-edge has been taken, the execution proceeds to the point where the redirected back-edge was
pointing.
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The last step updates the SSA form after all the backedges have been redirected to the latch, and the new
edges from the header to the destination of back-edges
have been created.
4.2

Example

The following example illustrates the back-edge removal:
i n t foo ( void )
{
int i , j ;
f o r ( i = 0 ; i < N ; i ++)
f o r ( j = 0 ; j < N ; j ++)
A[ i ] [ j ] = i + j ;
r e t u r n A[ 1 2 ] [ 3 ] ;
}

after loop flattening the code contains a single loop:
i n t bar ( void )
{
i n t i , j , flag = 1;
for ( i = 0; i < N; )
{
if ( flag )
j = 0 , flag = 0;
i f ( j < N)
{
A[ i ] [ j ] = i + j ;
j ++;
}
else
i ++ , f l a g = 1 ;

4.3

Implications

The back-edge removal transformation is a more general form of loop flattening which applies to a wider
set of code forms. In contrast to the loop flattening in
the Graphite framework, it is not restricted to natural
loops and not restricted to the analysis of the number
of iterations and data access functions. However, the
code produced by the back-edge removal has different
characteristics than the code produced by loop flattening: boolean flags are used and there are more forward
edges produced.
This general loop flattening approach is useful before
software pipelining or scheduling in machines with multiple processing elements. In particular if the number
of iterations of inner loop is small, the outer loop can
benefit from one basic block scheduling and software
pipelining.
4.4

Vectorization

The back-edge removal transformation is harmful for
the induction variable analysis: the induction variables
are not incremented systematically at each iteration of
the resulting loop, and thus they are not simple enough
to be handled by the scalar evolution analysis. This disables all the loop transformations on this loop nest, and
so the vectorization would not happen on such code.

}
r e t u r n A[ 1 2 ] [ 3 ] ;
}

5

and after if-conversion, the code would look like this:

In SIMD machines or heterogeneous execution models
such as OpenCL where the same instruction is executed
with different data, branches are usually performance
bottlenecks, because they may take different destinations in different units. Removal of the branch from the
code makes it a more efficient execution model.

i n t bar ( void )
{
int i , j , t ;
i n t ∗q = &t ;
bool f l a g = t r u e ;
b o o l cond ;
f o r ( i = 0 ; I < N ; i = ! cond ? i + 1 : i )
{
/ / f l a g i s t r u e on e n t r y t o t h e l o o p
j = flag ? 0 : j ;
flag = false ;
cond = j < N ;
p = &A[ i ] [ j ] ;
p = cond ? p : q ;
/ / A[ i ] [ j ] w r i t t e n o n l y i f cond i s t r u e
∗p = i + j ;
j = cond ? j + 1 : j ;
f l a g = ! cond ? t r u e : f l a g ;
}
}

Conclusion

We presented several techniques that we implemented
and contributed to GCC to improve the vectorization
of loop kernels containing control flow. We presented
some preliminary results of if-conversion with vectorization and a more general if-conversion technique to remove the restrictions of if-conversion for memory reads
and stores.
Finally the paper presented two different approaches to
loop flattening that could expose more instruction level
parallelism and enable more vectorization.
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Abstract
About 60 wrong-code and crash bugs in GCC that we
have reported have been fixed, including 21 that were
categorized as P1. All of these bugs were found using differential random testing: generating a C program,
compiling it using multiple compilers and/or optimization levels, and comparing the results. Although most
of our tests have been run on x86 and x86-64 platforms,
most of the bugs occurred in target-independent code.
This talk will start out showing a few examples of bugs
we have found. Next, I’ll talk about the main challenges
in using random testing to find compiler bugs: avoiding
C’s undefined behaviors and creating reduced test cases
that can actually be reported. Third, I’ll present some results about the observed rates of crash and wrong-code
errors in GCC 4.x releases. Finally, I’ll discuss some future directions including testing more language features
and more targets.
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Abstract
In 2009 and 2010, CodeSourcery updated and added
new features to tracepoints in the GNU Debugger
(GDB), which are used to debug time-critical parts of
an application without needing to stop it. In this paper
we present lessons learned, performance improvements,
and the state of tracepoints in GDB 7.2.
Lessons include the importance of accurate reconstruction of tracepoints after running a trace with GDB disconnected, the need to handle partially-collected data
objects, the difficulties of collecting a full backtrace, and
the value of a reference implementation of the targetside agent in GDBserver.
Performance improvement mainly went into speeding
up conditionals in fast tracepoints, which enables them
to be used in more inner loops. Optimizations in bytecode generation and target-side engine tuning helped,
but to achieve the performance goal we had to add a
target-side compiler producing native machine code for
the bytecode, with a code generator that also recognizes certain multi-bytecode patterns and emits shorter
instruction sequences for those.

1

Introduction

Tracing is an advanced feature of the GNU Debugger GDB, in which the developer uses special types of
breakpoints, known as tracepoints, to collect data about
the program while it runs. This is in contrast to regular breakpoints, which can stop the program (or thread)
indefinitely while the user looks at the program’s state.
While a stopped program is easy to examine interactively, it can also throw the program’s timing completely
off. If the program is one of several that interact, it is not
unusual for the other programs to time out while waiting, so that single-stepping or continuing the stopped
program will not work right. Non-stop mode[4] is a

recently-added way to help deal with this problem; most
threads can continue running while one is stopped at a
breakpoint.
Tracepoints go further by interrupting program execution only long enough to save data into a dedicated area
of memory known as the trace buffer; GDB is not notified of the interruption. When tracing is over, the user
can then choose which tracepoint hit (or trace frame) to
look at, and can examine its contents using normal GDB
commands. The target-side code that manages is called
a trace agent or just “agent” for sure, befitting its active
status in managing tracepoints and trace buffer on behalf
of GDB.
Although tracepoints were first added to GDB in 1998
[6], they have seen only sporadic usage since then.
This is partly because they are an advanced feature.
While every debugger user is likely to use breakpoints
and print variables, fewer use breakpoint conditions or
the display command, and still fewer use ignore counts
or artificial arrays. Tracepoints are even more specialized in that they are not especially useful for programs
that can be started and stopped at will, and developers
often design in “debuggability”, meaning that they will
add their own logging facilities, or add a non-real-time
mode to a real-time programs can have a non-real-time
mode that is easier to work with in the debugger.
The other disadvantage of tracepoints is that they require
considerable target-side support, essentially an agent of
GDB that is capable of operating independently of GDB
if necessary, such as when GDB disconnects. Worse,
the collection machinery must include a small bytecode
interpreter. While the behavior was extensively documented when tracepoints were added, there was no reference implementation; Cygnus Solutions had a proprietary agent for sale and that was all.
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2

Tracepoint Revival

In 2008, Ericsson contracted CodeSourcery to develop
GDB-based debugging support for a high-performance
phone switch.[5] The core software of the switch was
actually an application running under Linux, but the use
of ptrace was not acceptable, as it stops and starts
the process. Instead, we built a debugging stub into the
application, running in its own thread, and then added a
trace agent to the stub.

tracepoints are special-case among other bytes of breakpoints, we can wonder why tracing-type behavior is
not available for watchpoints. After all, the essence
of tracing is that the trace agent collects data independently of GDB, and there would certainly be uses for
collecting data only when a variable value changes, instead of needing to install tracepoint traps at every location where a change might happen. Likewise, a tracing
catchpoint could be very useful.
3.2

In addition to simply getting the old tracepoint code to
work again (GDB maintainers always kept it compilable, but there was no way to check runtime behavior),
we implemented a number of additional requested features. These included conditional tracepoints, trace state
variables, more types of expressions, disconnected tracing, trace files, and so forth.
In addition, we made some important internal changes.
For instance, we made tracepoints into a type of breakpoint, and we made all the tracepoint operations go
through GDB’s “target vector” instead of driving the remote protocol directly.

C++ vs Tracepoints

The original tracepoint work was aimed at embedded
targets, for which C++ was still an infrequently-used
novelty, and little effort was made at the time to handle C++ features. Some obvious omissions included the
lack of bytecode compilation for C++ constructs like
this, scope operators, reference types, and so forth.
Compilation of class field accesses had to be able to recurse though containing classes, instead of being limited
to the flat space of C structures.

In 2009 and 2010, we did followon projects, which
added static tracepoints[8], tracepoint support in GDBserver, and some additional features.

A more spectacular example was presented by static
fields of a class, which GCC implements as if they were
global variables. The bytecode compiler needed to issue
multiple bytecode sequences to collect a class instance;
one for the block of memory storing the instance, and
then a sequence for each static field.

3

3.3

Lessons

The lessons learned from this effort might be said to fall
into two categories: interactions amongst the many features of GDB, and realizations about usage patterns.
3.1

Breakpoints vs Tracepoints

While it was definitely a good idea to to make tracepoints into breakpoints (see [5] for details), we have
needed several rounds of changes to work through all
the consequences.
The initial merge still left action lists separate from regular GDB commands, with redundant code handling the
action list. However, the making of actions to commands had its own problems.
One might even say that the merger is not completely
worked-through even now; looking at the way in which

DWARF vs Tracepoints

DWARF for debugging was also somewhat of a unusual
case back in the 1990s. While in general the tracepoint
machinery does not need to care about symbol format,
DWARF has (and GCC uses) location expressions that
compute the current position of a local variable, which
may be in the stack frame sometimes, and in a register
at other times. In addition, the compiler can choose to
store sufficiently large values in multiple locations. The
bytecode compiler has to know about all these details,
and generate bytecodes to locate each piece and then
assemble it.
The criticality of this feature only became apparent
when testing the tracing of optimized code; everything
would be fine until someone tried to collect locals of
a inlined function that was itself in a large function,
and then the bytecode compile would quit with a cryptic complaint about not understanding a symbol’s debug
info.
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3.4

GDBserver vs Tracepoints

The first round of tracepoint development focussed on
the customer’s application, in which the target-side
agent ran, as a dedicated thread.
But this left GDB’s tracepoint support in the same situation as it had been before, which was that nobody else
could use it without investing significant time and effort
in building a target-side agent.
To fill the gap, we were funded to add tracepoint support to GDBserver. CodeSourcery donated a copy of
the generic tracepoint agent sources to the FSF, and then
adapted it to fit into GDBserver.
So for the first time it became possible to run the old tracepoint tests in the GDB testsuite - which in turn needed
updating.
3.5

Collecting Strings

In trying out tracing on a variety of programs and data,
some obvious limitations surfaced. One of these was in
the collecting of string data.
GDB has long special-cased string handling. Consider
this simple example:

(gdb) print mystr
$1 = 0x12345 "1867 Maple St."

For pointers to most types, GDB just prints the value
of the pointer. But if the pointer is to any type that is a
“character” (including wide characters), GDB also starts
reading the memory at the value of the pointer, and continues until it sees a zero, or a user-settable maximum
has been reached, then prints what it found.
The problem for tracing is that this behavior does not
correspond to anything in the existing tracing infrastructure. While for instance the user can ask to collect a
block of memory at a pointer – collect *mystr@
40 will get the first 40 bytes of mystr – the size must
be chosen ahead of time. Large sizes will catch the entirety of more strings, but waste trace buffer space if the
strings tend to be short, while smaller sizes may fail to
collect a key part of the string.

So we introduced a collect/s variant that automatically collects both char pointers and the bytes they point
to, and a tracenz bytecode that does the block recording a la trace, but will stop when it sees a zero character.
The transcript below illustrates the difference in emitted
bytecodes:
(gdb) maint agent astr
Scope: 0xb771e410
Reg mask: 00
0 const32 134730588
5 const8 4
7 trace
8 end
(gdb) maint agent/s astr
Scope: 0xb771e410
Reg mask: 00
0 const32 134730588
5 dup
6 const8 4
8 trace
9 ref32
10 const16 200
13 tracenz
14 end
(gdb)

3.6

# /s variant for main

# pointer collect

# string collect
# from ‘print element
# new bytecode

Collecting Backtraces

By contrast, the collecting of backtraces is both an obvious addition, and something that is very difficult in
general.
The problem is that while the traditional idea of stack
frames is of a collection of contiguous blocks of memory above the stack pointer register, the reality is that
frame layout is governed by debug data, and the debug
data (for which read DWARF) can vary from one instruction to the next. The only way to interpret the stack
correctly is to follow the instructions in the debug data
to get saved registers and local variables, follow additional instructions to get to the next frame up, then follow different instructions to interpret that frame. So a
tracepoint agent would have to get a copy of these instructions, and interpret them at the tracepoint hit - but
since we can’t know ahead of time what the call chain
looks like, we would have to include the debug bits for
every(!) function in the program.
It is however simple to collect the saved address of the
caller, which is sufficient to yield a second entry for the
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backtrace. We implement this with a new special variable $return_address or $ret for short, which
can appear in collection lists:

(gdb) tstart GCC summit test case
(gdb) tstatus
Trace is running on the target.
Collected 0 trace frames.
Trace buffer has 5242880 bytes [...]
(gdb) info b
Trace will stop if GDB disconnects.
[...]
Notes: GCC summit test case.
2
tracepoint
[...] in subdemo
Trace started at time 1286759502331879.
[...]
Not looking at any trace frame.
3
tracepoint
[...] in filedemo
(gdb) tstop good enough, we’re done
collect $regs, $return_address
(gdb) tstatus
(gdb) tfind tracepoint 2
Trace stopped by a tstop command (good enough, w
[...]
[...]
(gdb) where
Notes: GCC summit test case.
#0 subdemo (x1=Cannot access memory [...]
Trace started at time [...] and stopped at [...]
) at ThreadDispatcher.cxx:275
Not looking at any trace frame.
Cannot access memory at address 0x4
(gdb)
(gdb) tfind tracepoint 3
[...]
(gdb) where
3.8 Tracepoint Reconstruction
#0 filedemo () at ThreadDispatcher.cxx:291
#1 0x0806825c in subdemo (x1=Cannot [...]
Another complexity arises when GDB reconnects to an
) at ThreadDispatcher.cxx:278
ongoing trace experiment; what if the tracepoints curCannot access memory at address 0xb6ee6268
rently defined in GDB are not the same as the ones that
(gdb)
were downloaded when the trace started?
As a practical workaround, it often works well to simply collect a block of memory at the stack pointer. The
block might include a dozen frames, or just part of one
frame, but GDB’s backtrace command will do the best
it can with the memory that is available.
3.7

Trace Metadata

One of the selling points of disconnected tracing is
that you can leave the trace running unattended indefinitely. But what if you are in a multi-user environment,
and somebody else attaches to the trace-running target?
How does that person find out whose trace it is? For that
matter, what if you’ve been away for awhile, and don’t
remember why you started a trace?
Information about the trace could be said to be “metadata”. It consists of an arbitrary string describing the
trace, the name of the user who started the trace, start
and stop dates, and an optional stop reason, if stopped
with tstop.
The following transcript shows a use of start and stop
notes:

It is not reasonable to require that the GDB definitions
match exactly. Even a careful user might have inadvertantly done a delete command that removed one of
the tracepoints that was downloaded, and if the tracepoint was defined or modified interactively rather than
sourced from a file, it is gone forever. If a different user
is reconnecting days later, and had received a file listing
the tracepoint definitions, it’s still no defense against the
user having pre-defined some tracepoints as well, perhaps in a .gdbinit file.
It gets worse. While tfind does not really need
valid tracepoint definitions, because print myglob
requires only that the trace frame include the raw memory at the address of myglob, the tdump command
scans the actions of the tracepoint command so that it
can list everything that was collected. If tdump gets the
wrong list, then its report will be a chaotic disaster as it
tries to display local variables that belong to a different
function altogether!
After a couple failed experiments, we finally went all
the way and downloaded the full source form of the tracepoint, including its location, its conditional, and the
list of actions. These are then uploaded at reconnection,
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and supplied to the equivalent of commands that define
tracepoints.
All the same issues apply to trace files as well, and a
trace file description section may include lines describing source forms. In this excerpt of a file saved with tracepoint definitions similar to those above, the lines with
:at: are hex-encoded forms of the source location, and
the lines with :cmd: encode the action list (the packets
for remote protocol are similar):

[...]
tp T3:8068177:E:0:0
[...]
tp Z3:8068177:at:0:8:66696c6564656d6f
tp Z3:8068177:cmd:0:2f:636f6c6c6563...
tp T2:8068234:E:14:0
[...]
tp Z2:8068234:at:0:7:73756264656d6f
tp Z2:8068234:cmd:0:11:7768696c652d...
tp Z2:8068234:cmd:0:3:656e64
[...]

There is still some vulnerability, for instance if the symbol file changes, the uploaded source may interpret differently. It would be useful to have GDB warn that the
file has changed, much as it does when running a morerecent executable natively.

4

Performance

In general, tracepoints do not have significant performance impacts on an application. Tracepoints set on
infrequently-executed code have no effect until one is
actually hit, while tracepoints in inner loops will tend to
“solve” the problem by filling up the trace buffer quickly
and ending the trace run.
But consider a tracepoint with a conditional that is usually negative; such a tracepoint can be used in an inner
loop, and might be the best way to monitor the loop for
a rare case. Ideally, the tracepoint should entail no more
overhead than if a hand-written conditional and logging
function were to be compiled into the loop.
Regular tracepoints are not desirable; they are usually
implemented with a trap, and processing time will be

dominated by the trap’s context switch and other processing, which can take several microseconds. Fast tracepoints implemented with jumps are the right choice,
as the jump itself only takes a few nanoseconds.
The problem then reduces to one of executing the bytecodes of the condition of a fast tracepoint in minimal
time.
As a running example, we are going to use the tracepoint
ftrace ThreadDispatcher.cxx:225 \
if (globfoo != 12 && globfoo2 == 45)
where globfoo and globfoo2 are integer globals
with quasi-randomly-varying values. Note that the condition is written such that the entire expression is likely
to be evaluated each time.
When compiled with @code-O2 and run on a 2.4 GHz
Core 2 Duo (a 32-bit processor), the basic time to hit
this tracepoint and decide not to collect anything comes
out to about 650 nanoseconds.
4.1

Compiling

The first speedup opportunities are in GDB, when it
compiles expressions into bytecodes.
In practice however, there is not much to be done, as
the expressions to be optimized are not complicated to
begin with, and the bytecode sequences tend to be short,
with the exception of conditionals and connectives. We
did find a few cases in which the compiler was issuing
unnecessary casts and conversions.
A maintenance command gives us a sense of what the
trace agent will need to handle:
(gdb) maint agent-eval \
(globfoo != 12 && globfoo2 == 45)
Scope: 0x805e5a6
Reg mask: 00
0 const32 140028320
5 ref32
6 ext 32
8 const8 12
10 equal
11 log_not
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12 if_goto 18
15 goto 40
18 const32 140028324
23 ref32
24 ext 32
26 const8 45
28 equal
29 if_goto 35
32 goto 40
35 const8 1
37 goto 42
40 const8 0
42 end
(gdb)
(A future opportunity, for 32-bit targets, might be to deduce that a bytecode sequence only requires values to be
32-bit instead of the 64 bits that is assumed now.)
4.2

Jumping

On the target side, a fast tracepoint entails a certain
amount of trampoline-type code necessary to preserve
program state and prepare to interpret bytecodes. Since
we know the exact body of code that will be run, we do
not need to save all registers, just the ones that are used.
In our x86 example, simply avoiding the save and restore of the segment registers drops the tracepoint time
to 600 ns.
4.3

Interpreting

The bytecode interpreter does not do much and so does
not offer much opportunity for speedup. We keep the
top of the stack in a local, which will be assigned in a
register usually, so many operations avoid referencing
memory.
4.4

Native Code

messier in that we need to use pairs of registers to hold
the 64-bit values being manipulated.
In the running example, the time now drops to 450 ns.
This is a little disappointing, but might be expected; if
the bytecode engine is already tuned, then compilation
to native code is only eliminating a bytecode fetch, an
indirection through a jump table, and an increment.
However, disassembly of the machine code suggests
a tactic. The double expansion of logical tests and
connectives, from expressions to bytecodes with many
small jumps, to native code with more jumps (so as to
accurately represent bytecode semantics) results in redundant code that can be folded down into simpler sequences. So we add some code that looks ahead and
recognizes bytecode patterns that can be translated more
efficiently as a unit.
The net effect is dramatic, dropping the tracepoint hit
time to around 80 ns. The overall compiled code length
is not necessarily much shorter – in this example, it goes
from 75 to 64 instructions – but conditional jumps skip
over many more instructions.
4.5

In GDBserver

The GDBserver implementation of tracepoints is intrinsically somewhat less efficient than an in-process agent,
since taking a trap means context switching between
program and server, in addition to basic trap overhead.
However, we can still do fast tracepoints by having a libinprocesstrace.so that dynamically
links/loads into the program.

5

Status

At present, all work from the original tracepoint project
is present in GDB 7.2. GDB 7.2 also incorporates the
tracepoint-supporting GDBserver and static tracepoints.

The above changes gain us some advantage, but we are
still taking hundreds of nanoseconds per bytecode.

Some of tracepoint additions mentioned above, such as
string handling, metadata, and partial data handling, are
in progress and expected to go into the next major release of GDB.

The next step is to translate to native machine instructions. In the case of x86-64, we adopt a simple runtime design, using a register for the top of the stack, and
the stack for the rest of the stack. 32-bit x86 is a little

As GDB 7.2 has only been available since the beginning
of September 2010, it is still too soon to tell whether the
new generation of tracepoints will become a standard
part of GDB users’ repertoire.
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Abstract

We have found that large C++ applications and shared libraries tend to have many functions whose code is identical with another function. As much as 10% of the code
could theoretically be eliminated by merging such identical functions into a single copy. This optimization,
Identical Code Folding (ICF), has been implemented in
the gold [4] linker. At link time, ICF detects functions
with identical object code and merges them into a single
copy. ICF can be unsafe, however, as it can change the
run-time behaviour of code that relies on each function
having a unique address. To address this, ICF can be
used in a safe mode where it identifies and folds functions whose addresses are guaranteed not to have been
used in comparison operations.
Further, profiling and debugging binaries with merged
functions can be confusing, as the PC values of merged
functions cannot be always disambiguated to point to
the correct function. To address this, we propose a new
call table format for the DWARF debugging information to allow tools like the debugger and profiler to disambiguate PC values of merged functions correctly by
examining the call chain.
Detailed experiments on the x86 platform show that ICF
can reduce the text size of some google binaries, whose
average text size is 64 MB, by about 6%. Also, the code
size savings of ICF with the safe option is almost as
good as the code savings obtained without the safe option. Further, experiments also show that the run-time
performance of the optimized binaries on the x86 platform does not change.

Motivation

We have found that identical code is particularly common in C++ programs with heavy use of templates. Figure 1 shows an example. Here, the template class Foo
is instantiated with different types and each of them
gets a separate copy of the getElement function. However, since the size of the different pointer types is the
same, the bodies of the different getElement functions
are identical and can be merged into one instance. Using ICF on this example results in these functions being
merged into one function and the output of nm shows
the various getElement functions mapped to the same
address.
The rest of the paper is organized as follows. Section 2
discusses the Identical Code Folding algorithm. Section 3 talks about the extensions to ICF to make it safe
for pointer comparisons. Section 4 is about debugging
binaries with folded functions and Section 5 contains
the experimental data showing the effectiveness of ICF
in reducing the code size of binaries. Section 6 talks
about merging identical data members and Section 7
concludes the paper.

2

The Identical Code Folding Algorithm

In this section, we discuss how ICF detects identical
functions. In order for the linker to perform ICF, the
compiler must place each function in a separate section,
which can be done in the GCC compiler with the flag
-ffunction-sections. Now, let us define identical functions. From the point of view of the linker, a function
has a text section and relocations that are applied to the
text section. Two function sections are identical if and
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Figure 1: Motivating Example.

template <typename T>
class Foo
{
...
T element;
public:
...
T getElement ()
{
return element;
}
...
};
int main ()
{
...
Foo<int ∗> p;
Foo<float ∗> q;
Foo<void ∗> r;
...
}

Figure 2: Examples of identical functions - foo and bar
are identical because zip and zap are identical.

int foo ()
{
return zip ();
}
int bar ()
{
return zap ();
}
int zip ()
{
return 0;
}
int zap ()
{
return 0;
}

Output of nm :

What the linker sees :

400432 W Foo<float*>::getElement()
400432 W Foo<int*>::getElement()
400432 W Foo<void*>::getElement()

Disassembly of section .text._Z3foov:

only if their text is bit-identical and their relocations
point to sections that are identical. That is, either the
relocations point to the same section or they point to different function sections that are determined to be identical. Figure 2 shows an example where functions foo and
bar are identical because their text is bit-identical and
their relocations, to zip and zap respectively, are identical.
In order to detect such identical functions we do the following. We first split the contents of each function section into two parts, constant and variable. The constant
part refers to the contents that will not change throughout our analysis. These are the text content and the relocations that do not point to function sections that are our

0000000000000000 <_Z3foov>:
55
push
%rbp
48 89 e5
mov
%rsp,%rbp
e8 00 00 00 00 callq 9
R_X86_64_PC32 relocation to zip
c9
leaveq
c3
retq
Disassembly of section .text._Z3barv:
0000000000000000 <_Z3barv>:
55
push
%rbp
48 89 e5
mov
%rsp,%rbp
e8 00 00 00 00 callq 9
R_X86_64_PC32 relocation to zap
c9
leaveq
c3
retq
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folding candidates. The variable part refers to the relocations that point to function sections that will be considered for folding. Such relocations will be referred to
as variable relocations. Our analysis will form groups
of function sections such that all function sections in a
group are identical to each other. When we compute the
contents of a function, we take the constant part as is and
substitute every variable relocation with its group identifier which denotes the group of the function section
pointed to by the relocation. Then, we checksum the
contents and divide the functions into different groups
based on the checksum. Now, we repeat the same steps
using the new group identifiers and continue until convergence is obtained. Notice that when we repeat these
steps only the variable relocations have to be recomputed. This procedure continues until the group identifier of every function section does not change from the
previous iteration. Figure 3 summarizes the steps.
After the functions have been split into groups, we only
retain one candidate in each group, called the kept function, for the final binary and discard all the other copies.
We then map the symbols corresponding to the duplicate functions to have the same value as the symbol of
the kept function.
2.1

Initialization step

Figure 3: The ICF Algorithm overview.

1. Process each function section. Separate contents
into constant and variable parts.
2. Pre-process and find functions that are folding candidates.
3. Initialize the group identifiers of all functions that
are candidates for folding.
4. For a function that is a folding candidate, replace
the variable relocations of the function with the
corresponding group identifiers.
5. Compute the function checksum.
6. Determine the new group id of the function (Look
up a hash table mapping function checksum to
group id).
7. Repeat steps 4 to 6 for every function that is a folding candidate until convergence.
8. Keep just one copy of function from each group
and discard the rest.
9. Map symbols corresponding to duplicate functions
to the appropriate kept function symbol.

Let us look in more detail at the third step of the algorithm in Figure 3 where we initialize the group identifiers of all the candidate functions. We have two initialization choices :
1. Pessimistic - Each function is in a unique group (no
duplicates).
2. Optimistic - All functions are in the same group (all
functions are identical to each other).
If we conservatively initialize each function to be in a
separate group then after each iteration the decisions
made regarding functions that are identical are guaranteed to be correct. This has the advantage that the algorithm does not necessarily have to be run until convergence is obtained, although some opportunities may be
lost if it is stopped early. However, identical functions
with recursive calls or mutually recursive calls will not
be detected because of the initialization. Figure 4 shows
an example. The functions funcA and funcB are identical but will not be detected if we start by assuming that

all functions are unique. On the other hand, if we aggressively initialize all functions to be identical, we will
capture the recursive and mutually recursive cases but
the algorithm has to be run to convergence as correctness is not guaranteed if we arbitrarily stop it.
For our implementation, we have used the pessimistic
approach, that is, we initialize by placing each function
in a separate group. We handle recursive calls by detecting and replacing it with a special symbol. Also, we
did not find any mutually recursive calls in the benchmarks we used for our experiments. Further, we found
that in all of our benchmarks, this approach leads to
convergence in 3 iterations whereas with the optimistic
strategy, we needed 5 to 6 iterations. We set the default
number of iterations in our implementation to two as the
third iteration merely checks for convergence.
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Figure 4: Mutually recursive identical functions - funcA
and funcB are identical.

Figure 5: ICF unsafe in the presence of function pointer
comparisons.

int funcA (int a)
{
if (a == 1)
return 1;
return 1 + funcB(a − 1);
}

int foo ()
{
return 0;
}

int funcB (int a)
{
if (a == 1)
return 1;
return 1 + funcA(a − 1);
}

2.2

Pre-processing for performance

We do some pre-processing to reduce the number of
function sections to be analyzed. Before we begin the
main algorithm, we find and eliminate functions which
have unique static content from being considered for
folding. Also, any group of sections found identical in
the pre-processing step that does not have any variable
relocations is finalized and not considered for further
analysis.
2.3

Merge sections

Merge sections hold read-only constants and the gold
linker treats each merge section as a list of constants,
and merges them all into a list of unique constants.
However, the ICF analysis happens before the linker has
merged identical sections. Hence, we inline the referenced constant at places where it is referenced in the
function contents while computing the function checksum so that this opportunity is not missed.
2.4

Choice of checksumming method

Our implementation of ICF uses the crc32 algorithm [5]
to compute the function checksum. Using crc32 gives
rise to a number of hash collisions and so we use a
multi-map hash table to map the function checksum to

int bar ()
{
return 0;
}
int main ()
{
assert (foo != bar);
}

group id. Further, before inserting a function into a hash
group, we do a bit-wise comparison of the function contents with that of the kept function in the group. We explored the alternative of using a more robust checksumming method like md5sum [3]. However, computing
md5sums was found to be much slower than computing
crc32 checksums.

3

Safe Identical Code Folding

ICF in general can be unsafe if the binary uses the function pointers of merged functions in comparison operations. Figure 5 shows an example to illustrate this.
Function foo and bar are identical and folded and the
assertion in function main no longer holds. We found a
real example in one of our benchmarks which was doing
function pointer comparisons and its execution crashed,
fortunately, when it was linked using ICF. This helped
us in notice the problem and be able to develop a solution.
In order to guarantee run-time safety, we have implemented a safety option to detect functions whose pointers are accessed and prevent them from being folded.
This is done as follows. Usually, the relocation type
for a function call differs from that of a function address access. Our method inspects the relocation type
to identify the functions whose addresses are accessed
and marks such functions as not foldable. Although not
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all function address accesses are used in comparisons,
we conservatively assume the worst in order to ensure
correctness. Depending on the build combinations, the
target architecture and to some extent on the compiler
used to generate the code, the relocation types may vary
and we account for all cases. In the cases where are not
sure, we conservatively assume that the function pointer
is accessed. As an example, the following are the different cases when linking for 32-bit x86.
1. For executables and shared libraries built with nonpic and non-pie objects, a function call relocation
type is always R_386_PC32 and a function address
access relocation is always of type R_386_32.
2. For executables and shared libraries built with pie
objects, a function call relocation type is always
R_386_PC32 and a function address access relocation is always of type R_386_GOTOFF.
3. For executables and shared libraries built with pic
objects, a function call relocation type is always
R_386_PLT32 and a function address access relocation is always of type R_386_GOT32.
3.1

Always fold constructors and destructors

In C++, accessing function pointers of constructors and
destructors is forbidden. Hence, Safe ICF will always
consider any function that is a constructor or a destructor
as a folding candidate.
3.2

Vtable accesses

Function pointers of virtual functions are accessed for
vtable purposes and we ignore such accesses as they are
not used in a comparison operation that will affect the
run-time behaviour. Relocations corresponding to function pointer accesses for the vtable occur in specially
named sections, for example, sections with prefix .rodata._ZTV. These are detected by our implementation
and ignored.

4

when profiling and debugging an application that has
been built with this optimization. We address this problem by adding a new table to the DWARF debugging
information to allow the debugger and other tools to disambiguate such PC values by examining the call chain.
4.1

Overview

When the PC is inside a merged function, we attempt to
disambiguate the function by examining the function’s
return pointer (i.e., the point of call that invoked the
merged function). There are four cases.
1. Direct call: The point of call is a direct call to the
merged function. In this case, we can look up the
address of the call site in a direct-call table that
provides, for each direct call site in the program,
a pointer to the debug information entry for the
called function.
2. Virtual call: The point of call is a C++ virtual
function call. In this case, we can look up the address of the call site in a virtual-call table that provides, for each virtual call site in the program, the
index of the vtable slot used for the call. Given
the vtable address, which can be obtained from the
this pointer in the callee, the debug information entry for the corresponding class can be identified,
and the function being called can be determined
by matching the slot index to the virtual function
members of that class. If the callee’s this pointer
cannot be determined (e.g., due to optimization of
the routine), the vtable slot index might still be
used to eliminate some candidate functions.
3. Other indirect call: The point of call is an indirect
call, but not a virtual function call. This case is not
relevant with Safe ICF as this function is not folded
since its address has been accessed.
4. Tail call: The point of call may have led to an intermediate procedure that made a tail call to reach
the current callee. In this case we will not be able
to disambiguate the PC.

Unwinding across merged functions

For binaries optimized with ICF, a PC value can no
longer be unambiguously mapped to a particular function. This can be expected to cause mysterious behavior

In order to perform the disambiguation we construct
two additional debug information tables in the final executable: a direct-call table and a virtual-call table. Each
of these will be generated by the compiler and placed in
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Table 1: Code size reduction with ICF.
Benchmark

Index search
Database
Ads
Image Processing - I
Image Processing - II
File system
Web search
NLP
Text detection
Serialization
Clustering
Map reduce
Geo. Mean

Orig.
96.06
61.91
121.02
77.84
43.72
21.11
106.61
145.41
25.10
60.13
42.49
93.59
64.10

Text size of binaries in MB
Improvement over Baseline
Improvement over Linker GC
With ICF
With SafeICF
GC
With ICF
With SafeICF
89.73 (6.59%)
89.77 (6.55%)
68.35
66.25 (3.07%)
66.34 (2.95%)
57.59 (6.97%)
57.72 (6.77%)
47.10
45.39 (3.61%)
45.38 (3.64%)
111.99 (7.46%) 112.14 (7.34%)
85.44
82.53 (3.40%)
82.46 (3.49%)
73.96 (4.99%)
74.09 (4.82%)
55.67
54.33 (2.41%)
54.38 (2.31%)
41.14 (5.89%)
41.19 (5.78%)
26.93
26.16 (2.87%)
26.18 (2.81%)
19.79 (6.23%)
19.83 (6.04%)
15.47
14.99 (3.12%)
14.99 (3.11%)
99.79 (6.39%)
99.85 (6.34%)
80.86
78.31 (3.15%)
78.46 (2.96%)
137.01 (5.77%) 137.34 (5.55%) 115.31 112.13 (2.76%) 112.35 (2.57%)
23.67 (5.68%)
23.71 (5.55%)
16.74
16.29 (2.72%)
16.31 (2.58%)
55.46 (7.76%)
55.49 (7.72%)
42.15
40.36 (4.24%)
40.36 (4.25%)
40.39 (4.95%)
40.44 (4.83%)
30.12
29.45 (2.22%)
29.50 (2.06%)
87.47 (6.54%)
87.53 (6.47%)
71.30
69.12 (3.06%)
69.25 (2.87%)
60.08 (6.27%)
60.15 (6.16%)
46.02
44.61 (3.06%)
44.65 (2.98%)

a new debug section in the relocatable object files. The
linker will combine these sections as it normally does to
produce a single combined section for each table. For
functions that will not be merged together, entries in the
direct call table are not needed, and would represent a
significant waste of space. At compile time, unfortunately, all functions are candidates for merging and the
duplicate functions have not yet been identified, so the
compiler must generate call table entries for all direct
and virtual calls. In order to reduce the total size of the
direct call table, therefore, the linker can discard any
call table entry that refers to a function that has not been
merged with another.
For more details, please refer to the description in the
dwarf wiki [2].

Safe ICF in reducing the text size of the original binary.
We then measured the effectiveness of ICF and Safe ICF
when applied along with linker garbage collection (GC),
which shrinks the binaries by removing functions that
are not referenced.
Our experiments show that ICF can reduce the code size
of the original binaries from 4.95% to 7.76%. Also, ICF
can further reduce the code size of binaries from 2.22%
to 4.24% over linker garbage collection. Further, our
experiments show that Safe ICF is almost as effective as
ICF, about 97%, in reducing the code size of binaries.
Finally, our experiments showed that ICF has no measurable impact on the run-time performance of these binaries on the x86 platform, both 32 and 64-bit.

6
5

Detecting identical read-only data sections

Experimental Evaluation

We have implemented ICF in the gold linker. It is available with linker option –icf=all. Safe ICF can be turned
on with option –icf=safe. We conducted experiments to
measure the code size reductions obtained with ICF and
Safe ICF. We have used a set of benchmarks representative of google work loads. In particular, we measured
the effectiveness of ICF in reducing the text size of the
binaries. Table 1 shows the results of our experiments.
The mean text size of binaries we considered is about
64 MB. We first measured the effectiveness of ICF and

We could get even more code size savings by extending
this work to also detect and fold identical read-only data
sections. Gold already supports merging of read-only
string constants and folding other sections is in progress.

7

Related work

Microsoft’s Visual Studio product [1] offers a compiler
option, /Gy, that directs the compiler to place the object code for each function in a separate COMDAT section. This can be used with a linker option, /OPT:ICF
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("Identical COMDAT Folding"), that directs the linker
to detect duplicate instances of identical COMDAT sections and remove the redundant copies. All the original
function symbols are then set to the address of the one
remaining copy. Microsoft advises users to not use this
feature if the execution of the program depends on the
addresses of the functions and data members being different. Microsoft also advises its users not to use this
option when profiling or debugging an application, as
there is no support for disambiguating a PC value that
may belong to any of several different functions that
were folded into one copy.

8

Conclusion

We have described the implementation of Identical Code
Folding in the gold linker and have shown that it can
be very effective in reducing the code size of binaries.
Also, our implementation can guarantee execution correctness in the presence of function pointer comparisons
and also allow unwinding across merged functions for
tools like debuggers and profilers.

9
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Abstract
A description of the Go language frontend for gcc. This
is a new frontend which is a complete implementation
of the new Go programming language. The frontend
is currently some 50,000 lines of C++ code, and uses its
own IR which is then converted to GENERIC. I describe
the structure of the frontend and the IR, issues that arise
when compiling the Go language, and issues with hooking up any frontend to the gcc middle-end.

closely mirrors the Go source code read from the input files. This is intended to make it easy to implement whatever analysis may seem to be desirable. After all the input files have been read, the GOGO structures are lowered to a simpler version, eliminating loop
constructs, tuple assignments, and other complex statements. This version of GOGO is eventually converted
to GENERIC and passed to gcc’s middle-end.
The main structures in GOGO are as follows:
• Gogo. The IR for the entire input.

1

Introduction
• Statement. A statement.

Go is a new programming language designed by Robert
Griesemer, Rob Pike, and Ken Thompson, with major contributions by Russ Cox and the author. Go is
being developed as an free software project hosted at
http://golang.org/. There are currently two Go
compilers. The first is based on the Plan 9 C compiler
originally written by Ken Thompson; this compiler is
known as the gc compiler. This paper describes the second, a frontend to gcc, generally known as gccgo.
A goal of the gccgo project is to be a typical gcc frontend. It is intended to require minimal changes to other
parts of gcc. Like all gcc frontends, it generates assembly code which is then processed by ordinary unmodified assemblers and linkers. This approach is different
from the less conventional gc compiler, which does significant code generation work at link time.
Gccgo is written in C++. As of this writing it is slightly
more than 50,000 lines, including blank lines and comments.

2

Intermediate Representation

The intermediate representation, known as GOGO, is a
collection of C++ classes. The initial form of GOGO

• Expression. An expression.
• Type. A type.
• Block. A block in the program—a list of statements.
• Named_object. A named object: a function,
variable, type, constant, or package.
Each of these structures is a class in gccgo’s source
code. The Statement, Expression and Type
classes are base clases with pure virtual functions.
Base children of these classes, such as Assignment_
statement, implement the virtual functions. For
each child class, there is an enum value such as
STATEMENT_ASSIGNMENT. The base classes have a
classification method that returns the enum associated with the child class. Thus there are two different ways to use a pointer to an instance of the base
class: by calling a virtual function, or by calling the
classification method and taking the appropriate
action.
Each class in Gogo implements a traverse method;
the arguments vary depending on the class. Each
traverse method takes an argument of type
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Traverse. Traverse is a base class with virtual
methods such as statement, expression, etc. The
Traverse constructor takes a bitmask listing the elements of interest. Code that needs to traverse the tree, or
a portion of it, creates a child class of Traverse that
overrides the virtual functions that it needs to use, and
then calls the appropriate traverse method. Calling
the traverse method on the single Gogo object will
traverse the entire tree.
This approach permits code to be grouped as appropriate. Operations can be implemented as a function of the
class or the operation may handle all relevant classes
directly. An example of the former approach is conversion to GENERIC, that all classes must implement
differently. An example of the latter is the conversion of
&& and || expressions to if statements, for which all the
required work can easily be done in a single function.
Memory usage is always a consideration for any compiler IR. The use of child classes in GOGO has the advantage that it is very natural to only allocate the required amount of space for each node. On the other
hand, it adds a virtual function table pointer to each
node. In effect the node classification is encoded twice:
as an enum field and as a virtual function table pointer.
It would be possible to replace the the virtual function table pointer with an explicit table indexed by the
enum value, or by making classification a virtual method, at the cost of some ease of debugging.

3

Similarly, the sequence t.m may select the field m from
a variable t of struct type, or it may name the method m
of the type t.
Cases like these do not complicate the parser. The parser
simply creates a IR node representing an undetermined
result. After parsing is complete, all the names are defined (an undefined name is an error) and a lowering
pass converts the undetermined nodes to the appropriate
classification.
The only slightly complex parse in Go occurs in function definitions. When defining a function, parameters
names may be all omitted or all present. When parameter names are present, several consecutive parameters
may have the same type. Thus, these are both valid function definitions in Go:
func f1(t, t, t, t, t, t, t) { }
func f2(v, v, v, v, v, v, v int) { }

Language

This paper does not provide a general description of the
Go language. I will just touch on a few aspects of the
language that are worth noting for their effects on the
frontend.
Go is defined by an explicit specification that may be
found at http://golang.org/doc/go_spec.
html. It is not defined by an implementation. An explicit language specification was a requirement for implementing two different compilers, and implementing
two compilers was a great help in clarifying the spec.
3.1

Go does not require names to be defined before they are
used. A consequence of this is that it may not be immediately clear at parse time whether a particular token
sequence is a type or an expression. For example, f(v)
may be a call of the function f passing the variable v, or
it may be a type conversion of the variable v to the type
f. The type could even look like an expression, as in
(*p)(v); that is either a call to the function to which
the variable p points or a conversion to the pointer type
*p.

Parsing

Go is designed to be easy to parse. Gccgo uses a recursive descent parser that closely follows the grammar
provided in the specification.

The first is only valid if t is a type, but the parser may
have not yet seen the type definition. Gccgo parses this
using arbitrary lookahead, up to the first point where a
name is not immediately followed by a comma. This is
the only place where arbitrary lookahead occurs in the
gccgo parser. The gc compiler uses a different approach:
it has a nonterminal for a comma-separated identifier
list, which is then later lowered as appropriate.
3.2

Constants

Go constants are untyped and of arbitrary size (the language does permit an implementation to restrict the
size). They only acquire a type when they are used outside of a constant expression, e.g., in an assignment. At
the point of use, the value of the expression must fit in
the type. Before then, there is no limit. E.g., this is valid
Go:
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var v = (1 << 100) >> 99
Fortunately gcc is already linked with the GMP, MPFR
and MPC libraries, and they provide support for infinite
precision constants. Gccgo represents constants using
those libraries, and converts to types like double_int
and REAL_VALUE_TYPE when generating GENERIC.
3.3

Symbol Names

Gccgo must mangle all externally visible symbol names.
• Every Go file is always contained within a package. The same name may be used in different packages. Therefore, mangling is required to distinguish them.
• Although Go does not support function overloading, it does support methods on arbitrary named
types. Mangling is required for method functions.
• Gccgo must generate a type descriptor for all
named types, all pointers to named types, and all
unnamed types which are converted to interface
types. The names of these type descriptors must
be mangled.
The mangling is straightforward and will not be documented here. There is one issue that deserves comment.
Go permits different packages to have the same name,
so a simple mangling of the package name is insufficient. The gc compiler rewrites the symbol names at
link time, but that technique is not available to gccgo.
Instead, gccgo supports a -fgo-prefix option that
may be used to set a unique prefix for the package being
compiled. The option takes any string as an argument; a
natural string to use would be the name under which the
package will be installed.
3.4

Language Extension

Gccgo adds one language extension to the Go language:
the ability to specify the assembler name of a function
declaration. This uses syntax similar to what gcc supports for C.
func close(int) __asm__ ("close")

This may only be used for a function declaration, not a
definition. The expectation is that the function will not
be defined in Go. Any calls to the function will avoid
the name mangling described above and simply result
in a call to the name given in the __asm__ declaration.
This is used to make it easier for Go code to call C code
directly.

4

Passes

The gccgo frontend is arranged as a series of passes over
the input.
1. All the input files are lexed and parsed. The input
files must all belong to the same package, and all
the input files for a given package must be provided
to the compiler at the same time. This generates the
initial GOGO representation that closely matches
the source files.
2. Gccgo walks through the set of predeclared identifiers: predeclared types like int and predeclared
functions like new. For each predeclared identifier, gccgo checks for an undefined reference at the
package level. If a reference is found, gccgo defines it as the predeclared identifier. These identifiers can not be declared before compilation, as Go
permits them to be redefined at package scope, and
the parser may see references to the package scope
identifiers before they are defined.
3. Gccgo walks the whole tree looking for types that
can have methods: named types, interface types,
and struct types. Gccgo finalizes the set of methods
for each type. This is where gccgo implements the
promotion of methods from anonymous embedded
fields to become methods for the enclosing type.
Gccgo creates a stub method—a tiny function—for
each promoted method where necessary. The stub
method simply calls the method on the embedded
field.
4. Gccgo lowers the parse tree. This pass walks the
whole tree and performs several different operations. The goal of this pass is to simplify the tree
to remove complex statements and looping constructs.
• When statements include expressions with
side-effects at the top level, gccgo changes
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those expressions into assignments to temporary variables and places the new assignments
before the statement. This implements Go’s
rules about evaluation order within a single
statement. The expressions with side effects
are function calls and send or receive expressions on a channel.
• Gccgo converts Assignment statements like
a += b to a = a + b, which is safe after
side effects have been moved.

• Gccgo notes all functions that call the special
predeclared function recover. This is not a
lowering step, but the information is used in
a later pass; see section 7.5.
• Gccgo converts cases where a return statement returns multiple results from a call, or
where multiple results from a call are passed
to another call, to use a series of temporary
variables.

• Gccgo converts a++ to a = a + 1, and
similarly for a--.

• Gccgo converts calls to functions with variable numbers of arguments to build a slice for
the final argument.

• Gccgo converts tuple assignments such as
a, b = c, d into a series of single assignment statements using temporary variables.

• Gccgo looks up field and method names for
references within structs. This can only be
done after methods are finalized by the previous pass.

• Gccgo converts special purpose tuple assignments, such as v, ok = m[i] into calls to
runtime library functions.

• Gccgo simplifies composite literals, removing key values for struct, array and slice literals.

• Gccgo converts return statements in functions with named result parameters into one
or more assignments to the result parameters
followed by a return. This permits defer
closures to adjust the results after recovering
from a panic.
• Gccgo converts switch statements with
cases that are not constant or whose switch
variable does not have integer type to a series
of if statements.
• Gccgo converts type switch statements to a
series of if statements.
• Gccgo lowers for statements to use if and
goto statements. If there is a range clause,
gccgo inserts calls to runtime library functions as needed.
• Gccgo converts references to unknown names
to references to variables, functions, constants or types as appropriate. Gccgo issues
an error if the name was never defined.
• Gccgo folds constant expressions. This must
be done in the frontend because it must be
done in infinite precision.
• Gccgo gives any uses of the predeclared constant iota a specific numeric value.
• Gccgo converts calls to the special predeclared functions new and make to special
node types.

5. Gccgo walks the IR looking for all types, and
verifies that they are correct. This is where the
compiler gives an error for variable array lengths,
maps whose key type is a struct or array type, or
named types that are defined in terms of themselves in ways that can not work. Go permits
named types to refer themselves when the size does
not matter, as in type T *T or type T []T
or type T func() T. This pass detects case
which are forbidden, such as type T T.
6. Gccgo stops at this point if the -fsyntax-only
option was used.
7. Gccgo walks the IR and determines the types of all
constants, and uses that to determine the types of
variables whose type is implied by the initialization expression. In order to determine the type of
a constant expression gccgo must know the context
in which the expression is used (e.g., if a constant
is passed to a function it gets the type of the function parameter), so this pass is done using a specific
traversal rather than the general mechanism. During this pass gccgo also looks for global variables
whose initializers will require running an initialization function at runtime.
8. Gccgo walks the IR and checks all types in statements and expressions, issuing errors as appropriate.
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ments into structs, and pass a pointer to that struct
to a runtime function. It creates little thunks that
receive a pointer to the struct and call the real function from the go or defer statement, unpacking
the arguments from the struct.

9. Gccgo walks the IR and issues an error if a function with results can fall off the bottom without an
explicit return statement.
10. Gccgo builds export information for all globally
visible identifiers.
11. Gccgo finds all interface types with hidden methods. It then walks the IR looking for all named
types that implement those interfaces. For each
such type/interface pair, gccgo builds an interface
method table. Gccgo will use this table if a value of
the named type is ever converted to a value of the
interface type. Normally gccgo builds these tables
as needed. However, when the interface type has
hidden methods, the interface method table has to
refer to the corresponding hidden methods of the
named type. Such a type conversion could occur
in a different package, but when gccgo is compiling that other package it would not be able to build
the required interface method table, since the hidden methods of the named type will be static to this
package. So gccgo must build all such tables here,
in case it needs them when compiling some other
package.

16. Finally, gccgo walks the list of global declarations
and generates GENERIC for all functions, global
variables, global types, and global typed constants.
In the future it would be desirable to generate GIMPLE directly, to avoid the conversion to GENERIC.
However, no frontend does that currently, there is
no interface for it, and the GIMPLE requirements
are undocumented.

5

Import and Export

All Go code lives in a package. Packages export data
about types, functions, variables and constants, and they
import that data from other packages. The exported data
is intended to be quickly consumed at compile time.
5.1

12. Gccgo walks the IR looking for all uses of && and
|| and converts them into if statements. This
simplifies the following pass.
13. Gccgo walks the IR looking for all expressions and
subexpressions with side effects, and rewrites them
to use temporary variables that are set before the
statement. Gccgo does this for top level expressions during an earlier pass, in order to split up
tuple assignments. Here gccgo does this for all
subexpressions. This implements Go’s rules about
order of expression evaluation.
14. Gccgo looks for functions that call recover. For
each such function, it renames the function, adds
a new bool parameter, and creates a thunk under the old name that calls the renamed function.
The value passed for the new parameter is whether
the call to the recover function may recover a
panic. Gccgo then walks the IR looking for calls to
recover and rewriting them so that the function
only calls recover if the new parameter is true.
This is described in more detail in section 7.5.
15. Gccgo walks the IR looking for go and defer
statements. It changes them to gather their argu-

Finding Export Data

Gccgo currently puts the export data in a special section
in the output file, named .go_export. This should
work with any object file format that supports named
sections. However, the import code, which needs to look
for this section in the import file, currently only works
for ELF, or when using a build procedure that copies the
export data into a separate file.
When gccgo sees the statement import "p", then if
p is an absolute path it simply opens the file. If not, it
searches for the file in the directories specified by the
-I and -L options. For each directory, it tries to open
the following file names:
• p
• p.gox
• libp.so
• libp.a
• p.o
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used when compiling the main package to call all
required initialization routines. The list is inclusive, in that it includes the initialization routines of
all imported packages and of all packages that they
import.

The intent is to permit packages to provide .gox files
that only contain the export data, and are separate from
the actual compiled code.
Gccgo can read the export data in three different ways:
as a file containing only export data, as an ELF object
file containing export data in the .go_export section,
or as an archive containing one or more ELF object files.
In the last case the contents of the .go_export sections are concatenated; this is convenient when packing
several different packages into a single archive.
5.2

Export Data Format

The export data format is readable as text, but it is a binary format in the sense that spaces and newlines must
appear exactly as expected. The data is more or less Go
syntax, although for historical reasons it uses explicit
semicolons rather than relying on newlines. In this paper I will describe the information in the export data, but
not the precise format.

5.2.1

Header

The export data starts with a header, as follows:
• A version number or magic number, the four byte
string v1;\n.
• The package name.
• The unique package prefix, as specified by the
-fgo-prefix option or the default of go.
• The package priority. This is used to run package
initialization routines in the correct order, such that
a package’s initialization is complete before starting the initialization of any package that imports it.
The priority of a package that does not import any
other packages is zero. The priority of a package
that does import other packages is one more than
the largest priority of any imported package. This
simple mechanism works because the Go language
prohibits package import loops.
• An optional list of the initialization routine of this
package, if any, and the initialization routines for
any packages that it imports. Each entry in the
list is the package name, the name of the initialization function, and the package priority. This is

5.2.2

Globals and Types

The export data header is followed by the export data
for each exported function, variable, type, and constant.
For functions and variables the export data is simply the
name and type. For constants it is the constant expression and the type if it has one.
Exporting types is more complex. A type may refer to
itself, directly or indirectly; gccgo handles this by giving each type a reference number. The first time gccgo
exports a type, it writes out the reference number and
the definition. Subsequent references to the type in the
export data use just the reference number.
The various predeclared types can not be defined in
terms of any other type. Gccgo assigns a unique reference number to each predeclared type. These reference
numbers are all negative and range from -1 to -19.
Gccgo uses positive numbers for the reference numbers
used for types defined in the source code.
An exported function or variable may use a named type
imported from a different package. When this happens,
gccgo must fully define the type in the export data, as
the imported package may not be available during a later
compilation. Gccgo writes out the full name of an imported type, including the package name and the package’s unique prefix.
When gccgo imports packages and reads a named type
imported from a different package, it saves the type information but does not permit the package being compiled to use the type. It is possible for gccgo to import
two different packages, both of which refer to the same
type that they imported from a third package. Gccgo
recognizes that case by the full name of the type, and
ensures that all references point to a single definition. If
gccgo then sees an import of that third package, it must
continue to use to single definition, and it must now
make the type available for use by the package which it
is compiling. This is complicated somewhat by importing packages under different names, or even importing
the same package twice.
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When the source code exports a type that is defined in
terms of a type which is not exported, gccgo must put
the full definition of the unexported type in the export
data, using a hidden name. When gccgo imports this
package, it must read the definition of the type, but it
must not make the type available to the package which
it is compiling.

5.2.3

Trailer

The export data ends with a checksum of all the data.
This checksum is not currently used. The intent is to
provide a way for build systems to see whether the export data of a package has been changed when the package is recompiled. If a package is changed and recompiled, but the export data has not changed, then there is
no need to recompile any other package that imports the
changed package. It is only necessary to relink any executables. This can be used to speed up rebuilds after a
change to, e.g., the body of a function.

6

GCC interface

Gcc is distributed with several different language frontends: C, C++, Fortran, Java, Ada, Objective C, Objective C++. The gccgo project is simply adding another
frontend. In this section I’ll discuss what is required to
add a new frontend.
I will describe the state of the interface as of this writing. It is likely that things will change over time. Gcc’s
frontend interface is, as of this writing and as far as I
know, undocumented. All files are in the language subdirectory, which for gccgo is simply named go.
6.1

• language: The name of the language, in this
case go.
• compilers: The name of the compiler proper,
the program linked against the gcc middle-end, in
this case go1.
• target_libs: The name of the top level
Makefile targets for any target libraries that
should be built for this language, in this case
target-libgo.
• gtfiles: The names of any files that must be
examined for the GTY markings used by the gcc
garbage collector.
• lang_dirs: Other top level Makefile targets
that should be built if the language is built. Gccgo
does not set this.
• subdir_requires: Other gcc frontends that
must be available in order for this frontend to be
built. This exists for the Objective C++ frontend,
which requires both the C++ and the Objective C
frontends to be present. Gccgo does not set this.
• boot_language: Set to yes if this language is
needed to bootstrap gcc itself. Gccgo does not set
this.
• boot_language_boot_flags: Options to
pass to make when building this language. Gccgo
does not set this.
• build_by_default: Set to yes if this language is built by default. Gccgo does not set this.
• outputs: A list of files that will have
configure substitutions applied to them. Gccgo
does not set this.

GCC interface Files
6.1.2 Make-lang.in

Every gcc frontend has certain files with specified
names.

6.1.1 config-lang.in
The file config-lang.in is a shell script sourced
by the top level configure script. It sets some shell
variables:

The file Make-lang.in is a Makefile fragment
that is included in the gcc Makefile. It provides the rules for building the program listed in
compilers in config-lang.in. It must also
provide several targets whose names are based on the
language field in config-lang.in. That is, the
gccgo Make-lang.in defines the targets below, with
language replaced by go.
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• language: this target must build the compiler
proper.

• language.maintainer-clean: clean everything that a maintainer can rebuild.

• language.all.cross: any tools required
for a cross compiler. For gccgo this builds
gccgo-cross.

• language.stage1: copy all bootstrap files to
stage1/language.

• language.start.encap: any tools required
in order to run gcc. For gccgo this builds gccgo.
• language.rest.encap: anything that must
be built after gcc can run.

• language.stage1: copy all bootstrap files to
stage2/language.
• language.stage3: copy all bootstrap files to
stage3/language.

• language.info: build .info files.

• language.stage4: copy all bootstrap files to
stage4/language.

• language.install-info:
files.

• language.stageprofile: copy all bootstrap
files to stageprofile/language.

install .info

• language.dvi: build .dvi files.

• language.stagefeedback: copy all bootstrap files to stagefeedback/language.

• language.pdf: build .pdf files.
• language.install-pdf: install .pdf files.

6.1.3 lang.opt

• language.html: build .html files.
• langage.srcinfo: build .info files in the
source directory for releases.
• language.srcextra: build any additional
source directory files required for a release, such
as yacc output.
• language.tags: build TAGS files.
• language.man: build man pages.
• language.srcman: build man pages in the
source directory for releases.
• language.install-common:
install the
compiler proper and any supporting programs. For
gccgo this installs go1 and gccgo.
• language.install-plugin:
thing needed by compiler plugins.

The file lang.opt lists language specific options. The
format is the same as the general .opt files, and is described in the gcc internals documentation.

6.1.4 lang-specs.h
The file lang-specs.h may optionally exist. It is a
C file that consists only of a partial initializer for the
default_compilers array in gcc.c. This may be
used to tell the gcc driver program how to compile files
for a given extension. For gccgo this file gives a spec for
compiling files with an extension of .go.

6.1.5 subdir-tree.def

install any-

• language.install-man: install man pages.
• language.uninstall: uninstall everything.
• language.mostlyclean: clean most things.
• language.clean: clean everything that can be
rebuilt.
• language.distclean: clean everything create by configure.

The file subdir-tree.def may optionally exist.
Here subdir is the name of the subdirectory where the
config-lang.in file is found, which need not be the
same as the language defined in that file. In particular, they are different from the C++ frontend, for which
subdir is cp but language is c++. In any case,
the file subdir-tree.def, if it exists, contains additional DEFTREECODE definitions used with GENERIC.
This permits language specific extensions to GENERIC.
This feature is used by the C, C++, Objective C, and Objective C++ frontends.
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6.2

Driver

Several gcc frontends have a driver program. For
gccgo the driver is simply named gccgo. This driver
program compiles and links code written in the language. The main gcc driver may be set up to invoke
the appropriate compiler based on the extension of the
source file (see the description of lang-specs.h,
above). The main purpose of the language-specific
driver program is to add required libraries to the link
line. The driver program is built by the language.
all.cross and language.start.encap targets
in Make-lang.in described above, and is installed
by the language.install-common target.
The language specific driver program does not contain
a main function. Instead, it is linked with the make
variable $(GCC_OBJS). The language specific driver
must provide two functions and one variable.
• The driver calls lang_specific_pre_link
after doing any required compilation and before
doing any linking. This function takes no arguments and returns int. It should return 0 on success and some other value on failure. The gccgo
version simply returns 0. This Java frontend uses
this hook to implement the --main option.
• The global variable lang_specific_extra_
outfiles has type int. The gcc driver uses this
to increase the size of the outfiles array that the
driver code builds to hold the output file names.
The gccgo driver simply sets this to 0. The Java
frontend sets this to 1 if it sees the --main option.
• The function lang_specific_driver does
most of the work. The gcc driver invokes the function after parsing the options but before doing any
work. It takes pointers to the list of options and
the number of added libraries, which it may update. The gccgo driver uses this function to add the
-lgobegin and -lgo libraries when linking.
6.3

Frontend Language Hooks

As noted above, Make-lang.in must describe how
to build the compiler proper. This is the program that
the driver will invoke to compile a source file into an assembly file. Gccgo names this program go1. It must be

built from object files linked against libbackend.a,
generally via the make variable $(BACKEND). The
language compiler may provide a main function, but it
does not have to.
The language compiler must define a global variable named lang_hooks, of type struct lang_
hooks. This variable should be initialized to LANG_
HOOKS_INITIALIZER. This initializer value is controlled by a set of macros whose names begin with
LANG_HOOKS_. These macros are defined in the
file langhooks-def.h. The usual pattern is for
a frontend file to include langhooks-def.h, and
then for each required language hook to #undef the
LANG_HOOKS_ macro and #define it to a hook appropriate for the frontend. These #undef #define
pairs must occur before the use of LANG_HOOKS_
INITIALIZER. I don’t know of any documentation
for the language hooks, and I will not document them
all here. I will quickly mention the language hooks that
must always be implemented.
• LANG_HOOK_INIT initializes the frontend, and
must also call the following functions:
– build_common_tree_nodes
– set_sizetype
– build_common_tree_nodes_2
– build_common_builtin_nodes
• LANG_HOOK_PARSE_FILE must parse all the
input files, which may be found at in_fnames
of length num_in_fnames.
• LANG_HOOK_TYPE_FOR_SIZE must be defined, and must return a tree for the frontend specific integer type for a given number of bits. It will
only be called for types of a precision used by the
frontend.
• LANG_HOOK_TYPE_FOR_MODE must be defined, and return a tree for the frontend specific
integer type for a given mode.
• LANG_HOOK_GLOBAL_BINDINGS_P must be
defined. It must return an int that is 0 when not
processing a global variable. This hook is rather illdefined, and is only meaningful when the frontend
is calling into a backend function for some operation such as constant folding.
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• union lang_tree_node: a union of tree_
node and lang_identifier, with a GTY
marker describing how to follow the chain field.

• LANG_HOOK_PUSHDECL must be defined. It
does not have to actually do anything, although
it will be called by the default implementation of
LANG_HOOK_BUILTIN_FUNCTION. This hook
is rather ill-defined.

• struct language_function: a field that
will be attached to a struct function and
accessed by the cfun global variable, which the
frontend may use for any purpose.

• LANG_HOOK_GETDECLS must be defined. It
is called when generating STABS debugging information, and by the default implementation of
LANG_HOOKS_WRITE_GLOBALS.
• LANG_HOOK_WRITE_GLOBALS should be defined to write out all global functions and variables.
The default definition will suffice for a language
that uses GENERIC as the IR, but not for frontends such as gccgo that use a different IR. This
hook must call the following functions:
– cgraph_finalize_compilation_
unit
– wrapup_global_declarations
– check_global_declarations

The file(s) where these types are defined must be listed
in gtfiles in config-lang.in. The file(s) must
use #include to include the generated files as usual
for GTY markings.

7

Runtime

The Go language has a significant runtime component,
used to implement garbage collection, concurrency, type
reflection, and other features. Go also has a standard library. Gccgo puts this code in the libgo library, which
has four parts:

– emit_debug_global_declarations
• convert is a function that should be a langhook
but is not. The middle-end will call this in a few
places to convert an expression to a type.

6.4

Frontend GTY Support

In order to support gcc’s internal garbage collector, the
language frontend must define certain types. These
types do not need to be used, but they must be defined
and marked with a GTY marker. These markers are documented in the gcc internals manual. The following
types must be defined.

• A copy of the Go library distributed with the gc Go
compiler, with some minor changes.
• A system call package that replaces the syscall
package of the gc Go compiler.
• Runtime support copied from the gc Go compiler. This is mainly the memory allocator and the
garbage collector.
• Runtime support code called by code generated by
gccgo.
7.1

Go Library Differences

• struct lang_type: language dependent contents of a type in GENERIC. This may have just a
dummy field.

These are the differences between the gc Go library and
the gccgo Go library:

• struct lang_decl: language dependent contents of a decl in GENERIC. This may have just a
dummy field.

• Avoid cases where the gc library uses assembly code. The gccgo version uses C code instead. For example, in the gc Go library the
bytes.IndexByte function has different assembler implementations for each supported target.
The gccgo version is written in C, and simply calls
__builtin_memchr.

• struct lang_identifier: language dependent contents of an identifier. This must include
a field of type struct tree_identifier.
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• Directory reading and stat handling. The gc Go
library calls the system calls directly. The gccgo
version calls the C functions opendir and stat.
• Some test code is adjusted for the above changes,
and because gccgo does not yet implement
runtime.Caller.
7.2

System Call Support

The gccgo syscall package is completely different
from the gc library. The syscall package provides
low level system interfaces like open.
The gc library uses a program that runs gcc and reads the
debug information to generate struct definitions in Go
format. The gccgo library is similar, but instead uses a
new gcc option, -ggo, to generate debugging information in Go format directly. The gccgo library uses -ggo
with a set of system header files at build time, and uses
a shell script to massage the output.
The gc library uses assembler code to run system calls
directly. The gccgo library instead calls the appropriate
C functions, using gccgo’s __asm__ extension.
7.3

Interfaces

Go supports values of interface type. An interface type
is simply a set of methods. Any value of a concrete (i.e.,
non-interface) type may be assigned to a variable of interface type, provided the concrete type implements the
methods of the interface type. Given a value of interface type, the program may call any method defined by
that interface type. A value of one interface type may
be converted to a value of a different interface type; this
will cause a runtime failure if the concrete type stored in
the interface value does not support all the methods of
the new interface type.
In other words, interface types provide type polymorphism, but, unlike C++, it is not tied to a type heirarchy.
Runtime conversion of interface types means that there
is a dynamic runtime component, similar to dynamic_
cast in C++ though again without a type heirarchy.
In order to support interfaces, and also the reflect
package that is used for type reflection, gccgo builds a
type descriptor for every type used in the program. The
name of the type descriptor is a mangled version of the

type. For a named type, the mangled name includes the
package name and the package’s unique prefix. Type
descriptors for named types are defined in the package
where the type is defined, but type descriptors for unnamed types are passed to gcc’s make_decl_one_
only function so that they can be shared between object
files. I won’t describe the format of the type descriptor
here.
Gccgo represents a value of the empty interface type
interface{} as a struct with two fields.
struct __go_empty_interface
{
const struct __go_type_descriptor
*__type_descriptor;
void *__object;
};
The __type_descriptor field is a pointer to the
type descriptor for the concrete type of the value assigned to the interface. If this field is NULL, then the
interface value is nil. If the value stored in the interface is a pointer type, then the __object field is simply that pointer. Otherwise, the __object field is a
pointer to the actual value, which will have been copied
to the heap.
Gccgo represents a value of a non-empty interface type
also as a struct with two fields.
struct __go_interface
{
const void **__methods;
void *__object;
};
The __object field holds the value in the same way
as for an empty interface. The __methods field points
to a method table. The first field in the method table is
a pointer to the type descriptor of the value’s type. If
this field is NULL, then the interface value is nil. The
subsequent fields are function pointers, in the order of
the methods of the interface type. Thus a method table
is similar to a C++ virtual table. The method table for a
given interface type/value type pair is always the same.
When possible, the method table is constructed at compile time. When a runtime conversion is done, the
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method table is built at runtime. Interface and type
methods are kept sorted by name, so building a new
method table is linear in the number of methods. A possible future enhancement will be to use a hash table to
map interface type/value type pairs to existing method
tables.
Calling a method on a value of interface type requires
loading the method table, loading the appropriate function pointer from the method table, and calling the
function. Thus it is similar to a virtual function call
in C++. The Go method call iv.Method(arg) is
converted to code that in C would look like iv->__
methods[1](arg).

7.4

Stack Splitting

The Go language makes it very easy to create a new
thread of execution via the go statement. Naturally a
new thread of execution must allocate a stack. Making
the stack too large will waste address space. Making
the stack too small risks stack overrun. Gccgo address
this problem via stack splitting. The start of each function has a short sequence of instructions, typically just
two instructions, which checks whether there is enough
room on the current stack for the function’s stack frame.
If there is not, a new stack segment is automatically allocated, in such a way that when the function returns
the stack automatically moves back to the old stack segment.
On i386, for a function with a stack frame smaller than
256 bytes, the initial instructions are simply

cmpl
jb

%gs:48, %esp
.L2

Normally the stack does not need to be split, and the
branch is not taken. So while stack splitting does introduce additional overhead to every function, that overhead is relatively small.
Stack splitting has the potential to be generally useful, and is implemented in gcc’s middle-end via the
-fsplit-stack option. Gccgo automatically turns
on the option.

7.5

Panic and Recover

The predeclared functions panic and recover, in
conjunction with the defer statement, serve as a dynamic exception mechanism. When Go code calls
panic, the Go runtime walks up the stack, executing
functions passed to the defer statement. If a deferred
function calls recover, the stack walk is stopped, and
the value passed to panic is returned by recover. If
recover is called by a deferred function when no call
to panic is in effect, recover returns nil.
If recover is called by a function which was not the
immediate argument to defer, it returns nil. In other
words, if defer is used to execute a function, and
that function calls another function that in turn calls
recover, then the call to recover should return nil
even if there is a panic in progress. This permits deferred functions to call functions which use panic and
recover themselves without getting confused by the
fact that there is an ongoing panic.
The stack walk does not actually unwind the stack. The
calls to the deferred functions are executed as though
they were called directly by panic. This permits them
to use the runtime.Callers function to get a stack
trace (gccgo does not currently implement runtime.
Callers, but eventually it will). If the deferred function calls recover to interrupt the stack walk, the stack
is unwound after the deferred function returns, and execution continues at the caller of the function that ran
defer (or at the next deferred function if that function
ran defer more than once).
The most complex issue is that when a program calls
recover, it is necessary to know whether the call is
being made by a function that was the immediate argument to defer. The gc compiler determines this by
passing the argument frame pointer to recover, which
uses it to get the stack pointer of the caller of recover.
The gc stack frame permits it to use that to get the caller
of the caller of recover, to see whether recover
was called at the appropriate location on the call stack.
This procedure would be difficult to implement in
gccgo. Since gccgo uses the standard ABI for whatever
target it is configured for, unwinding the stack is much
more difficult. The unwind library does not provide the
necessary interfaces. Gccgo’s stack splitting code introduces additional stack frames at unpredictable moments,
and they are hard to identify.
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Instead, gccgo checks whether a defer statement may
be invoking a function which calls recover. The
defer statement always creates a thunk that calls the
actual deferred function with the appropriate arguments.
It is that thunk that is stored on the runtime’s defer
stack. If the deferred function may call recover, the
thunk calls the runtime function __go_set_defer_
retaddr. It passes the address of a label immediately
after the call to the actual deferred function. This uses
gcc’s existing address-of-label extension. This label is
thus the return address of the deferred function.
For any function that calls recover, gccgo inserts
a call to __builtin_return_address. A function can always reliably determine its immediate return address. That return address is passed to the runtime function __go_can_recover. That function
can compare the return address to the address saved
by __go_set_defer_retaddr, if any. If the addresses match, then the call to recover can succeed,
and __go_can_recover returns 1. Otherwise, it returns 0. This value is saved in a compiler-created local
variable, and the actual call to recover is expanded to
check that local variable.
That works for normal cases, but it does not handle the
case in which the function that call recover splits the
stack on entry. In that case __builtin_return_
address will return the address of the stub which
restores the old stack, rather than the address of the
caller. To avoid that problem, gccgo splits any function which calls recover into two functions. A small
thunk which uses at most a very small stack frame, and
the real function. The small thunk is marked to not split
the stack. It calls __go_can_recover, and passes
the result to the real function via a compiler-created additional hidden parameter. The real function is marked
uninlinable to ensure that it is not inlined into the small
thunk causing the latter to have a large stack frame.
That is sufficient to let us know whether recover
should return a panic value if there is one, at the cost
of having an extra thunk for every function which calls
recover.
Now for the panic function. It walks the list of deferred functions, calling them as it goes. When a deferred function sucessfully calls recover and returns,
the panic stack is marked. This stops the calls to the deferred functions, and starts a stack unwind phase. The
unwinding is done using gcc’s general unwind mech-

anism. This means that every function which calls
recover has an exception handler. The exception handlers are all the same: if this is the function in which
recover returned a value, then simply return from the
current function, effectively stopping the stack unwind.
If this is not the function in which recover returned a
value, then resume the stack unwinding, just as though
the exception were rethrown in C++.

In order to ensure that all defer handles are run in all
cases, any function that uses defer is wrapped like
this. Here the function __go_check_defer is the
simple exception handler mentiond above. The function
__go_undefer runs all functions on the defer stack
associated with its argument. Of course, one of those
functions may call panic, which is why there is an exception handler in the finally clause. The compiler
generated variable DEFER.0 is used to handle defer
correctly when functions are inlined.

void *DEFER.0;
try
{
try
{
// Function body.
}
catch (...)
{
__go_check_defer (&DEFER.0);
return;
}
}
finally
{
lab:
try
{
__go_undefer (&DEFER.0);
}
catch (...)
{
__go_check_defer (&DEFER.0);
goto lab;
}
}
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7.6

Goroutines

Currently gccgo runs every goroutine in a separate
thread. This is inefficient. It would be much better to
multiplex goroutines onto threads, as the gc compiler
does.

8

Optimization

The gccgo frontend currently does very little optimization, though of course all of gcc’s middle-end optimizations are available. There are various possible optimizations appropriate for the frontend in the future.
• Because Go only permits calling declared functions, and because function declarations either
come from source code which the compiler can see
or from export data which the compiler generates,
there is a lot of scope for automatically generated
function annotations.
– Automatically annotate const/pure functions.
– Annotate which pointer arguments escape the
function, permitting pointers passed to the
function to be stored on the stack in some
cases.
– Simple cross-package inlining for small functions.
– Annotate which array and struct arguments
are not changed, permitting passing a pointer
instead.
• All array, slice, and string indexes in Go are
bounds checked. VRP can not always see when
these bounds checks can be eliminated because the
middle-end does not know that, e.g., strings in Go
are immutable. The frontend could do a better job
in some cases.
• Cross package inlining in the frontend makes it
possible to devirtualize interfaces in some cases.
The middle-end is unlikely to be able to turn the
method call sequence back into a direct function
call, but the frontend could.
• Switch statements could be better optimized, using a combination of if statements and SWITCH_
EXPR when some but not all of the cases are constants.
• Anything the compiler can do to give hints to the
garbage collector could be useful.

9

Debugging

The output of gccgo can be used with gdb today, but it is
awkward. Doing a better job is going to require changes
to gdb.
• A major debugging issue is the names of function
and global variables. The Go name for a function
or variable always includes a package name. The
package name and function/variable name are separated by a period. Gdb does not expect names to
contain a period, so all references to these names
have to be quoted and tab completion does not
work properly. This makes it painful to set breakpoints by name; I often set them by filename and
line number instead.
• There are several Go runtime types which gdb will
need to learn about, either via Python scripts or
a direct port: strings, slices, interfaces, channels,
maps, type descriptors. Right now printing these
values is just like printing a struct in C.
• Debugging split stack code is quite awkward in gdb
today. When you single step into a function, and it
splits the stack, you need to single step through the
stack splitting code down to the branch back to the
function. This needs to be improved.
• Gdb’s support for multi-threaded programs is functional but often awkward to use. Go programs tend
to have many goroutines. How to debug such programs effectively is an open question.

10

Future Work

The gccgo frontend is a work on progress. These are the
some of the goals.
• Increase the separation between the frontend
proper and the gcc interface.
• Implement the optimization ideas described above.
• Don’t use a single thread per goroutine, but instead
multiplex several goroutines onto a single thread.
• Improve the garbage collector, which is currently a
simple mark and sweep collector.
• The Go language continues to change, and the
gccgo frontend must continue to change with it.
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Abstract

cesses patterns, loop iteration bounds, and instruction
schedules.

Data-dependences need to be analyzed to guarantee the
legality of a loop transformations and parallelization.
But many dependences are spurious memory-based dependences: they are induced by storing values in the
same memory location. Spurious dependences reduce
the degrees of freedom in loop transformations and parallelization. The effective handling of spurious datadependences in GIMPLE is essential for the effectiveness of polyhedral compilation in GCC.
We show that most memory-based-dependences induced by the gimplification can be ignored, rather than
scalar/array expanded. Our method relies on an extension of the violated-dependence-analysis technique implemented in GRAPHITE. It has a minimal impact on
compilation time and guarantees that we are not loosing
any transformation opportunity compared to a sourceto-source compilers. We will detail the algorithm, the
current state of the implementation and the future plans.

1

Introduction

Loop nest optimization and parallelization are two of
the most important program optimizations for performance on multicore architectures. Each modern compiler needs a careful implementation of those transformations in order to achieve efficiency on current architectures.
Choosing the most effective loop nest optimization and parallelization strategy is a huge and unstructured optimization problem that compiler has to
face [9], [8], [3], [21], [20]. The well known approach
to this problem is the polyhedral compilation framework [9] aimed to facilitate the construction and exploration of loop transformation sequences and parallelization strategies by mathematically modelling memory ac-

Each program transformation needs to be safe – the
semantics of the original imperative program cannot be changed. In order to preserve legality, datadependences [1] need to be analyzed. Data-dependences
put constraints on the relative ordering of read and write
operations.
But many dependences are spurious memory-based dependences1 : they are induced by the reuse of the same
variable to store multiple (temporary) values. Spurious
scalar dependences not only increase the total number
of dependences that need to be dealt with(having an impact on compilation time), but, most importantly, they
reduce the degrees of freedom available to express effective loop transformations and parallelization.
They could be removed by introducing new memory locations, i.e. expansion of the data structures [4]. While
the expansion approaches might remove many spurious
dependences, they have to be avoided whenever possible due to their detrimental impact on cache locality and
memory footprint.
Polyhedral loop nest optimization and parallelization is
traditionally implemented on top of rich, high-level abstract syntax trees. The Graphite pass in GCC is an exception, as it operates on GIMPLE intermediate code.
Designing a polyhedral compilation framework on 3address code exacerbates the problem of spurious memory dependences even further, since the gimplification
process introduces many temporary variables.
In this paper, we show a technique guaranteeing that
all the memory-based dependences induced by the lowering of a source program into GIMPLE can be ignored, rather than removed through scalar/array expan-
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and output dependences [1]
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sion. This is excellent news to many loop transformation experts, as it circumvents a well known difficulty
with polyhedral compilation techniques. Our method relies on an extension of the violated dependence analysis
technique already implemented in Graphite.

2

State of the art

Spurious data dependences are known to hamper possible parallelization and loop transformation opportunities. A well known technique for removing spurious
data dependences is to expand data structures – assigning distinct memory locations to conflicting writes. An
extreme case of data expansion is single-assignment [6]
form, where each memory location is assigned only
once.

Figure 1: matrix multiplication
for (i = 0; i < N; i++)
for (j = 0; j < N; j++)
{
S1:
A[i][j] = 0;
for (k = 0; k < N; k++)
S2:
A[i][j] += B[i][k] ∗ C[k][j];
}
Figure 2: after PRE
for (i = 0; i < N; i++)
for (j = 0; j < N; j++)
{
t = 0;
for (k = 0; k < N; k++)
{
t += B[i][k]∗C[k][j];
}
A[i][j] = t;
}

Clearly, there is a trade-off between parallelization and
memory usage: if we expand maximally, we will get
the maximal degree of freedom for parallelization and
loop transformations, but with a possibly huge memory
footprint. If we choose not to expand at all, we will save
memory, but our parallelization or loop transformation
possibilities would be limited.
There are many works trying to find the best compromise between two extremes. They basically take two
general approaches:
• Perform a maximal expansion, do a transformation,
and then do an array contraction which minimizes
the memory footprint. Approaches like [12], [11],
[5] fall into this category. This approach gives the
maximal degree of freedom for parallelization or
loop transformation, but an array contraction phase
is not always capable of optimizing the memory
footprint.
• Control the memory expansion phase by imposing constraints on the scheduling. Approaches
like [4], [14] fall into this category. This category
of approaches tries to optimize the memory footprint, but it might restrict schedules, thus loosing
optimization opportunities.
Our approach takes the following strategy: we do not
expand memory before scheduling. We simply ignore
all memory based dependences, and we accept any proposed schedule. Only after, we perform a violation analysis to check which memory based dependences might

have been violated, and we propose to expand memory
or to change a schedule.
By taking our new approach, we are combining the best
from two mentioned approaches: we do not perform a
full expansion and we do not restrict the schedule. But
there is a limitation to this: we are not able to compute
schedules automatically by using linear programming
approach as in [8], [3]. We must fall back to iterative
enumeration of possible schedules as it is done in [16].

3

Motivating example

Consider a simple numerical kernel – the famous matrix
multiplication – given in a Figure 1. A classical sourceto-source polyhedral optimizer would see a simple static
control loop with two statements only. A dependence
graph is simple as well – it is shown in Figure 7. It
contains both true (dataflow, read-after-write) dependences, and memory-based (write-after-write and writeafter-read) dependences. The data dependence graph
does not prevent loops ’i’ and ’j’ to be interchanged.
If we want to compile this source code in GRAPHITE,
things become more complicated. After source code
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Figure 4: Legal execution order
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Figure 3: GIMPLE and CFG as seen by Graphite
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Figure 5: Illegal execution order
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Figure 6: Data Dependence Graph
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Figure 7: Matmult Data Dependence Graph
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Figure 8: A flow of violation analysis based polyhedral
compilation
INPUT: a SCoP
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AR
δSW2 →S
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5. if live range interval is violated
(a) if we do not want to expand

is transformed into GIMPLE it goes through many optimization passes until it reaches GRAPHITE. One of
those passes is PRE(Partial Redundancy Elimination)
which does the following scalar optimization: instead
of accumulating a values into an array, it initializes a
scalar value, accumulates values into that scalar and
then stores the scalar into an array element. Conceptually, the idea is shown in Figure 2. That is a very good
scalar optimization, but it makes things much harder for
GRAPHITE to analyze. The code seen by GRAPHITE is
shown in Figure 3.
A new dependence graph for the GIMPLE code is
shown in Figure 6. Not only has the data dependence
graph become more complex, but it is structurally different from the dependence graph seen by a sourceto-source compiler. After introducing a scalar into the
loop, a new write-after-write dependence on statement
S1 has been introduced: δSWAW
. This dependence stems
1 →S1
from the fact that the same temporary scalar value is
overwritten in each iteration of the containing loop.
A dependence theory tells us that this dependence has
to be respected. thus it enforces a sequential order on
the code. Figure 4. shows that if we execute the code
in a sequential manner, according to original loop nesting (loop i as outermost, loop j as innermost), then dependences would be preserved. If we try to interchange
loops i and j, we would invert a dependence constraint,
thus violating the write-after-write dependence on the
scalar. This is shown in Figure 5. Currently GRAPHITE
would not allow interchanging loops i and j.
But our intuition tells us that it is legal to interchange
loops i and j and still have a correct output code. An
essential observation is that some memory based depen-

i. go to step 3.
(b) if we want to expand
i. perform an expansion of variable whose
live range interval is violated, keep a
schedule transformation and go to step
6.
6. generate the code

dences (write-after-write and write-after-read) could be
ignored when performing some transformations. But
how do we determine when it is safe to ignore some
dependences?
In the following sections we show how to formally
prove which dependences could be ignored and which
could not. We show an instance-wise variable live range
analysis used to collect the information on memory
usage patterns and violated dependence analysis used
for checking whether a transformation destroys variable
live ranges.

4

Framework

Polyhedral compilation traditionally takes as an input
a dependence graph with all dependences, constructs a
legal transformation using a mathematical framework
(usually based on linear programming) and generates
code.
The other class of so called violation analysis based
compilation flow [18] takes as an input a dependence
graph with all dependences as well, it constructs a transformation (without legality check), and only then it
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checks whether the transformation is legal. If it is, then
it proceeds with code generation. If it is not, then it reiterates and proposes a next transformation until it finds
a legal one.
We take the violation analysis approach a step further:
we do not take into the account all the dependences. We
split the dependence graph into those dependences that
are true data-flow dependences and those that are memory based.
When checking for legality of rescheduling, we assure
that all true dependences are satisfied, and we do not
check memory-based dependences for scheduling constraints. Instead, we construct live range sets for all
the memory locations that are operated on. We check
whether a transformation would destroy the live ranges.
If not, then the transformation is legal.
If a transformation destroys live range set for a memory
location, we could choose to expand those memory locations so as to repair the legality of live ranges, or we
could abandon that transformation and choose another
one. The choice on whether to expand could be based
on a cost-model (what is a footprint) or it could be just
a compilation parameter.
4.1

Some notation

The scope of the polyhedral program analysis and manipulation is a sequence of loop nests with constant
strides and affine bounds. It includes non-perfectly
nested loops and conditionals with boolean expressions
of affine inequalities [9].
The maximal Single-Entry Single-Exit (SESE) region of
the Control Flow Graph (CFG) that satisfies those constraints is called a Static Control Part (SCoP) [9, 3].
GIMPLE statements belonging to the SCoP should not
contain calls to functions with side effects (pure and
const function calls are allowed) and the only memory references that are allowed are accesses through arrays with affine subscript functions. SCoP control and
data flow are represented with three components of the
polyhedral model [9, 3, 13]:

Iteration domains capture the dynamic instances of
instructions — all possible values of surrounding loop

induction variables — through a set of affine inequalities. Each dynamic instance of an instruction S is denoted by a pair (S, i) where i is the iteration vector containing values for the loop induction variables of the surrounding loops, from outermost to innermost. If an instruction S belongs to a SCoP then the set of all iteration
vectors i relevant for S can be represented by a polytope:
DS = i | DS × (i, g, 1)T ≥ 0 which is called the iteration domain of S, where g is the vector of global parameters whose dimension is dg . Global parameters are invariants inside the SCoP, but their values are not known
at compile time (parameters representing loop bounds
for example).

Data references capture the memory locations of array data elements on which GIMPLE statements operate. In each SCoP, by definition, the memory accesses are performed through array data references. A
scalar variable can be seen as a zero-dimensional array.
The data reference polyhedron F encodes the access
function mapping iteration vectors in DS to the
 array
subscripts represented by the vector s: F = (i, s) |
F × (i, s, g, 1)T ≥ 0 .

Scheduling functions are also called scattering functions inside GRAPHITE following CLooG’s terminology.
While iteration domains define the set of all dynamic instances of an instruction, they do not describe the execution order of those instances. In order to define the execution order we need to give to each dynamic instance
the execution time (date) [8, 10]. This is done by constructing a scattering polyhedron representing the relation 
between iteration vectors and time stamp vector t:
θ = (i, t) | Θ × (i, t, g, 1)T ≥ 0 .
Dynamic instances are executed according to the lexicographical ordering of the time-stamp vectors. By changing the scattering function, we can reorder the execution
order of dynamic iterations, thus performing powerful
loop transformations.
A dependence graph G = (V, E) is the graph whose vertices are statements V = S1 , S2 , . . . , Sn and whose edges
e ∈ E from Si to S j are representing scheduling constraints between statement instances of Si and S j . Those
scheduling constraints are caused by data dependences.
Dependence edges e are labelled by dependence polyhedra δ Si →S j . Dependence polyhedra describe, in a
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Figure 9: Read/Write instruction interleaving and variable live ranges
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We can decompose the set L into a set of convex polyhedra, each polyhedron describing live range instances
for a pair of statements:

S6

closed form linear expression, pairs of statement instances whose relative execution order should be preserved: an instance of statement Si should be executed
before an instance of statement S j [17].

4.1.1

This set represents an instancewise set of live ranges.
We want to have a closed form expression that summarizes all the instances of live ranges.

Live ranges

Execution trace of a sequential program can be seen as
an interleaving of read and write instructions. This interleaving is encoded in a scheduling function of the polyhedral model, while memory accesses are encoded as
data reference polyhedra.
We define a live range of a variable as the span of
instructions in an execution trace between the first
write(definition) of the variable and the last use (before
it is killed). Given a GIMPLE code in Figure 3 we can
model the execution trace and instances of live ranges
as shown graphically in Figure 9.
Essentially, for a given scalar variable or memory cell in
an array, there will be multiple instances of live ranges,
since one scalar value might be overwritten and read
multiple times inside some loop. Thus, we need a compact way to represent all instances of live ranges for each
memory cell.
We use polyhedral representation to represent, in a compact manner, a set of instances of live ranges for a given
memory location. Each instance of a live range is a tuple
describing an instruction instance that is defining (writing) a value and an instance of last read instruction that
is consuming (reading) a value before it is killed:

λ SLW →SLR = {(iLW , iLR ) : Λ × (iLW , iLR , g, 1)T ≥ 0}
.
We define the set of live range instances for a given
memory location M as the set of all non-empty live
range instance polyhedra for each pair of statements that
might form at least one live range:

LM = {λ SLW →SLR : SLW , SLR start/end stmts of intervals}
Each convex polyhedron λ SLW →SLR represents instances
of statements that form a definition/last use pairs. This
polyhedron is constructed by enforcing the following
conditions:

Conflict condition: the definition statement instance
and the last use statement instance refer to the same
memory location: FSLW (iW ) = FSLR (iR ).

Causality condition: the read instruction is scheduled
after write instruction: θSw iW ≺ θSr iR .

Liveness condition: a live range is closed by a read
instruction that is the latest read instruction before the
variable is killed (by a subsequent write instruction). In
polyhedral terms, this is expressed as:


(< SLW , iLW >, < SLR , iLR >)

iLR = lexmax(iR )
∧ iLR ≺ iKW = lexmin[iW ](I : iW ≺ I)
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The rest of this section will detail an algorithm for the
computation of live ranges. All the necessary polyhedral operations are shown in details, so as to give a detailed implementation plan and a computational complexity estimate.
4.2

Algorithm details

There are four major algorithmic components we need
to provide in order to support the idea of violation analysis based polyhedral compilation shown in Figure 8:
the array dataflow analysis algorithm is used to compute true(dataflow) dependences in a data dependence graph [7]. This information is used twice:
in a violated dependence analysis check, and in a
computation of memory live range intervals.

We have additional attributes attached to the data reference access polyhedron: base(FSi ) returns the base address of the accessed array; write(FSi ), and read(FSi )
attributes have true value if the access is write/read respectively.
We use a 2 · d + 1 [9] encoding of the schedule timestamps. In the 2 · d + 1encoding, odd dimensions correspond to a static schedule – the precedence order of two
statement instances that share the same loop, and are executed at the same iteration, is determined by their textual order inside that loop. Even dimensions correspond
to dynamic schedule – if two statements share common
loop, then the statement whose iteration comes earlier is
executed before the other. There are as many even dimensions as the loop depth of the statement, hence the
2·d +1encoding. For example, schedules for statements
S1 and S2 from Figure 3 are encoded in the following
scheduling functions:

the memory live range interval analysis algorithm is
used to compute sets of live range intervals for each
memory location accessed in a SCoP. This information is used in the violated dependence analysis
check to validate the transformation.
the live range violation analysis algorithm is used to
check for the violation of live range intervals after a transformation. This check is the core of our
new violated dependence analysis approach.
the dependence violation analysis algorithm [17] is
already implemented in GRAPHITE. Currently it
is used for checking the legality of both dataflow
and memory-based dependences. In our new approach it is used for checking the violation of true
dataflow dependences only, while the violation of
memory-based dependences is replaced by the previously mentioned algorithm.
Each SCoP inside GRAPHITE is described as a collection
of polyhedral components for each statement:
SCoP = {< DSi , θSi , FSi >}

θS1 (i, j)T = (0, i, 0, j, 0)T
θS2 (i, j, k)T = (0, i, 0, j, 1, k, 1)T
4.2.1

Array dataflow analysis

Array dataflow analysis [7] essentially gives a solution
to the following question: for each scalar or array reference give the source instruction instance – an instruction instance that produced the value that reaches the
given scalar or array reference. Array dataflow analysis
considers read-after-write dependences only. Compared
to a simple implementation of dependence analysis [17]
currently used in GRAPHITE, it removes all transitively
covered dependences.
The result is a list of dependence relations δ S j →Si .
Each dependence relation represents the relation between source and sink (write/read) iterations that access
the same memory cell, so that the read access is getting
the live value written in the write access, and not overwritten by any intermediate write access. The algorithm
is outlined below:
∀Si ∈ SCoP such that read(FSi ) = T do:

For the presentation purposes, we will consider that we
have scheduling functions kept independently for each
statement. We also use a property of GIMPLE three address code, stating that each statement can have at most
one read or write to an array.

1. ∀S j ∈ SCoP such that [write(FS j ) = T and
base(FS j ) = base(FSi )] do:
(a) SW ← SW ∪ S j
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2. depth ← 2 · dim(DSR ) + 1

of another source Sk that is closer to the sink Si . Flow
dependences δ Sk →Si are updated with the improved
sources, while flow dependences δ S j →Si are removed.
Any improved source needs to precede the sink at the
same level levsink , and needs to follow the source S j at
the same or a deeper level lev.

3. Iset ← DSR
4. for lev ← depth to 1
5. ∀S j ∈ SW such that S j can precede Si at lev do:
(a) {(iLW , iR )} = lexmax[iR ∈ Iset ](iW
FS j (iW ) = FSi (iR ) ∧ θSw iW ≺lev θSr iR )

:

parameters: SCoP, SW , Si , levsink , j

(b) δ S j →Si ← δ S j →Si ∪ {(iLW , iR )}

1. depth ← 2 · dim(S j ) + 1

(c) Iset ← Iset \ range({(iLW , iR )})

2. ∀Sk ∈ SW , k < j such that Sk can precede Si at levsink
do:

(d) call Remove killed sources

(a) for lev ← levsink to depth
Described in words, this algorithm does the following:

(b) if S j can precede Sk at lev
i. {(iLW , iR )} = lexmax[iR ](iKW , iW :
(iW , iR ) ∈ δ S j →Si ∧ FSk (iKW ) =
FSi (iR ) ∧ θSk iKW ≺levsink θSi iR ∧
θS j iW ≺lev θSk iKW )
ii. δ S j →Si ← δ S j →Si \ {(iLW , iR )}
iii. δ Sk →Si ← δ Sk →Si ∪ {(iLW , iR )}

Iterate over all read accesses in a SCoP. Given a read access, iterate over all write accesses in a SCoP that write
to the same memory cell (base addresses of arrays are
the same). Compute for each iteration of the read access
and for each array element accessed by that iteration,
the write access that was the last to write the element
accessed by the read access before this read access.
The set Iset keeps those iterations of the read access that
are not yet processed. We proceed level by level, starting from the outermost level to the innermost. The core
of the algorithm is the computation of the lexicographically maximal2 iteration of the S j statement (a write
statement) that happens before the iteration of the Si
statement (a read statement).
That was the starting point of the computation: it computes a possible flow dependence from an instance of S j
statement, to an instance of Si statement. But considering only one write/read pair is not enough: there might
be some intermediate write instance of Sk statement that
happens after an instance of the S j statement, but before
an instance of the Si statement. That instance of the Sk
statement is killing the value produced by an instance of
S j statement, since that value does not reach a read instance of the Si statement. We take care of those cases
in the remove killed sources procedure.
Procedure: remove killed sources
Given a possible flow dependence δ S j →Si at level lev,
remove those elements for which there is an iteration
2 It

is a well known PIP (Parametric Integer Programming) algorithm implemented in polyhedral libraries such as PPL, ISL or
PIPlib.

4.2.2

Memory live range interval analysis

What has been described so far is an algorithm to compute the latest write iteration, given a specific read iteration. In order to compute the set of live range instances
of the variable LM , we also have to compute the latest
sink iteration, given the source iteration. Thus, we apply
a very similar procedure:
Procedure: compute intervals LM
for all distinct arrays M inside a SCoP do:
1. ∀Si such that base(FSi ) = M and write(FSi ) = T
(a) ∀δ Si →S j such that source(δ Si →S j ) = Si
i. SR ← SR ∪ sink(δ Si →S j )
(b) λ Si →SR ← compute the latest read for a write
statement Si and a set of read statements SR
(c) LM = LM ∪ λ Si →SR
Given a set of already precomputed dataflow dependences δ Si →S j , we are computing LM sets for each distinct array M inside a SCoP (remember that scalars are
also represented as arrays). For each statement Si that
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writes a value to an array M we collect all read statements for which the value is live. A set of those read
statements is kept in SR . Among those read statements
we compute the latest read access that reads a live value
written in some instance of Si statement. This is, as in a
dataflow analysis, done by using a computation of lexicographic maximal iteration. For each write statement
Si we keep a result in λ Si →SR , and we accumulate results
to form a final set of live range intervals: LM .
4.3

Live range violation analysis

By definition, live range instances form a disjoint intervals in the original program execution trace. Dataflow
(true, read-after-write) dependences enforce a correct
execution order of statement instance pairs that produce
and consume values respectively. If we enforce the correctness of all dataflow dependences and if we enforce
that all live range intervals are preserved, we can guarantee a correctness of the transformation, ignoring the
preservation of memory based dependences.
After applying a transformation, the relative execution
order of statement instances might change. This change
might induce a violation of live range interval instances.
We say that two instances of live range intervals are in
conflict if they overlap in the execution trace of a transformed program.
The goal of live range violation analysis is to check
which instances, if any, of live range intervals are in conflict after a program transformation. If there is at least
one pair of such instances, then the transformation is not
legal without further corrections.
Computing live range interval conflict sets proceeds in
two steps:
1. computing transformed image of live range interval
set
2. checking for overlapping live range intervals

4.3.1

Computing transformed image of live range
interval sets

Given an already computed initial set of live ranges LM
for an array M, we are interested in computing a transformed image of live ranges after applying a program

transformation. This information is necessary for determining the legality of the transformation in a subsequent
step.
If M is not a zero-dimensional array (a scalar represented as an array) then the polyhedron λ SLW →SLR stores
a family of live range sets for each array element. Live
range sets for different memory locations might overlap
in the execution trace of the original program. If we are
interested in instances of live ranges for one particular
memory location, then we have to parametrize that polyhedron with a vector of array indices s that identify an
exact memory location that we are interested in:
λ SLW →SLR [s] = {(iLW , iLR ) : Λ × (iLW , iLR )T ≥ 0 ∧
FSLR (iLR ) = s}
In order to compute an image of transformed live range
interval sets, we proceed with the following algorithm:
INPUT:
1. transformed schedules
θS0 1 , θS0 2 , . . . , θS0 n

for

the

statements

2. computed LM
∀λ SLW →SLR ∈ LM do:
1. λ SLW →SLR [s] ← extend(λ SLW →SLR )
2. ImageM [s] ← ImageM [s] ∪ {(tLW , tLR ) | tLW =
θS0 LW (iLW ), tLR = θS0 LR (iLR ) ∧ (iLW , iLR ) ∈
λ SLW →SLR [s]}
An input to the algorithm is a program transformation,
encoded as a set of transformed schedules for each statement, and the already computed LM set. The algorithm proceeds by iterating over all polyhedra for different statement pairs that form live range interval sets:
λ SLW →SLR . It extends each λ SLW →SLR by parametrizing it
with a vector of array indices s. It computes an image
for each λ SLW →SLR [s] by computing a time-stamp vector
as an application of a scheduling function to an iteration vector. It accumulates partial results into ImageM [s]
polyhedron. The output is a parametrized polyhedron
ImageM [s] which holds a family of live range interval
sets for each memory location identified by subscript
vector s.
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4.3.2

Checking for overlapping live range intervals

The final building block needed for our framework is a
live range violation analysis. We need to check whether
any pair of live range intervals is in conflict.
We build a set of pairs of violated live range intervals
Vio. A closed form expression to build a set of violated
pairs is the following:

Vio = {< (tLW , tLR ), (tLW 0 , tLR 0 ) >|
(tLW , tLR ) ∈ ImageM [s]∧
(tLW 0 , tLR 0 ) ∈ ImageM [s] ∧ tLW 0 ≺ tLR ∧ tLW ≺ tLR 0 }
Please note that we use lexicographic less than operator
≺ when comparing time-stamps. This expression has
to be evaluated level-by-level (for each time-stamp dimension), and the result is an union of polyhedra. The
result can easily explode into the exponential number of
polyhedra in the output. An upper bound to the number of polyhedra is O(cN ). Luckily, parameter N is the
loop depth inside SCoP, which is usually a small number (N ≤ 6).
In the previous expression we used a property of sequential schedules: two different statement instances could
not be scheduled at the same time – their time-stamps
must differ. When checking starts/ends of overlapping
intervals we do not need to check for the case where
their time-stamps are equal, thus a strong lexicographic
less than operator is enough.

This expression is computationally more heavy than the
expression for sequential transformations, so it would
be used only in the case where we check for legality of
parallelism transformation.

Supporting array/scalar expansion: Our approach
is compatible with well known array/scalar expansion
approaches. If a transformation produces at least one
pair of violated live range intervals (the set Vio is not
empty) then we can choose to expand the variable M
whose live range intervals are violated. A precise characterization of violated live range instances in a set Vio
could be used to drive the needed degree of expansion.
Our proposed heuristic is to use the minimal sufficient
degree of expansion so to correct all the violated live
ranges. If we do not want to perform an expansion, we
can choose a new schedule that does not violate any live
range intervals.

Supporting privatization:
Privatization is a common concept in the loop parallelization community. We
can use our framework to automatically detect which
scalars/arrays need to be privatized to enable loop parallelization transformation, or we can let the user specify
(through OpenMP pragmas) which variables should be
privatized. If some variable is explicitly marked as privatized, we need to modify access functions, so that we
map a distinct memory location to each iteration.
4.4

Legality of parallelization:
Previously mentioned
property reduces the computational complexity when
checking for a violation of sequential code transformations. If we consider loop parallelization transformation, then we need to take into the account that some
statement instances might be executed at the same time,
and their scheduling time-stamps might be equal.

An example

Let’s take the GIMPLE code from Figure 3 and let’s
consider a memory location phi_out_of_ssa. Figure 9 shows an interleaving of writes and reads to this
memory location. A slice of execution trace, for a limited number of iterations, is shown. Live ranges are
shown as well.

A closed form expression to build a set of violated pairs
in the case we want to check for parallelism transformation is the following:

Some live range interval instances contained in a set L:

Vio = {< (tLW , tLR ), (tLW 0 , tLR 0 ) >|
(tLW , tLR ) ∈ ImageM [s]∧
(tLW 0 , tLR 0 ) ∈ ImageM [s]∧
tLW 0 ≺ tLR ∧ tLW ≺ tLR 0 ∧
(tLW 6= tLW 0 ∨ tLR 6= tLR 0 )}

(< S1 , (0, 0) >, < S2 , (0, 0, 0) >)
(< S6 , (0, 0, 0) >, < S2 , (0, 0, 1) >)
(< S6 , (0, 0, 1) >, < S2 , (0, 0, 2) >)
(< S6 , (0, 0, N − 2) >, < S2 , (0, 0, N − 1) >)
(< S1 , (0, 1) >, < S2 , (0, 1, 0) >)
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After memory live range interval analysis, we come
up with two closed form expressions: λ S1 →S2 and
λ S6 →S2 . These polyhedra summarize live range interval
instances between statements S1 and S2 , and between S6
and S2 respectively. They have the following form:

Figure 10: Compilation flow
GIMPLE, SSA, CFG

λ S1 →S2 = {< (i, j), (i0 , j0 , k0 ) >: i0 = i ∧ j0 = j∧
k0 = 0 ∧ 0 ≤ i < N ∧ 0 ≤ j < N}

SCoP outlining

GPOLY

PPL

SESE regions

Dependence Analysis
Transformations

ISL

GPOLY construction

λ S6 →S2 = {< (i, j, k), (i0 , j0 , k0 ) >| i0 = i ∧ j0 = j∧
k0 = k + 1 ∧ 0 ≤ i < N∧
0 ≤ j < N ∧ 0 ≤ k < N − 1}

GRAPHITE pass

LM = {λ S1 →S2 , λ S6 →S2 }
We would like to check whether interchanging loops i
and j is a transformation that preserves non-conflicting
condition on all live range interval instances. Referring
again to figure 3, we see that we are interested in the
schedule of statements S1 , S2 , and S6 . Their scheduling
functions in an original program are as follows:

θS1 (i, j)T = (0, i, 0, j, 0)T
θS2 (i, j, k)T = (0, i, 0, j, 1, k, 1)T
θS6 (i, j, k)T = (0, i, 0, j, 1, k, 8)T
If we perform a loop interchange transformation, we
will get the following transformed scheduling functions:
θS0 1 (i, j)T = (0, j, 0, i, 0)T
θS0 2 (i, j, k)T = (0, j, 0, i, 1, k, 1)T
θS0 6 (i, j, k)T = (0, j, 0, i, 1, k, 8)T
A transformed image of live range intervals is computed. The image is composed of an union of two polyhedra:

t1 = t10 = 0 ∧ t2 = t20 ∧ t3 = t30 = 0 ∧ t4 = t40 ∧
∧t5 = 0,t50 = 1 ∧ t60 = 0,t70 = 1 ∧ 0 ≤ t2 < N∧
0 ≤ t4 < N}

GLOOG (CLOOG based)

CLOOG

GIMPLE, SSA, CFG

Two polyhedra are summarizing all instances of live
range intervals for the location phi_out_of_ssa.
We form a set of all polyhedra that describe live range
interval set for a given location:

{[(t1,t2,t3,t4,t5,t6,t7), (t10 ,t20 ,t30 ,t40 ,t50 ,t60 ,t70 )]

transformed GPOLY

:

{[(t1,t2,t3,t4,t5,t6,t7), (t10 ,t20 ,t30 ,t40 ,t50 ,t60 ,t70 )] :
t1 = t10 = 0 ∧ t2 = t20 ∧ t3 = t30 = 0 ∧ t4 = t40 ∧
t5 = t50 = 1 ∧ t60 = t6 + 1 ∧ t7 = 8 ∧ t70 = 1∧
0 ≤ t2 < N ∧ 0 ≤ t4 < N ∧ 0 ≤ t6 < N − 1}
Applying a sequential version of violation check on
these polyhedra reveals that Vio set is empty, thus no intervals are conflicting. This check has to be performed
for other memory accesses as well. In addition, we perform a dependence violation analysis on dataflow (readafter-write) dependences only: δ S1 →S2 and δ S2 →S6 . A
dependence violation analysis is already implemented
in GRAPHITE.
As shown, a combination of dependence violation analysis of dataflow dependences and live range interval violation check reveals that it is legal to perform an interchange of i and j loops, even if the code was scalar optimized before entering GRAPHITE. If we use only dependence violation analysis of all dependences (dataflow
and memory based) we will not be able to perform this
transformation, since the dependence violation analysis
would return

5

Implementation

We plan to implement our approach inside GRAPHITE
pass of GCC compiler. GRAPHITE has an already implemented dependence violation analysis, but it does
not have live range interval violation analysis nor array
dataflow analysis. Those two algorithms were presented
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in this paper and they would be implemented as components of GRAPHITE polyhedral compilation framework.
The polyhedral analysis and transformation framework
called GRAPHITE is implemented as a pass in GCC compiler. The main task of this pass is to: extract the polyhedral model representation out of the GCC three-address
GIMPLE representation, perform various optimizations
and analyses on the polyhedral model representation and
to regenerate the GIMPLE three-address code that corresponds to transformations on the polyhedral model.
This three stage process is the classical flow in polyhedral compilation of source-to-source compilers [9, 3].
Because the starting point of the GRAPHITE pass is the
low-level three-address GIMPLE code instead of the
high-level syntactical source code, some information is
lost: the loop structure, loop induction variables, loop
bounds, conditionals, data accesses and reductions. All
of this information has to be reconstructed in order to
build the polyhedral model representation of the relevant code fragment.
Figure 10 shows stages inside current GRAPHITE pass:
(1) the Static Control Parts (SCoP’s) are outlined from
the control flow graph, (2) polyhedral representation is
constructed for each SCoP (GPOLY construction), (3)
data dependence analysis and transformations are performed (possibly multiple times), and (4) GIMPLE code
corresponding to transformed polyhedral model is regenerated (GLOOG).
GRAPHITE is dependent on several libraries: PPL Parma Polyhedra Library [2], CLooG - Chunky Loop
Generator (which itself depends on PPL). Our algorithm
would make GRAPHITE dependent on ISL [19] (Integer Set Library) as well. There is a special version of
CLooG that is based on ISL library. More detailed explanation of GRAPHITE design and implementation internals is given in [15].

For efficiency reasons, schedule and domain polyhedra
are kept per each basic block, and not per each statement. This approach was taken in GRAPHITE to save
memory and to reduce compilation time. Our approach
requires that each statement would have a scheduling
function, so the question is: how do we provide a
scheduling function for each statement?
The answer is simple: since a basic block is a collection
of statements, scheduling functions of all statements inside the basic block are the same, except the latest static

scheduling component. Thus, we still keep scheduling
polyhedra per basic block, and we provide the last component of the schedule for each statement on the fly.
This work is augmenting GRAPHITE dependence analysis with a more powerful dependence computation: it
uses an array dataflow analysis instead of a simple memory access conflict check. A dataflow analysis is already
implemented in ISL library, and we plan to use this implementation in GRAPHITE. This would require introducing a new polyhedral library in GCC, since we already use PPL library for internal polyhedral representation(GPOLY) inside GRAPHITE.
Several libraries for polyhedral operations are available:
Polylib, PIPlib, PPL, ISL. Polylib and PIPlib are historically important, but not robust enough for production
quality tools like GCC. GRAPHITE uses PPL as a library
for the internal polyhedral representation of GIMPLE
code. The latest version of PPL library includes an integer and mixed-integer linear programming algorithms,
but one drawback of PPL library is that it is not an integer, but rational polyhedra library [2]. ISL library [19],
on the other hand, provides integer solutions only. This
is the key property needed in exact dataflow analysis.
We have opted for ISL library, and we would propose
to include this library as a requirement for GRAPHITE
compilation.
Nevertheless, PPL would remain a standard interface for
internal polyhedral operations inside GRAPHITE. It is
used by CLooG code generator as well. Conversion operations between PPL and ISL polyhedra representation
are already provided.

6

Conclusion

We have shown a framework to effectively approach
the memory expansion vs transformation expressiveness
problem. This is a necessary component of any compiler that wants to offer effective automatic parallelization and loop transformations. Solving this problem is
even more critical in compilers whose optimizations are
based on three-address code, as is GIMPLE in GCC.
We have shown a motivating example that justifies the
effort we want to put into implementing the presented
approach. A successful implementation of this algorithm, based on ISL library and ISL implementation of
array dataflow analysis, would enable GRAPHITE to parallelize much wider class of loops.
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Having an exact array dataflow analysis in GRAPHITE
would be beneficial in many other cases as well, since it
provides an exact information on the flow of values, instead of mere scheduling constraints, as given by current
data dependence analysis.
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